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Quick Start

Fire up your terminal, and:

# Clone the repos
git clone git@github.com:bh107/benchpress.git

# Enter the root
cd benchpress

# Source environment vars
source util/setbpenv.bash





You now have the Benchpress commands, bp-run, bp-times, bp-info, bp-compile, and bp-grapher ready at your finger-tips along with all the benchmarks and suites.

Go ahead and run the python_numpy suite, executing each benchmark in the suite twice:

bp-run NOREPOS suites/python_numpy.py --runs 2 --output my_run.json





The above will store results from the run in the file my_run.json. You can inspect the elapsed wall-clock by executing:

bp-times my_run.json
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Installation

Benchpress is distributed via PyPi and Github. Which means that you can install it as a Python package (from PyPi) or use it directly from an unpacked tarball or git-clone from Github.com.
The installation method of choice is based on what you want to do with Benchpress. Recommendations are as follows.



	Install Benchpress as a Python packages from PyPi if your sole intent is to run benchmarks.

	Use Benchpress directly from clone/tarball if you intend to modify it. Such as adding benchmarks, changing commands or benchmark suites.







Note

Benchpress is designed to work, with minimal friction, in an environment where the user has limited system permissions. Such as shared computing environments, clusters and supercomputers. A system-wide installation of Benchpress is therefore untested. However, it should work if write permission is assigned to Benchpress users for the benchmarks folder.




From pypi.python.org

The following shows how to do a user-mode / local installation:

pip install benchpress --user





Extend your $PATH, such that the commands (bp-info, bp-run, bp-times, bp-compile, and bp-grapher) are readily available:

export PATH=$PATH:$HOME/.local/bin





When you are done using Benchpress, purging it from your system is as easy as:

pip uninstall benchpress








From clone or tarball

Clone the repos:

git clone git@bitbucket.org:bohrium/benchpress.git
cd benchpress





or download and unpack a tarball:

wget https://bitbucket.org/bohrium/benchpress/get/master.tar.gz
tar xzvf master.tar.gz
cd bohrium-benchpress-*





For Benchpress to operate correctly you must extend the two PATH and PYTHONPATH. Extend PATH to include the subfolder bin and extend PYTHONPATH to include the subfolder module. You can do this in whatever way your system requires, you will most likely be able to do the following:

source util/setbpenv.bash





Make sure you persists the changes.
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Usage - Commands

Benchpress provides the following commands: bp-info, bp-run, bp-times, bp-compile, and bp-grapher.
See below for details on invoking them and see section Usage - Examples for examples of using the commands.


bp-info

usage: bp-info [-h] [--mod] [--mod_parent] [--all] [--docsrc] [--benchmarks]
               [--suites] [--hooks] [--commands]

Retrieve misc. info on Benchpress.

optional arguments:
  -h, --help    show this help message and exit
  --mod         Location of the Python module
  --mod_parent  Location of the Python module parent
  --all         Show all paths
  --docsrc      Location of the documentation source
  --benchmarks  Location of benchmarks
  --suites      Location of suites
  --hooks       Location of hooks
  --commands    Location of commands








bp-run

usage: bp-run [-h] [--output RESULT_FILE] [--runs RUNS] [--with-perf]
              [--with-time] [--save-data] [--pre-clean] [--restart]
              [--publish-cmd COMMAND] [--bh-config-file BH_CONFIG_FILE]
              [--resume-only] [--slurm] [--no-slurm] [--partition PARTITION]
              [--multi-jobs] [--wait]
              repos_root suite_file

Runs a benchmark suite and stores the results in a json-file.

positional arguments:
  repos_root            Path to git-repository, revision will be included in
                        result. Use "NOREPOS" if you do not want it.
  suite_file            Path to the benchmark suite file.

optional arguments:
  -h, --help            show this help message and exit
  --output RESULT_FILE  Path to the JSON file where the benchmark results will
                        be written. If the file exist, the benchmark will
                        resume.
  --runs RUNS           How many times should each benchmark run.
  --with-perf           Enable the use of the perf measuring tool.
  --with-time           Enable the use of the '/usr/bin/time -v' measuring
                        tool.
  --save-data           Save data output from benchmarks in RESULT_FILE. All
                        benchmarks must support the --outputfn argument.
  --pre-clean           Clean caches such as the fuse or the kernel cache
                        before execution.
  --restart             Restart execution or submission of failed jobs.
  --publish-cmd COMMAND
                        The publish command to use before exiting (use
                        together with --wait). NB: $OUT is replaced with the
                        name of the output JSON file.
  --bh-config-file BH_CONFIG_FILE
                        Override the path to the bohrium config.ini file,
                        which is normally read from ~/.bohrium/config.ini.
  --resume-only         Ensures that no new jobs will be generated, the script
                        will always resume a previous run or fail.

SLURM Queuing System:
  --slurm               Use the SLURM queuing system. This overwrite the
                        default value specified in the suite
                        ('use_slurm_default')
  --no-slurm            Do not use the SLURM queuing system. This overwrite
                        the default value specified in the suite
                        ('use_slurm_default')
  --partition PARTITION
                        Submit to a specific SLURM partition.
  --multi-jobs          Submit 'runs' SLURM jobs instead of one job with
                        'runs' number of runs.
  --wait                Wait for all SLURM jobs to finished before returning.








bp-times

usage: bp-times [-h] [--printer {troels,datadiff,times,raw,csv,parsed}]
                [--baseline BASELINE]
                results

positional arguments:
  results               JSON file containing results

optional arguments:
  -h, --help            show this help message and exit
  --printer {troels,datadiff,times,raw,csv,parsed}
                        How to print results.
  --baseline BASELINE   Set a baseline run.








bp-grapher

usage: bp-grapher [-h] [--output OUTPUT] [--postfix POSTFIX]
                  [--formats FORMATS [FORMATS ...]]
                  [--type {bypass_bwd,bypass_overhead,scale,bypass_latency,cilpaper,bypass_bwo,daily,npbackend,relative,cluster,cpu,absolute}]
                  [--warmups WARMUPS] [--baseline BASELINE]
                  [--order ORDER [ORDER ...]] [--ylimit YLIMIT]
                  results

Generate different types of graphs.

positional arguments:
  results               Path to benchmark results.

optional arguments:
  -h, --help            show this help message and exit
  --output OUTPUT       Where to store generated graphs.
  --postfix POSTFIX     Append this to the filename of the generated graph(s).
  --formats FORMATS [FORMATS ...]
                        Output file-format(s) of the generated graph(s).
  --type {bypass_bwd,bypass_overhead,scale,bypass_latency,cilpaper,bypass_bwo,daily,npbackend,relative,cluster,cpu,absolute}
                        The type of graph to generate
  --warmups WARMUPS     Specify the amount of samples from warm-up rounds.
  --baseline BASELINE   Baseline label for relative graphs.
  --order ORDER [ORDER ...]
                        Ordering of the ticks.
  --ylimit YLIMIT       Max value of the y-axis








bp-compile

usage: bp-compile [-h] [--all] [--lang {c,cpp,cs}] [--verbose]
                  [--target {all,clean}]

Compile benchmarks that require it

optional arguments:
  -h, --help            show this help message and exit
  --all                 Compile all
  --lang {c,cpp,cs}     Compile all of the provided language
  --verbose             Output verbose debug info when finding benchmarks
  --target {all,clean}  Choose which command to give to the make script











          

      

      

    



    
         Copyright 2015, Simon A. F. Lund.
      Created using Sphinx 1.3.1.
    





  

    
      Navigation

      
        	
          index

        	
          next |

        	
          previous |

        	Benchpress 1.0 documentation 
 
      

    


    
      
          
            
  
Usage - Examples

Make sure that you have set your PATH and PYTHONPATH correctly. Test it by invoking:

bp-info --all





This should output something similar to:

benchmarks: /home/safl/benchpress/benchmarks
commands: /home/safl/benchpress/bin
docsrc: /home/safl/benchpress/doc
hooks: /home/safl/benchpress/hooks
mod: /home/safl/benchpress/module/benchpress
mod_parent: /home/safl/benchpress/module
suites: /home/safl/benchpress/suites





Benchmarks can be run manually / by hand or via the bp-run tool. The bp-info command comes in handy when you want to find your way around. It can tell you where benchmarks and suites are located. This has multiple uses, such as:

# Go to the benchmark directory
cd `bp-info --benchmarks`

# Go to the suites directory
cd `bp-info --suites`





Or listing what is available:

# Show me the benchmark suites
ls `bp-info --suites`





The bp-info command is used by the benchmark suites themselves to locate the benchmark directory.


Running benchmarks via bp-run

The following will run the python_numpy benchmark suite:

bp-run NOREPOS `bp-info --suites`/python_numpy.py --output /tmp/my_run.json





And store the results from the run in the file /tmp/my_run.json.

Each benchmark in the suite is executed three times by default. You can change the number of executions with the --runs flag. The data collected in the output-file contains a bunch of information about the environment that the benchmark was executed in, such operating system version, hardware info, state of environment variables and other things.
You can inspect the data with your text-editor and write a parser for extracting the data your are interested in.

Benchpress has several helper functions available, in the Python benchpress module to aid such as task. Additionally the bp-times command provides a convenient overview of elapsed time.

Try invoking it on your output-file:

bp-times ``/tmp/my_run.json``





This should provide output similar to:

1D Stencil [NumPy, N/A, N/A]: [21.174466, 15.875864, 11.602997] 16.217776 (3.915008) 3
2D Stencil [NumPy, N/A, N/A]: [29.273266, 29.554602, 29.318557] 29.382142 (0.123342) 3
3D Stencil [NumPy, N/A, N/A]: N/A
Black Scholes [NumPy, N/A, N/A]: [5.905177, 5.846048, 5.819017] 5.856747 (0.035979) 3
Game of Life [NumPy, N/A, N/A]: [34.63458, 32.782089, 32.694652] 33.370440 (0.894594) 3
Gauss Elimination [NumPy, N/A, N/A]: [0.182918, 0.181614, 0.18278] 0.182437 (0.000585) 3
Heat Equation [NumPy, N/A, N/A]: [4.194531, 4.135326, 4.185207] 4.171688 (0.025992) 3
Jacobi Solve [NumPy, N/A, N/A]: [4.155966, 4.185878, 4.180958] 4.174267 (0.013096) 3
Jacobi Stencil [NumPy, N/A, N/A]: [3.060532, 3.006271, 3.023313] 3.030039 (0.022657) 3
LU Factorization [NumPy, N/A, N/A]: [1.766148, 1.71995, 1.719055] 1.735051 (0.021992) 3
Lattice Boltzmann 3D [NumPy, N/A, N/A]: [0.574888, 0.581474, 0.571298] 0.575887 (0.004214) 3
Matrix Multiplication [NumPy, N/A, N/A]: [0.042147, 0.04208, 0.042872] 0.042366 (0.000359) 3
Monte Carlo PI [NumPy, N/A, N/A]: [15.190297, 14.993777, 15.236259] 15.140111 (0.105161) 3
SOR [NumPy, N/A, N/A]: N/A
Shallow Water [NumPy, N/A, N/A]: N/A
Synthetic [NumPy, N/A, N/A]: N/A
Synthetic Inplace [NumPy, N/A, N/A]: N/A
Synthetic Stream #0 Ones [NumPy, N/A, N/A]: N/A
Synthetic Stream #1 Range [NumPy, N/A, N/A]: N/A
Synthetic Stream #2 Random [NumPy, N/A, N/A]: N/A
kNN Naive 1 [NumPy, N/A, N/A]: [1.364709, 1.3518, 1.352595] 1.356368 (0.005907) 3
nbody [NumPy, N/A, N/A]: [9.603349, 9.665165, 9.727452] 9.665322 (0.050665) 3






Note

You do not have to wait for the benchmark run to finish, results at added to the output-file as they are available. Runs that have not yet finished show up as “N/A”.






Running benchmarks “by hand”

If you, for some reason, do not wish to run via bp-run, then you can go to the just execute them manually:

python `bp-info --benchmarks`/heat_equation/python_numpy/heat_equation.py --size=10000*10000*10





The above command executes the Python/NumPy implementation of Heat Equation.
If you would like to execute the same benchmark but using Bohrium as backend then do the following:

python -m bohrium `bp-info --benchmarks`/heat_equation/python_numpy/heat_equation.py --size=10000*10000*10 --bohrium=True






Note

Notice the -m bohrium right after the python command, and the --bohrium=True argument at the end. Both are needed.



The -m bohrium flag overloads the numpy module, which means you do not have to change the code to run using Bohrium.

The --bohrium=True tells the benchpress tool that it is running with Bohrium. Bohrium uses lazy evaluation so we must instruct the benchpress tool to flush computions in order to accurate measurements.
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Implementing Benchmarks


Python

from __future__ import print_function
from benchpress import util
import numpy as np

def leibnitz_pi(N):

    n = np.arange(0, N)
    return np.sum(1.0/(4*n+1) - 1.0/(4*n+3))

def main():
    B = util.Benchmark()                        # Initialize Benchpress
    N, = B.size                                 # Grab command-line arguments
    B.start()                                   # Sample wall-clock start
    R = 4.0*leibnitz_pi(N)                      # Execute benchmark
    B.stop()                                    # Sample wall-clock stop
    B.pprint()                                  # Print elapsed wall-clock etc.
    if B.verbose:                               # Print more, such as results
        print(R)

if __name__ == "__main__":
    main()








C

#include <stdio.h>
#include <bp_util.h>

double leibnitz_pi(int nelements)
{
    double sum = 0.0;
    for(int n=0; n<nelements; ++n) {
        sum += 1.0/(4*n+1) - 1.0/(4*n+3);
    }
    return sum;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];

    bp.timer_start();                               // Start timer
    double pi = 4.0*leibnitz_pi(nelements);         // Run benchmark
    bp.timer_stop();                                // Stop timer
    
    bp.print("leibnitz_pi(c99_seq)");               // Print results..
    if (bp.args.verbose) {							// ..and value.
        printf("PI-approximation = %.11f\n", pi);
    }

    return 0;
}








C++

#include <iostream>
#include <iomanip>
#include <bp_util.h>

using namespace std;

double leibnitz_pi(int nelements)
{
    double sum = 0.0;
    for(int n=0; n<nelements; ++n) {
        sum += 1.0/(4*n+1) - 1.0/(4*n+3);
    }
    return sum;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];

    bp.timer_start();                               // Start timer
    double pi = 4.0*leibnitz_pi(nelements);         // Run benchmark
    bp.timer_stop();                                // Stop timer

    bp.print("leibnitz_pi(cpp11_seq)");				// Print results..
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "PI-approximation = " << pi << endl;
    }

    return 0;
}
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Benchmarks
















	43 Benchmarks
	Python
	C
	C++
	C#


	
	Numpy
	Omp
	Omp Mpi
	Seq
	Boost
	Bxx
	Omp
	Opencl
	Seq
	Numcil




	Black Scholes
	*
	*
	
	*
	
	*
	*
	
	*
	*


	Convolve
	* [ISU] [BH]
	
	
	
	
	
	
	
	
	


	Convolve 2D
	* [ISU] [BH]
	
	
	
	
	
	
	
	
	


	Convolve 3D
	* [ISU] [BH]
	
	
	
	
	
	
	
	
	


	Convolve Separate Std
	* [ISU]
	
	
	
	
	
	
	
	
	


	Gameoflife
	*
	
	
	* [ISU]
	
	*
	* [ISU]
	
	
	


	Gauss
	*
	
	
	
	
	
	
	
	
	


	Heat Equation
	*
	*
	*
	*
	
	*
	*
	* [ISU]
	
	*


	Heat Equation Fixed
	*
	
	
	
	
	
	
	
	
	*


	Idl Init
	* [IBNP]
	
	
	
	
	
	
	
	
	


	Idl Init Bh
	* [ISU] [IBNP]
	
	
	
	
	
	
	
	
	


	Idl Init Fast
	* [ISU] [IBNP]
	
	
	
	
	
	
	
	
	


	Idl Init Orig
	* [ISU] [IBNP]
	
	
	
	
	
	
	
	
	


	Jacobi
	* [BH]
	
	
	
	
	
	
	
	
	


	
	Numpy
	Omp
	Omp Mpi
	Seq
	Boost
	Bxx
	Omp
	Opencl
	Seq
	Numcil


	Jacobi Fixed
	* [BH]
	
	
	
	
	
	
	
	
	


	K Nearest Neighbor
	* [ISU] [IBNP]
	
	
	
	
	
	
	
	
	


	Knn Naive
	*
	
	
	
	
	
	
	
	
	


	Lattice Boltzmann D2Q9
	* [ISU] [IBNP]
	
	
	
	
	
	
	
	
	


	Lbm 2D
	* [ISU] [IBNP]
	
	
	
	
	
	
	
	
	


	Lbm 3D
	*
	
	
	
	
	
	
	
	
	


	Leibnitz Pi
	*
	
	
	*
	
	*
	*
	
	*
	


	Lmm Swaption Vec
	* [ISU] [IBNP]
	
	
	
	
	
	
	
	
	


	Lu
	*
	
	
	
	
	
	
	
	
	


	Lulesh
	
	
	
	
	
	*
	*
	
	*
	


	Montecarlo Pi
	*
	*
	
	*
	
	*
	*
	
	*
	


	Mxmul
	*
	*
	
	*
	
	*
	*
	
	
	


	Nbody
	*
	
	
	
	
	
	
	
	
	*


	Nbody Nice
	* [ISU]
	
	
	
	
	
	
	
	
	*


	Ndstencil
	*
	
	
	
	
	
	
	
	
	


	
	Numpy
	Omp
	Omp Mpi
	Seq
	Boost
	Bxx
	Omp
	Opencl
	Seq
	Numcil


	Point27
	* [BH]
	
	
	
	
	
	
	
	
	


	Pricing
	* [ISU]
	
	
	
	
	
	
	
	
	


	Reactiondiffusion
	
	
	
	
	
	
	
	
	
	*


	Rosenbrock
	*
	
	
	*
	
	*
	*
	
	*
	


	Shallow Water
	*
	
	
	*
	*
	*
	*
	
	*
	*


	Snakes And Ladders
	* [ISU]
	
	
	
	
	
	
	
	
	


	Sor
	*
	
	
	
	
	
	
	
	
	


	Synth
	*
	
	
	
	
	
	
	
	
	


	Synth Index
	
	
	
	
	
	*
	
	
	
	


	Synth Inplace
	*
	
	
	
	
	
	
	
	
	


	Synth Interop
	
	
	
	
	
	*
	
	
	
	


	Synth Pow
	* [IBNP]
	
	
	
	
	
	
	
	
	


	Synth Stream
	*
	
	
	
	
	
	
	
	
	


	Wireworld
	* [ISU]
	
	
	
	
	
	
	
	
	








	[ISU]	(1, 2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16, 17, 18) The implementation has issues... such as not using of Benchpress, segfaults, or does not run with Bohrium.







	[BH]	(1, 2, 3, 4, 5, 6) The implementation makes use of Bohrium specific features, which means that Bohrum is required to run it.







	[IBNP]	(1, 2, 3, 4, 5, 6, 7, 8, 9) The implementation does import bohrium as np, which breaks the Bohrium dogma “High-Performance NumPy without changing a single line of code.
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Black Scholes

A finance thing:

--size=1000000*10





The C/C++ versions and the Python version does not use the same seed for random numbers, this should be fixed and results compared.


Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np
import math
try:
    import numpy_force as npf
except ImportError:
    import numpy as npf

def model(N, B):
    """Construct pseudo-data representing price samples?"""
    # Create the outside of bohrium 
    S = npf.random.random(N).astype(B.dtype)*4.0 + 58.0 # Price is between 58-62
    S = np.array(S) 
    return S

def CND(X):
    """
    Cumulative normal distribution.
    Helper function used by BS(...).
    """

    (a1,a2,a3,a4,a5) = (0.31938153, -0.356563782, 1.781477937, -1.821255978, 1.330274429)
    L = np.absolute(X)
    K = 1.0 / (1.0 + 0.2316419 * L)
    w = 1.0 - 1.0 / math.sqrt(2*np.pi)*np.exp(-L*L/2.) * \
        (a1 * K + \
         a2 * (K**2) + \
         a3 * (K**3) + \
         a4 * (K**4) + \
         a5 * (K**5))

    mask    = X<0
    w       = w * ~mask + (1.0-w)*mask  
                                        
    return w

def BS(CallPutFlag, S, X, T, r, v):
    """Black Sholes Function."""

    d1 = (np.log(S/X)+(r+v*v/2.)*T)/(v*math.sqrt(T))
    d2 = d1-v*math.sqrt(T)
    if CallPutFlag=='c':
        return S*CND(d1)-X*math.exp(-r*T)*CND(d2)
    else:
        return X*math.exp(-r*T)*CND(-d2)-S*CND(-d1)

def price(S, I, flag='c', X=65.0, dT=(1.0/365.0), r=0.08, v=0.3, visualize=False):
    """Model price as a function of time."""

    T   = dT
    Ps  = []
    N   = len(S)
    for i in xrange (I):
        P = np.sum(BS(flag, S, X, T, r, v)) / N
        Ps.append(P)
        T += dT
        if visualize:   #NB: this is only for experiments
            np.visualize(P, "3d", 0, 0.0, 10)
        if util.Benchmark().bohrium:
            np.flush()

    return Ps

def main():
    B = util.Benchmark()
    (N, I) = B.size

    if B.inputfn:
        S = B.load_array()
    else:
        S = model(N, B)                     # Construct pseudo-data

    if B.dumpinput:
        B.dump_arrays("black_scholes", {'input': S})

    B.start()
    R = price(S, I, visualize=B.visualize)  # Run the model
    B.stop()
    B.pprint()
    
    for i in range(len(R)):                 # Convert to one array
        if hasattr(R[i], "copy2numpy"):
            R[i] = R[i].copy2numpy()[()]
    if B.outputfn:
        B.tofile(B.outputfn, {'res':R})

    if B.verbose:
        print (R)

if __name__ == "__main__":
    main()








C99 Omp

#include <inttypes.h>
#include <stdlib.h>
#include <stdio.h>
#include <math.h>
#include <Random123/philox.h>
#include <bp_util.h>

#ifndef M_PI
#define M_PI 3.14159265358979323846
#endif

typedef union philox2x32_as_1x64 {
    philox2x32_ctr_t orig;
    uint64_t combined;
} philox2x32_as_1x64_t;

double* model(int64_t samples)
{
    const uint64_t key = 0;
    double* data = (double*)malloc(sizeof(double)*samples);

    #pragma omp parallel for
    for(int64_t count = 0; count<samples; ++count) {
        philox2x32_as_1x64_t counter;
        counter.combined = count;

        uint64_t x_raw = ((philox2x32_as_1x64_t)philox2x32(
          counter.orig,
          (philox2x32_key_t){ { key } }
        )).combined;
        double x = x_raw;
        x /= 18446744073709551616.000000;
        x *= 4.0;
        x += 58.0;          // Model between 58-62

        data[count] = x;
    }
    return data;
}

// The cumulative normal distribution function 
double cnd( double x )
{
    double L, K, w;

    double const a1 =  0.31938153,
                 a2 = -0.356563782,
                 a3 =  1.781477937,
                 a4 = -1.821255978,
                 a5 =  1.330274429;

    L = fabs(x);
    K = 1.0 / (1.0 + 0.2316419 * L);
    w = 1.0 - 1.0 / sqrt(2 * M_PI) * exp(-L *L / 2) * (\
        a1 * K         + \
        a2 * pow(K, 2) + \
        a3 * pow(K, 3) + \
        a4 * pow(K, 4) + \
        a5 * pow(K, 5)
    );

    return (x<0) ? 1.0 - w : w;
}

// The Black and Scholes (1973) Stock option formula
void pricing(double* market, double *prices,
             size_t samples, size_t iterations,
             char flag, double x, double d_t, double r, double v)
{
    double t = d_t;

    for(size_t iter=0; iter<iterations; ++iter) {
        double res = 0;
        #pragma omp parallel for reduction(+:res)
        for(size_t sample=0; sample<samples; ++sample) {
            double d1 = (log(market[sample]/x) + (r+v*v/2)*t) / (v*sqrt(t));
            double d2 = d1-v*sqrt(t);

            if (flag == 'c') {
                res += market[sample] *cnd(d1)-x * exp(-r*t)*cnd(d2);
            } else {
                res += x * exp(-r*t) * cnd(-d2) - market[sample] * cnd(-d1);
            }
        }
        t += d_t;
        prices[iter] = res / samples;
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);
    if (bp.args.has_error) {
        return 0;
    }
    const int samples    = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    double* market = model(samples);        // Generate pseudo-market data
    double* prices = (double*)malloc(sizeof(double)*iterations); // Prices

    bp.timer_start();
    pricing(
        market, prices,
        samples, iterations,
        'c', 65.0, 1.0 / 365.0,
        0.08, 0.3
    );
    bp.timer_stop();
    
    bp.print("black_scholes(c99_omp)");
    if (bp.args.verbose) {                 // and values.
        printf("output: [ ");
        for(int i=0; i<iterations; ++i) {
            printf("%f ", prices[i]);
        }
        printf("]\n");
    }

    free(market);
    free(prices);
    return 0;
}








C99 Seq

#include <inttypes.h>
#include <stdlib.h>
#include <stdio.h>
#include <math.h>
#include <Random123/philox.h>
#include <bp_util.h>

#ifndef M_PI
#define M_PI 3.14159265358979323846
#endif

typedef union philox2x32_as_1x64 {
    philox2x32_ctr_t orig;
    uint64_t combined;
} philox2x32_as_1x64_t;

double* model(int64_t samples)
{
    const uint64_t key = 0;
    double* data = (double*)malloc(sizeof(double)*samples);

    for(int64_t count = 0; count<samples; ++count) {
        philox2x32_as_1x64_t counter;
        counter.combined = count;

        uint64_t x_raw = ((philox2x32_as_1x64_t)philox2x32(
          counter.orig,
          (philox2x32_key_t){ { key } }
        )).combined;
        double x = x_raw;
        x /= 18446744073709551616.000000;
        x *= 4.0;
        x += 58.0;          // Model between 58-62

        data[count] = x;
    }
    return data;
}

// The cumulative normal distribution function 
double cnd( double x )
{
    double L, K, w;

    double const a1 =  0.31938153,
                 a2 = -0.356563782,
                 a3 =  1.781477937,
                 a4 = -1.821255978,
                 a5 =  1.330274429;

    L = fabs(x);
    K = 1.0 / (1.0 + 0.2316419 * L);
    w = 1.0 - 1.0 / sqrt(2 * M_PI) * exp(-L *L / 2) * (\
        a1 * K         + \
        a2 * pow(K, 2) + \
        a3 * pow(K, 3) + \
        a4 * pow(K, 4) + \
        a5 * pow(K, 5)
    );

    return (x<0) ? 1.0 - w : w;
}

// The Black and Scholes (1973) Stock option formula
void pricing(double* market, double *prices,
             size_t samples, size_t iterations,
             char flag, double x, double d_t, double r, double v)
{
    double t = d_t;

    for(size_t iter=0; iter<iterations; ++iter) {
        double res = 0;
        for(size_t sample=0; sample<samples; ++sample) {
            double d1 = (log(market[sample]/x) + (r+v*v/2)*t) / (v*sqrt(t));
            double d2 = d1-v*sqrt(t);

            if (flag == 'c') {
                res += market[sample] *cnd(d1)-x * exp(-r*t)*cnd(d2);
            } else {
                res += x * exp(-r*t) * cnd(-d2) - market[sample] * cnd(-d1);
            }
        }
        t += d_t;
        prices[iter] = res / samples;
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);
    if (bp.args.has_error) {
        return 0;
    }
    const int samples    = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    double* market = model(samples);        // Generate pseudo-market data
    double* prices = (double*)malloc(sizeof(double)*iterations); // Prices

    bp.timer_start();
    pricing(
        market, prices,
        samples, iterations,
        'c', 65.0, 1.0 / 365.0,
        0.08, 0.3
    );
    bp.timer_stop();
    
    bp.print("black_scholes(c99_seq)");
    if (bp.args.verbose) {                 // and values.
        printf("output: [ ");
        for(int i=0; i<iterations; ++i) {
            printf("%f ", prices[i]);
        }
        printf("]\n");
    }

    free(market);
    free(prices);
    return 0;
}








Cpp11 Bxx

/*
This file is part of Bohrium and Copyright (c) 2012 the Bohrium team:
http://bohrium.bitbucket.org

Bohrium is free software: you can redistribute it and/or modify
it under the terms of the GNU Lesser General Public License as
published by the Free Software Foundation, either version 3
of the License, or (at your option) any later version.

Bohrium is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the
GNU Lesser General Public License along with bohrium.

If not, see <http://www.gnu.org/licenses/>.
*/
#include <iostream>
#include <vector>
#include <bxx/bohrium.hpp>
#include <bp_util.h>

using namespace std;
using namespace bxx;

template <typename T>
multi_array<T>& model(uint64_t samples)
{
    return randu<T>(samples)*4.0 + 58.0; // Model between 58-62
}

template <typename T>
multi_array<T>& cnd(multi_array<T>& x)
{
    multi_array<T> L, K, W;
    multi_array<bool> mask;
    T a1 = 0.31938153,
      a2 =-0.356563782,
      a3 = 1.781477937,
      a4 =-1.821255978,
      a5 = 1.330274429,
      PP = 2.5066282746310002; // sqrt(2.0*PI)

    L = abs(x);
    K = 1.0 / (1.0 + 0.2316419 * L);
    W = 1.0 - 1.0 / PP * exp(-1.0*L*L/2.0) * \
        (a1*K + \
         a2*(pow(K, (T)2)) + \
         a3*(pow(K, (T)3)) + \
         a4*(pow(K, (T)4)) + \
         a5*(pow(K, (T)5)));

    mask = x < 0.0;
    return W * as<T>(!mask) + (1.0-W)* as<T>(mask);
}

//FLOP count: 2*s+i*(s*8+2*s*26) where s is samples and i is iterations
template <typename T>
void pricing(multi_array<T>& market, multi_array<T>& prices,
             size_t samples, size_t iterations,
             char flag, T x, T d_t, T r, T v)
{
    T t = d_t;                                  // Initial delta

    for(size_t i=0; i<iterations; i++) {
        multi_array<T> d1, d2, res;
        d1 = (log(market/x) + (r+v*v/2.0)*t) / (v*sqrt(t));
        d2 = d1-v*sqrt(t);

        if (flag == 'c') {
            res = market * cnd(d1) - x * exp(-r * t) * cnd(d2);
        } else {
            res = x * exp(-r*t) * cnd(-1.0*d2) - market*cnd(-1.0*d1);
        }

        t += d_t;                               // Increment delta
        prices[i] = sum(res) / (T)samples;      // Result from timestep
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);
    if (bp.args.has_error) {
        return 0;
    }
    const size_t samples    = bp.args.sizes[0];
    const size_t iterations = bp.args.sizes[1];

    multi_array<double> market;             // Generate pseudo-market data
    market = model<double>(samples);

    multi_array<double> prices;             // Storage for calculated prices
    prices = empty<double>(iterations);

    bp.timer_start();
    pricing<double>(
        market, prices,
        samples, iterations,
        'c', 65.0, 1.0 / 365.0,
        0.08, 0.3
    );
    bp.timer_stop();
    
    bp.print("black_scholes(cpp11_bxx)");
    if (bp.args.verbose) {                 // and values.
        cout << ", \"output\": " << prices << endl;
    }

    return 0;
}








Cpp11 Omp

#include <iostream>
#include <sstream>
#include <string>
#include <cmath>
#include <Random123/philox.h>
#include <bp_util.h>

using namespace std;

typedef union philox2x32_as_1x64 {
    philox2x32_ctr_t orig;
    uint64_t combined;
} philox2x32_as_1x64_t;

double* model(int64_t samples)
{
    const uint64_t key = 0;
    double* data = (double*)malloc(sizeof(double)*samples);

    #pragma omp parallel for
    for(int64_t count = 0; count<samples; ++count) {
        philox2x32_as_1x64_t counter;
        counter.combined = count;

        philox2x32_as_1x64_t x_philox;

        x_philox.orig = philox2x32(
          counter.orig,
          (philox2x32_key_t){ { key } } 
        );

        double x = x_philox.combined;
        x /= 18446744073709551616.000000;
        x *= 4.0;
        x += 58.0;          // Model between 58-62

        data[count] = x;
    }
    return data;
}

// The cumulative normal distribution function 
double cnd( double x )
{
    double L, K, w;

    double const a1 =  0.31938153,
                 a2 = -0.356563782,
                 a3 =  1.781477937,
                 a4 = -1.821255978,
                 a5 =  1.330274429;

    L = fabs(x);
    K = 1.0 / (1.0 + 0.2316419 * L);
    w = 1.0 - 1.0 / sqrt(2 * M_PI) * exp(-L *L / 2) * (\
        a1 * K         + \
        a2 * pow(K, 2) + \
        a3 * pow(K, 3) + \
        a4 * pow(K, 4) + \
        a5 * pow(K, 5)
    );

    return (x<0) ? 1.0 - w : w;
}

// The Black and Scholes (1973) Stock option formula
void pricing(double* market, double *prices,
             size_t samples, size_t iterations,
             char flag, double x, double d_t, double r, double v)
{
    double t = d_t;

    for(size_t iter=0; iter<iterations; ++iter) {
        double res = 0;
        #pragma omp parallel for reduction(+:res)
        for(size_t sample=0; sample<samples; ++sample) {
            double d1 = (log(market[sample]/x) + (r+v*v/2)*t) / (v*sqrt(t));
            double d2 = d1-v*sqrt(t);

            if (flag == 'c') {
                res += market[sample] *cnd(d1)-x * exp(-r*t)*cnd(d2);
            } else {
                res += x * exp(-r*t) * cnd(-d2) - market[sample] * cnd(-d1);
            }
        }
        t += d_t;
        prices[iter] = res / samples;
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);
    if (bp.args.has_error) {
        return 0;
    }
    const int samples    = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    double* market = model(samples);        // Generate pseudo-market data
    double* prices = (double*)malloc(sizeof(double)*iterations); // Prices

    bp.timer_start();
    pricing(
        market, prices,
        samples, iterations,
        'c', 65.0, 1.0 / 365.0,
        0.08, 0.3
    );
    bp.timer_stop();
    
    bp.print("black_scholes(cpp11_omp)");
    if (bp.args.verbose) {                 // and values.
        printf("output: [ ");
        for(int i=0; i<iterations; ++i) {
            printf("%f ", prices[i]);
        }
        printf("]\n");
    }

    free(market);
    free(prices);
    return 0;
}








Cpp11 Seq

#include <iostream>
#include <sstream>
#include <string>
#include <cmath>
#include <Random123/philox.h>
#include <bp_util.h>

using namespace std;

typedef union philox2x32_as_1x64 {
    philox2x32_ctr_t orig;
    uint64_t combined;
} philox2x32_as_1x64_t;

double* model(int64_t samples)
{
    const uint64_t key = 0;
    double* data = (double*)malloc(sizeof(double)*samples);

    for(int64_t count = 0; count<samples; ++count) {
        philox2x32_as_1x64_t counter;
        counter.combined = count;

        philox2x32_as_1x64_t x_philox;

        x_philox.orig = philox2x32(
          counter.orig,
          (philox2x32_key_t){ { key } } 
        );

        double x = x_philox.combined;
        x /= 18446744073709551616.000000;
        x *= 4.0;
        x += 58.0;          // Model between 58-62

        data[count] = x;
    }
    return data;
}

// The cumulative normal distribution function 
double cnd( double x )
{
    double L, K, w;

    double const a1 =  0.31938153,
                 a2 = -0.356563782,
                 a3 =  1.781477937,
                 a4 = -1.821255978,
                 a5 =  1.330274429;

    L = fabs(x);
    K = 1.0 / (1.0 + 0.2316419 * L);
    w = 1.0 - 1.0 / sqrt(2 * M_PI) * exp(-L *L / 2) * (\
        a1 * K         + \
        a2 * pow(K, 2) + \
        a3 * pow(K, 3) + \
        a4 * pow(K, 4) + \
        a5 * pow(K, 5)
    );

    return (x<0) ? 1.0 - w : w;
}

// The Black and Scholes (1973) Stock option formula
void pricing(double* market, double *prices,
             size_t samples, size_t iterations,
             char flag, double x, double d_t, double r, double v)
{
    double t = d_t;

    for(size_t iter=0; iter<iterations; ++iter) {
        double res = 0;
        for(size_t sample=0; sample<samples; ++sample) {
            double d1 = (log(market[sample]/x) + (r+v*v/2)*t) / (v*sqrt(t));
            double d2 = d1-v*sqrt(t);

            if (flag == 'c') {
                res += market[sample] *cnd(d1)-x * exp(-r*t)*cnd(d2);
            } else {
                res += x * exp(-r*t) * cnd(-d2) - market[sample] * cnd(-d1);
            }
        }
        t += d_t;
        prices[iter] = res / samples;
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);
    if (bp.args.has_error) {
        return 0;
    }
    const int samples    = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    double* market = model(samples);        // Generate pseudo-market data
    double* prices = (double*)malloc(sizeof(double)*iterations); // Prices

    bp.timer_start();
    pricing(
        market, prices,
        samples, iterations,
        'c', 65.0, 1.0 / 365.0,
        0.08, 0.3
    );
    bp.timer_stop();
    
    bp.print("black_scholes(cpp11_seq)");
    if (bp.args.verbose) {                 // and values.
        printf("output: [ ");
        for(int i=0; i<iterations; ++i) {
            printf("%f ", prices[i]);
        }
        printf("]\n");
    }

    free(market);
    free(prices);
    return 0;
}








Csharp Numcil

#region Copyright
/*
This file is part of Bohrium and copyright (c) 2012 the Bohrium:
team <http://www.bh107.org>.

Bohrium is free software: you can redistribute it and/or modify
it under the terms of the GNU Lesser General Public License as 
published by the Free Software Foundation, either version 3 
of the License, or (at your option) any later version.

Bohrium is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the 
GNU Lesser General Public License along with Bohrium. 

If not, see <http://www.gnu.org/licenses/>.
*/
#endregion

using System;
using System.Collections.Generic;
using System.Linq;
using System.Text;

using R = NumCIL.Range;

namespace blackscholes
{
	using NumCIL.Double;
	using DATA = System.Double;
	
    public static class BlackScholesSolverDouble
    {
        private static NdArray CND(NdArray X)
        {
            DATA a1 = 0.31938153f, a2 = -0.356563782f, a3 = 1.781477937f, a4 = -1.821255978f, a5 = 1.330274429f;
            var L = X.Abs();
            var K = 1.0f / (1.0f + 0.2316419f * L);
            var w = 1.0f - 1.0f / ((DATA)Math.Sqrt(2 * Math.PI)) * (-L * L / 2.0f).Exp() * (a1 * K + a2 * (K.Pow(2)) + a3 * (K.Pow(3)) + a4 * (K.Pow(4)) + a5 * (K.Pow(5)));
            
            var mask1 = (NdArray)(X < 0);
            var mask2 = (NdArray)(X >= 0);

            w = w * mask2 + (1.0f - w) * mask1;
            return w;
        }

        private static NdArray BlackScholes(bool callputflag, NdArray S, DATA X, DATA T, DATA r, DATA v)
        {
            var d1 = ((S / X).Log() + (r + v * v / 2.0f) * T) / (v * (DATA)Math.Sqrt(T));
            var d2 = d1 - v * (DATA)Math.Sqrt(T);

            if (callputflag)
                return S * CND(d1) - X * (DATA)Math.Exp(-r * T) * CND(d2);
            else
                return X * (DATA)Math.Exp(-r * T) * CND(-d2) - S * CND(-d1);
        }
        
        public static NdArray Create(long size)
        {
            var S = Generate.Random(size);
            S = S * 4.0f - 2.0f + 60.0f; //Price is 58-62
            return S;
        }
        
        public static DATA Sync(NdArray data)
        {
        	return data.Value[0];
        }

        public static DATA Solve(NdArray data, long years)
        {
            DATA X = 65.0f;
            DATA r = 0.08f;
            DATA v = 0.3f;

            DATA day=1.0f/years;
            DATA T = day;

            DATA total = 0.0f;

            for (long i = 0; i < years; i++)
            {
                total += Add.Reduce(BlackScholes(true, data, X, T, r, v)).Value[0] / data.Shape.Length;
                T += day;
            }

            return total;
        }
    }
}

namespace blackscholes
{
	using NumCIL.Float;
	using DATA = System.Single;
	
    public static class BlackScholesSolverSingle
    {
        private static NdArray CND(NdArray X)
        {
            DATA a1 = 0.31938153f, a2 = -0.356563782f, a3 = 1.781477937f, a4 = -1.821255978f, a5 = 1.330274429f;
            var L = X.Abs();
            var K = 1.0f / (1.0f + 0.2316419f * L);
            var w = 1.0f - 1.0f / ((DATA)Math.Sqrt(2 * Math.PI)) * (-L * L / 2.0f).Exp() * (a1 * K + a2 * (K.Pow(2)) + a3 * (K.Pow(3)) + a4 * (K.Pow(4)) + a5 * (K.Pow(5)));
            
            var mask1 = (NdArray)(X < 0);
            var mask2 = (NdArray)(X >= 0);

            w = w * mask2 + (1.0f - w) * mask1;
            return w;
        }

        private static NdArray BlackScholes(bool callputflag, NdArray S, DATA X, DATA T, DATA r, DATA v)
        {
            var d1 = ((S / X).Log() + (r + v * v / 2.0f) * T) / (v * (DATA)Math.Sqrt(T));
            var d2 = d1 - v * (DATA)Math.Sqrt(T);

            if (callputflag)
                return S * CND(d1) - X * (DATA)Math.Exp(-r * T) * CND(d2);
            else
                return X * (DATA)Math.Exp(-r * T) * CND(-d2) - S * CND(-d1);
        }
        
        public static NdArray Create(long size)
        {
            var S = Generate.Random(size);
            S = S * 4.0f - 2.0f + 60.0f; //Price is 58-62
            return S;
        }
        
        public static DATA Sync(NdArray data)
        {
        	return data.Value[0];
        }

        public static DATA Solve(NdArray data, long years)
        {
            DATA X = 65.0f;
            DATA r = 0.08f;
            DATA v = 0.3f;

            DATA day=1.0f/years;
            DATA T = day;

            DATA total = 0.0f;

            for (long i = 0; i < years; i++)
            {
                total += Add.Reduce(BlackScholes(true, data, X, T, r, v)).Value[0] / data.Shape.Length;
                T += day;
            }

            return total;
        }
    }
}
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Convolve


Python Numpy


Error

There are issues with the implementation.

Fails when running with Bohrium:

python -m bohrium convolve.py --size=25 --bohrium=True





Produces the following error:

~/.local/lib/python2.7/site-packages/bohrium/__main__.py:20: RuntimeWarning: Encounter ing an operation not supported by Bohrium. It will be handled by the original NumPy. execfile(sys.argv[0])

Segmentation fault (core dumped)








Note

There is Bohrium-specific code this implementation, this means Bohrium is required to run it.

The view generator bohrium.stdviews module is used.

Specifically the cartesian generator.



from __future__ import print_function
from PIL import Image
from benchpress import util
import numpy as np
from bohrium.stdviews import cartesian

def apply_filter(size, weight):
    """TODO: And what does this one do?"""

    kernel      = np.zeros((size, size))
    totalsum    = 0
    kernelrad   = size/2
    distance    = 0
    caleuler    = 1.0 /(2.0 * np.pi * weight**2)

    for filterY in range(-kernelrad, kernelrad+1, 1): 
        for filterX in range(-kernelrad, kernelrad+1, 1): 
            distance = ((filterX * filterX)+(filterY*filterY))/(2 * (weight * weight)) 
            kernel[filterY + kernelrad,filterX + kernelrad] = caleuler * np.exp(-distance) 
            totalsum += kernel[filterY + kernelrad, filterX + kernelrad] 
    kernel *= (1.0/totalsum)

    return kernel

def convolve_init(fsize, photo='/tmp/Hell.jpg'):
    """TODO: Describe the data loaded/generated by this function."""

    img     = Image.open(photo)
    rgb     = np.array(img)
    tones   = np.array((0.3, 0.6, 0.11))
    rgb     = np.add.reduce((rgb*tones[np.newaxis, np.newaxis, :]), axis=2)
    kernel  = apply_filter(fsize, 13.0)

    return (rgb, kernel)

def convolve(image, image_filter):
    """TODO: Describe the benchmark."""
    
    views   = cartesian(image, len(image_filter))
    result  = sum(d[0]*d[1] for d in zip(views, image_filter.flatten()))

    return result

def main():
    """
    Example parameter: --size=25.
    This will execute on a something related to 25....
    """
    B = util.Benchmark()
    (N,) = B.size
    image, image_filter = convolve_init(N)
    
    B.start()
    result = convolve(image, image_filter)
    B.stop()
    B.pprint()

if __name__ == "__main__":
    main()
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Convolve 2D


Python Numpy


Error

There are issues with the implementation.

Fails when running with Bohrium:

python -m bohrium convolve_2d.py --size=25 --bohrium=True





Produces the following error:

~/.local/lib/python2.7/site-packages/bohrium/__main__.py:20: RuntimeWarning: Encounter ing an operation not supported by Bohrium. It will be handled by the original NumPy. execfile(sys.argv[0])

Segmentation fault (core dumped)








Note

There is Bohrium-specific code this implementation, this means Bohrium is required to run it.

The view generator bohrium.stdviews module is used.

Specifically the cartesian generator.



from __future__ import print_function
from PIL import Image
from benchpress import util
import numpy as np
from bohrium.stdviews import cartesian

def gen_2d_filter(size, weight, datatype=np.float32):
    """TODO: And what does this one do?"""

    kernel      = np.zeros((size,size), dtype=datatype)
    totalsum    = 0
    kernelrad   = size / 2
    distance    = 0
    caleuler    = 1.0 / (2.0 * np.pi * weight**2)

    for filterY in range(-kernelrad, kernelrad+1, 1): 
        for filterX in range(-kernelrad, kernelrad+1, 1): 
            distance = ((filterX * filterX)+(filterY*filterY))/(2 * (weight * weight)) 
            kernel[filterY + kernelrad,filterX + kernelrad] = caleuler * np.exp(-distance) 
            totalsum += kernel[filterY + kernelrad, filterX + kernelrad] 
    kernel *= (1.0/totalsum)

    return kernel

def convolve_2d_init(fsize, photo='/tmp/Hell.jpg', datatype=np.float32):
    """TODO: Describe the data loaded/generated by this function."""

    img     = Image.open(photo)
    rgb     = np.array(img, dtype=datatype)
    tones   = np.array((0.3, 0.6, 0.11), dtype=datatype)
    rgb     = np.add.reduce((rgb*tones[np.newaxis, np.newaxis, :]), axis=2)
    kernel  = gen_2d_filter(fsize, 13.0)

    return rgb, kernel

def convolve_2d(image, image_filter):
    """TODO: And what do we have here?"""

    views = cartesian(image, len(image_filter))
    return sum(d[0]*d[1] for d in zip(views, image_filter.flatten()))

def main():
    """
    Example parameter: --size=25.
    This will execute on a something related to 25....
    """
    B = util.Benchmark()        # Benchmark setup
    (N,) = B.size
    image, image_filter = convolve_2d_init(N)
    image + 1, image_filter + 1 # Ensure arrays are in the correct space.

    B.start()                   # Benchmark run / timing
    result = convolve_2d(image, image_filter)
    B.stop()
    B.pprint()

if __name__ == "__main__":
    main()
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Convolve 3D


Python Numpy


Error

There are issues with the implementation.

Fails when running with Bohrium:

python -m bohrium convolve_3d.py --size=25 --bohrium=True





Produces the following error:

.local/lib/python2.7/site-packages/bohrium/__main__.py:21: RuntimeWarning: Encountering an operation not supported by Bohrium. It will be handled by the original NumPy.

  else:

Segmentation fault (core dumped)








Note

There is Bohrium-specific code this implementation, this means Bohrium is required to run it.

The view generator bohrium.stdviews module is used.

Specifically the cartesian generator.



from __future__ import print_function
from PIL import Image
from benchpress import util
import numpy as np
from bohrium.stdviews import cartesian

def gen_3d_filter(size, weight, datatype=np.float32):
    """Return a (size X size X size) filter. TODO: Elaborate on this..."""

    kernel      = np.zeros((size,size,size), dtype=datatype)
    totalsum    = 0
    kernelrad   = size/2
    distance    = 0
    caleuler    = 1.0 /(2.0 * np.pi * weight**2)

    for filterZ in range(-kernelrad, kernelrad+1, 1):
        for filterY in range(-kernelrad, kernelrad+1, 1):
            for filterX in range(-kernelrad, kernelrad+1, 1):
                distance = ((filterX * filterX)+(filterY*filterY)+(filterZ*filterZ))/(2 * (weight * weight))
                kernel[filterZ + kernelrad, filterY + kernelrad,filterX + kernelrad] = caleuler * np.exp(-distance)
                totalsum += kernel[filterZ + kernelrad, filterY + kernelrad, filterX + kernelrad]
    kernel *=(1.0/totalsum)

    return kernel

def convolve_3d_init(fsize, B):
    """TODO: Describe the data loaded/generated by this function."""

    rgb     = B.random_array((512, 512, 512))
    kernel  = gen_3d_filter(fsize, 13.0)

    return rgb, kernel

def convolve_3d(image, image_filter):
    """TODO: And what do we have here?"""

    views = cartesian(image, len(image_filter))
    return sum(d[0]*d[1] for d in zip(views, image_filter.flatten()))

def main():
    """
    Example parameter: --size=25.
    This will execute on a something related to 25....
    """
    B = util.Benchmark()        # Benchmark setup
    (N,) = B.size
    image, image_filter = convolve_3d_init(N, B)
    image + 1, image_filter + 1 # Ensure arrays are in the correct space.

    B.start()                   # Benchmark run / timing
    result = convolve_3d(image, image_filter)
    B.stop()
    B.pprint()

if __name__ == "__main__":
    main()











          

      

      

    



    
         Copyright 2015, Simon A. F. Lund.
      Created using Sphinx 1.3.1.
    





  

    
      Navigation

      
        	
          index

        	
          next |

        	
          previous |

        	Benchpress 1.0 documentation 
 
      

    


    
      
          
            
  
Convolve Separate Std


Python Numpy


Error

There are issues with the implementation.

Running:

python -m bohrium convolve_separate_std.py --size=500*15 --bohrium=True





Produces the error:

Segmentation fault (core dumped)







from __future__ import print_function
import sys
from numpy.linalg import svd
from benchpress import util
import numpy as np

def generate_gauss_matrix(filter_shape, sigma, data_type=np.float32):
    """
    Returns a Gauss filter matrix equivalent to the MATLAB
    fspecial('gaussian', dim, sigma) function

    Parameters
    ----------
    filter_shape : (int, int)
        Filter window shape (rows, cols) (must be odd)
    sigma : int
        The sigma value used to generate the `Gaussian window
        <http://en.wikipedia.org/wiki/Gaussian_filter>`_
    data_type : data-type, optional
        The precision of the generated gauss window

    Returns
    -------
    output : ndarray
        Gauss convolution matrix with the given dimensions, sigma and
        data_type.

    Raises
    ------
    ValueError
        If *filter_shape* values are even
    """

    if filter_shape[0] % 2 == 0 or filter_shape[1] % 2 == 0:
        msg = 'filter_shape: %s is _NOT_ odd' % str(filter_shape)
        raise ValueError(msg)

    result = np.zeros(filter_shape, dtype=data_type)

    y_radius = filter_shape[0] / 2
    x_radius = filter_shape[1] / 2

    for y in xrange(filter_shape[0]):
        y_distance = y - y_radius
        for x in xrange(filter_shape[1]):
            x_distance = x - x_radius
            result[y, x] = np.exp(-(y_distance ** 2 + x_distance ** 2) / (2.0 * sigma ** 2))

    result = result / result.sum()

    return result

def separate2d(input, data_type=np.float32):
    """
    `Separate a 2d-matrix convolution filter into two decomposed vectors
    <http://blogs.mathworks.com/steve/2006/11/28/separable-convolution-part-2/>`_

    Parameters
    ----------
    input : ndarray
        A 2-dimensional input array representing a convolution window
    out : Two tuple of 1-d ndarrays
        Tuple containing the two convolution vectors obtained by decomposing
        *input*

    Raises
    ------
    ValueError
        If *input* can't be decomposed into two vectors
    """

    # Singular Value Decomposition
    # NOTE: The convolution window is flipped:
    # http://www.songho.ca/dsp/convolution/convolution.html

    (U, S, V) = svd(input[::-1, ::-1])

    # Check rank of input matrix

    tolerance = max(input.shape) * np.spacing(max(S))
    rank = sum(S > tolerance)

    if rank != 1:
        msg = \
            'Decomposition error, \
             The number of linearly independent rows or columns are != 1'
        raise ValueError(msg)

    horizontal_vector = V[0] * np.sqrt(S[0])
    vertical_vector = U[:, 0] * np.sqrt(S[0])

    return (data_type(vertical_vector), data_type(horizontal_vector))


def zero_pad(data, window_vectors):

    radius = (len(window_vectors[0]) / 2, len(window_vectors[1]) / 2)

    padded_data = np.zeros((data.shape[0] + 2 * radius[0], data.shape[1] + 2 * radius[1]), dtype=data.dtype)

    padded_data[radius[0]:-radius[0], radius[1]:-radius[1]] = data

    return padded_data

def convolve2d_seperate(input, window_vectors):

    window_radius = (len(window_vectors[0]) / 2, len(window_vectors[1])/ 2)

    out = np.zeros(input.shape, dtype=input.dtype)

    padded_input = zero_pad(input, window_vectors)

    col_result = np.zeros((input.shape[0], input.shape[1] + 2 * window_radius[1]), dtype=input.dtype)

    start_y = window_radius[0] * 2
    end_y = padded_input.shape[0]

    # First calculate dot product of image and Gauss vector
    # along columns (y direction) with radius 'tmp_window_radius[0]'
    # from input pixels

    for y in xrange(window_radius[0], input.shape[0] + window_radius[0]):
        start_y = y - window_radius[0]
        end_y = y + window_radius[0] + 1
        col_result[start_y] = np.dot(padded_input[start_y:end_y].T, window_vectors[0][:,np.newaxis])[0]

    # Second calculate dot product of the dot products calculated above
    # and Gauss vector along rows (x direction)
    # with radius 'window_radius[1]' from input pixel

    for x in xrange(window_radius[1], input.shape[1] + window_radius[1]):
        start_x = x - window_radius[1]
        end_x = x + window_radius[1] + 1
        out[:, start_x] = np.dot(col_result[:, start_x:end_x], window_vectors[1][:,np.newaxis])[0]
    return out

def main():
    B = util.Benchmark()

    data_type       = np.float32
    input_size      = int(B.size[0])
    input_shape     = (input_size, input_size)
    filter_size     = int(B.size[1])
    filter_shape    = (filter_size, filter_size)

    input       = np.arange(input_shape[0] * input_shape[1], dtype=data_type)
    input.shape = input_shape

    sigma = 1

    filter = generate_gauss_matrix(filter_shape, sigma, data_type)
    filter = np.array(filter)
    (horizontal_vector, vectical_vector) = separate2d(filter, data_type)

    if B.bohrium:
        horizontal_vector   = np.array(horizontal_vector)
        vectical_vector     = np.array(vectical_vector)
        input = np.array(input)

    print('Convolve: %sx%s data with %sx%s filter'% (input_size, input_size, filter_size, filter_size))

    B.start()
    result = convolve2d_seperate(input, (horizontal_vector, vectical_vector))
    B.stop()
    B.pprint()

if __name__ == '__main__':
    main()
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Gameoflife

Implementation of Conway’s Game of Life Conway’s, a zero player cellular automaton devised by the John Horton Conway in 1970.

The game has no players, the game is about observing the evolution of the initial state of a collection of cells in a grid.

The game is governed by these rules. Each cell has 2 states: live or dead. There are 4 simple rules that determine this:



	Any live cell with fewer than two live neighbours dies, as if caused by under-population.

	Any live cell with two or three live neighbours lives on to the next generation.

	Any live cell with more than three live neighbours dies, as if by overcrowding.

	Any dead cell with exactly three live neighbours becomes a live cell, as if by reproduction.






Params:

--size=height*width*iterations





See below for examples.








	--size=100*100*1 --visualize
	--size=100*100*100 --visualize
	--size=100*100*1000 --visualize


	[image: ../_images/gameoflife_100_100_0001.png]

	[image: ../_images/gameoflife_100_100_0100.png]

	[image: ../_images/gameoflife_100_100_1000.png]







Python Numpy

from __future__ import print_function
"""
Game of Life
------------

So what does this code example illustrate?
"""
from benchpress import util
from gameoflife_utils import pattern_paths, insert_cells, cells_from_file
import numpy as np

SURVIVE_LOW     = 2
SURVIVE_HIGH    = 3
SPAWN           = 3

def world(height, width, B):
    state = np.ones((height+2, width+2), dtype=B.dtype)
    state[2:-2, 2:-2] = B.dtype(0)
    return state

def world_zeros(height, width, B):
    state = np.zeros((height+2, width+2), dtype=B.dtype)
    return state

def play(state, iterations, version=1, visualize=False):

    cells = state[1:-1,1:-1]
    ul = state[0:-2, 0:-2]
    um = state[0:-2, 1:-1]
    ur = state[0:-2, 2:  ]
    ml = state[1:-1, 0:-2]
    mr = state[1:-1, 2:  ]
    ll = state[2:  , 0:-2]
    lm = state[2:  , 1:-1]
    lr = state[2:  , 2:  ]

    def update():
        """
        This is the first implementation of the game rules.
        """
        neighbors = ul + um + ur + ml + mr + ll + lm + lr       # count neighbors
        live = neighbors * cells                                # extract live cells neighbors
        stay = (live >= SURVIVE_LOW) & (live <= SURVIVE_HIGH)   # find cells the stay alive
        dead = neighbors * (cells == 0)                         # extract dead cell neighbors
        spawn = dead == SPAWN                                   # find cells that spaw new life
        
        cells[:] = stay | spawn                                 # save result for next iteration

    def update_optimized():
        """
        This is an optimized implementation of the game rules.
        """
        neighbors = ul + um + ur + ml + mr + ll + lm + lr       # Count neighbors

        c1 = (neighbors == SURVIVE_LOW)                         # Life conditions
        c2 = (neighbors == SPAWN)
        
        cells[:] = cells * c1 + c2                              # Update

    if version == 1:                # Select the update function
        update_func = update
    elif version == 2:
        update_func = update_optimized

    for i in xrange(iterations):    # Run the game
        if visualize:
            util.plot_surface(state, "3d", 16, 1, 0)
        update_func()
        if util.Benchmark().bohrium:
            np.flush()

    return state

def main():

    B = util.Benchmark()
    (H, W, I, V) = B.size

    if V not in [1, 2]:
        raise Exception("Unsupported rule-implementation.")
    if B.inputfn:
        if "LIF" in B.inputfn:
            paths = pattern_paths("cells")
            S = world_zeros(H, W, B)
            cells = cells_from_file(B.inputfn)
            insert_cells(S, cells)
        else:
            S = B.load_array()
    else:
        S = world(H, W, B)

    B.start()
    R = play(S, I, V, B.visualize)
    B.stop()

    B.pprint()
    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})
    if B.visualize:
        util.confirm_exit()

if __name__ == "__main__":
    main()








C99 Seq


Error

There are issues with the implementation.

In progress...



#include <stdlib.h>
#include <string.h>
#include <stdio.h>
#include <bp_util.h>

void world(double* state, int height, int width)
{
    for (int h=0; h<height; ++h) {
        for (int w=0; w<width; ++w) {
            state[h*width + w] = (((h < 2) && (h > (height-3))) ||
                                 ((w < 2) && (w > (width-3))));
        }
    }
}

void play(double* state, int height, int width, int iterations, int version)
{
    printf("%p %d %d %d %d\n", state, height, width, iterations, version);
}

int main (int argc, char **argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 4); // Grab arguments
    if (bp.args.has_error) {
        return 1;
    }

    const int height    = bp.args.sizes[0];
    const int width     = bp.args.sizes[1];
    const int iter      = bp.args.sizes[2];
    const int version   = bp.args.sizes[3];

    size_t grid_size = height*width*sizeof(double);
    double *state = (double*)malloc(grid_size);

    world(state, height, width);

    bp.timer_start();
    play(state, height, width, iter, version);
    bp.timer_stop();

    bp.print("gameoflife(c99_seq)");

    free(state);
    return 0;
}








Cpp11 Bxx

#include <iostream>
#include <iomanip>
#include <bxx/bohrium.hpp>
#include <bp_util.h>

static double SURVIVE_LOW  = 2.0;
static double SURVIVE_HIGH = 3.0;
static double SPAWN        = 3.0;

using namespace std;
using namespace bxx;

template <typename T>
void world(int height, int width, multi_array<T>& state)
{
    state = ones<T>(height+2, width+2);
    state[_(2,-3)][_(2,-3)] = (T)0;
}

template <typename T>
void play(multi_array<T>& state, int iterations, int version, int visualize)
{
    multi_array<T> cells, ul, um, ur, ml, mr, ll, lm, lr;
    cells   = state[_(1,-2)][_(1,-2)];
    ul      = state[_(0,-3)][_(0,-3)];
    um      = state[_(0,-3)][_(1,-2)];
    ur      = state[_(0,-3)][_(2,-1)];
    ml      = state[_(1,-2)][_(0,-3)];
    mr      = state[_(1,-2)][_(2,-1)];
    ll      = state[_(2,-1)][_(0,-3)];
    lm      = state[_(2,-1)][_(1,-2)];
    lr      = state[_(2,-1)][_(2,-1)];

    multi_array<T> neighbors;
    if (1 == version) {             //  This is the first implementation of the game rules.
        multi_array<T> live, dead;
        multi_array<bool> stay, spawn;
        for (int i=0; i<iterations; ++i) {
            neighbors   = ul + um + ur + ml + mr + ll + lm + lr;// Count neighbors
            live        = neighbors * cells;                    // Extract live cells neighbors
                                                                // Find cells that stay alive
            stay        = (SURVIVE_LOW <= live) && 
                          (live <= SURVIVE_HIGH);  
            dead        = neighbors * as<T>(cells == (T)0);     // Extract dead cell neighbors
            spawn       = dead == SPAWN;                        // Find spawning cells
            
            cells(as<T>(stay || spawn));                        // Update state

            if (visualize) {
                plot_surface(state, 1, 16, 1, 0);
            }
        }
    } else if (2 == version) {      // This is an optimized version of the game rules
        multi_array<T> c1, c2;
        for (int i=0; i<iterations; ++i) {
            neighbors = ul + um + ur + ml + mr + ll + lm + lr;  // Count neighbors

            c1 = as<T>(neighbors == SURVIVE_LOW);               // Life conditions
            c2 = as<T>(neighbors == SPAWN);

            cells(cells * c1 + c2);                             // Update

            if (visualize) {
                plot_surface(state, 1, 16, 1, 0);
            }
        }
    } else {
        throw std::runtime_error("Unsupported version.");
    }
}

template <typename T>
void bench(bp_util_type& bp, const int W, const int H, const int I, const int V)
{
    multi_array<T> state;                           // Construct matrices
    world(H, W, state);

    Runtime::instance().flush();
    bp.timer_start();                               // Start timer

    play(state, I, V, bp.args.visualize);

    Runtime::instance().flush();
    bp.timer_stop();                                // Stop timer

    bp.print("gameoflife(cpp11_bxx)");				// Print results..
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(10)
             << "Result = " << scalar(sum(state)) << endl;
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 4);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int W = bp.args.sizes[0];
    const int H = bp.args.sizes[1];
    const int I = bp.args.sizes[2];
    const int V = bp.args.sizes[3];

    bench<double>(bp, W, H, I, V);

    return 0;
}








Cpp11 Omp


Error

There are issues with the implementation.

In progress...



#include <iostream>
#include <iomanip>
#include <bp_util.h>

#define HEIGHT 5
#define WIDTH  5

static double SURVIVE_LOW  = 2.0;
static double SURVIVE_HIGH = 3.0;
static double SPAWN        = 3.0;

using namespace std;

template <typename T>
void world(T state)
{
    #pragma omp parallel for collapse(2)
    for(int h=0; h<HEIGHT+2; ++h) {
        for(int w=0; w<WIDTH+2; ++w) {
            state[h][w] = (((h<2) and (h>WIDTH-3)) &&
                           ((w<2) and (w>HEIGHT-3)));
        }
    }
}

template <typename T>
void play(T state, int iterations, int version, int visualize)
{
    cout << state << SURVIVE_LOW << SURVIVE_HIGH << SPAWN << endl;
    cout << state << iterations << version << visualize << endl;
    
    T* cells, ul, um, ur, ml, mr, ll, lm, lr;
}

template <typename T>
void bench(bp_util_type& bp, const int I, const int V)
{
    auto state = new T[HEIGHT][WIDTH];              // Construct matrices
    world(state);

    bp.timer_start();                               // Start timer

    play(state, I, V, bp.args.visualize);

    bp.timer_stop();                                // Stop timer

    bp.print("gameoflife(cpp11_omp)");				// Print results..
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(10)
             << "Result = " << endl;
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 4);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int W = bp.args.sizes[0];
    const int H = bp.args.sizes[1];
    const int I = bp.args.sizes[2];
    const int V = bp.args.sizes[3];

    if (HEIGHT != H) {
        cout << "Multidimensional arrays in C11 does not support dynamic size, so it has to be: " << H << "." << endl;
        return 0;
    }
    if (WIDTH != W) {
        cout << "Multidimensional arrays in C11 does not support dynamic size, so it has to be: " << W << "." << endl;
        return 0;
    }

    bench<double>(bp, I, V);

    return 0;
}
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Gauss


Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np
#import sys                                     # Mysterie fix

import bohrium.linalg as la

def main():
    B = util.Benchmark()
    N = B.size[0]

    if B.inputfn:
        S = B.load_array()
    else:
        S = B.random_array((N, N))

    if B.dumpinput:
        B.dump_arrays("gauss", {'input':S})

    B.start()
    R = la.gauss(S)
    #print("Why this helps I have no idea.")    # Mysterie fix
    #sys.stdout.flush()                         # Mysterie fix

    if util.Benchmark().bohrium:
        R.copy2numpy()

    B.stop()

    B.pprint()
    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})


if __name__ == "__main__":
    main()











          

      

      

    



    
         Copyright 2015, Simon A. F. Lund.
      Created using Sphinx 1.3.1.
    





  

    
      Navigation

      
        	
          index

        	
          next |

        	
          previous |

        	Benchpress 1.0 documentation 
 
      

    


    
      
          
            
  
Heat Equation

Simulates the dissipation of heat using an iterative Jacobi method on a two-dimensional grid of size H * W until it converges with a max of I iterations.

The benchmark performs two major computational tasks, applying the stencil-update [image: 0.2*(x_1, x_2, x_3, x_4, x_4)] and computing convergence critiria.
Invoke with:

--size=H*W*I





Use --verbose to print number of iterations executed and a subset of the grid.

Use --size=H*W*0 to run until convergence with no limitations on number of iterations.








	--size=100*100*1 --visualize
	--size=100*100*100 --visualize
	--size=100*100*1000 --visualize


	[image: ../_images/heat_equation_0001.png]

	[image: ../_images/heat_equation_0100.png]

	[image: ../_images/heat_equation_1000.png]






See Heat Equation Fixed for a variation of the benchmark that only applies the stencil update, that is, it skips the convergence computation.


Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def init_grid(height, width, dtype=np.float32):
    grid        = np.zeros((height+2,width+2), dtype=dtype)
    grid[:,0]   = dtype(-273.15)
    grid[:,-1]  = dtype(-273.15)
    grid[-1,:]  = dtype(-273.15)
    grid[0,:]   = dtype(40.0)
    return grid

def jacobi(grid, epsilon=0.005, max_iterations=None, visualize=False):

    center = grid[1:-1, 1:-1]
    north  = grid[0:-2, 1:-1]
    east   = grid[1:-1, 2:  ]
    west   = grid[1:-1, 0:-2]
    south  = grid[2:  , 1:-1]

    delta = epsilon + 1
    iteration = 0
    while delta > epsilon:
        iteration += 1
        work = 0.2*(center+north+east+west+south)
        delta = np.sum(np.absolute(work-center))
        center[:] = work

        if util.Benchmark().bohrium:
            np.flush()

        if max_iterations != None and max_iterations <= iteration:
            break

        if visualize:
            util.plot_surface(grid, "2d", 0, 200, -200)
   
    return iteration, grid

def main():
    B = util.Benchmark()
    H = B.size[0]
    W = B.size[1]
    I = B.size[2] if B.size[2] else None

    if B.inputfn:
        grid = B.load_array()
    else:
        grid = init_grid(H, W, dtype=B.dtype)

    if B.dumpinput:
        B.dump_arrays("jacobi_solve", {'input': grid})

    B.start()
    M, grid = jacobi(grid, max_iterations=I, visualize=B.visualize)
    B.stop()

    B.pprint()
    if B.verbose:
        print("Iterations=%s, Grid: %s." % (M, grid))
    if B.outputfn:
        B.tofile(B.outputfn, {'res': grid})
    if B.visualize:
        util.confirm_exit()

if __name__ == "__main__":
    main()








C99 Omp

#include <math.h>
#include <stdlib.h>
#include <stdio.h>
#include <string.h>
#include <bp_util.h>

/*
Without collapsing
void solve(int height, int width, double *grid, double epsilon, int max_iterations)
{
    double *T = (double*)malloc(height*width*sizeof(double));

    double delta = epsilon+1.0;
    int iterations = 0;

    while(delta>epsilon) {
        ++iterations;

        #pragma omp parallel for shared(grid, T) reduction(+:delta)
        for(int i=0; i<height-2; ++i)
        {
            int a = i * width;
            const double *up     = &grid[a+1];
            const double *left   = &grid[a+width];
            const double *right  = &grid[a+width+2];
            const double *down   = &grid[a+1+width*2];
            const double *center = &grid[a+width+1];
            double *t_center = &T[a+width+1];

            double delta_local = 0;
            for(int j=0; j<width-2; ++j)
            {
                *t_center = (*center + *up + *left + *right + *down) * 0.2;
                delta_local += fabs(*t_center - *center);
                center++;up++;left++;right++;down++;t_center++;
            }
            delta += delta_local;
        }

        #pragma omp parallel for shared(grid, T)
        for(int i=0; i<height-2; ++i)
        {
            int a = i * width;
            const double *center = &grid[a+width+1];
            double *t_center = &T[a+width+1];

            for(int j=0; j<width-2; ++j)
            {
                *t_center = *center;
                ++t_center;
                ++center;
            }
        }

        if (iterations>=max_iterations) {
            break;
        }
    }
    free(T);
}*/

void solve(int height, int width, double *grid, double epsilon, int max_iterations)
{
    double *T = (double*)malloc(height*width*sizeof(double));

    double delta = epsilon+1.0;
    int iterations = 0;

    while (delta>epsilon) {
        ++iterations;

        #pragma omp parallel for reduction(+:delta) collapse(2)
        for (int i=1; i<height-1; ++i) {
            for (int j=1; j<width-1; ++j) {
                const int a = i * width + j;
                const double *up     = &grid[a-width];
                const double *left   = &grid[a-1];
                const double *right  = &grid[a+1];
                const double *down   = &grid[a+width];
                const double *center = &grid[a];
                double *t_center = &T[a];

                *t_center = (*up + *down + *center + *left + *right) * 0.2;
                delta += fabs(*t_center - *center);
            }
        }

        #pragma omp parallel for collapse(2)
        for (int i=1; i<height-1; ++i) {
            for (int j=1; j<width-1; ++j) {
                const int a = i * width + j;
                const double *center = &grid[a];
                double *t_center = &T[a];

                *t_center = *center;
            }
        }

        if (iterations>=max_iterations) {
            break;
        }
    }
    free(T);
}

int main (int argc, char **argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 3);
    if (bp.args.has_error) {
        return 1;
    }
    const int height    = bp.args.sizes[0];
    const int width     = bp.args.sizes[1];
    const int iter      = bp.args.sizes[2];
    double epsilon = 0.005;

    size_t grid_size = height*width*sizeof(double);
    double *grid = (double*)malloc(grid_size);
    //
    // NumaEffects - begin
    //
    // memset(grid, 0, grid_size);  // <--- bad idea.
    // memset is sequentiel and will touch the entire
    // grid on one numa-node.
    //
    // Instead of memset, parallel initialization
    // is performed with the following loop construct:
    //
    double* grid_i = grid;
    #pragma omp parallel for collapse(2)
    for (int i=0; i<height; ++i) {
        for (int j=0; j<width; ++j) {
            *grid_i = 0;
            ++grid_i;
        }
    }
    //
    // NumaEffects - end
    for (int j=0; j<height; j++) {
        grid[j*width]           = -273.15;
        grid[j*width+width-1]   = -273.15;
    }
    for (int j=0; j<width; j++) {
        grid[j+(height-1)*width] = -273.15;
        grid[j]                  = 40.0;
    }

    bp.timer_start();
    solve(height, width, grid, epsilon, iter);
    bp.timer_stop();

    bp.print("heat_equation(c99_omp)");
    free(grid);
    return 0;
}








C99 Omp Mpi

#include <math.h>
#include <stdlib.h>
#include <stdio.h>
#include <string.h>
#include <mpi.h>
#include <bp_util.h>

inline double innerloop(const double* grid, double* T, int width, int i)
{
    int a = i * width;
    const double *up     = &grid[a+1];
    const double *left   = &grid[a+width];
    const double *right  = &grid[a+width+2];
    const double *down   = &grid[a+1+width*2];
    const double *center = &grid[a+width+1];
    double *t_center = &T[a+width+1];

    double delta = 0;
    for(int j=0; j<width-2; ++j)
    {
        *t_center = (*center + *up + *left + *right + *down) * 0.2;
        delta += fabs(*t_center - *center);
        center++;up++;left++;right++;down++;t_center++;
    }
    return delta;
}

void openmp(int height, int width, double *grid, int iter)
{
    double *T = (double*)malloc(height*width*sizeof(double));
    memcpy(T, grid, height*width*sizeof(double));
    for(int n=0; n<iter; ++n)
    {
        double delta=0;
        #pragma omp parallel for shared(grid,T) reduction(+:delta)
        for(int i=0; i<height-2; ++i)
        {
            delta += innerloop(grid, T, width, i);
        }
        memcpy(grid, T, height*width*sizeof(double));
    }
    free(T);
}

void openmp_mpi(int height, int width, double *grid, int iter)
{
    int myrank, worldsize;
    MPI_Comm comm;
    MPI_Comm_rank(MPI_COMM_WORLD, &myrank);
    MPI_Comm_size(MPI_COMM_WORLD, &worldsize);

    int periods[] = {0};
    MPI_Cart_create(MPI_COMM_WORLD, 1, &worldsize,
                    periods, 1, &comm);

    double *T = (double*)malloc(height*width*sizeof(double));
    memcpy(T, grid, height*width*sizeof(double));
    for(int n=0; n<iter; ++n)
    {
        int p_src, p_dest;
        //Send/receive - neighbor above
        MPI_Cart_shift(comm,0,1,&p_src,&p_dest);
        MPI_Sendrecv(grid+width,width,MPI_DOUBLE,
                     p_dest,1,
                     grid,width, MPI_DOUBLE,
                     p_src,1,comm,MPI_STATUS_IGNORE);
        //Send/receive - neighbor below
        MPI_Cart_shift(comm,0,-1,&p_src,&p_dest);
        MPI_Sendrecv(grid+(height-2)*width, width,MPI_DOUBLE,
                     p_dest,1,
                     grid+(height-1)*width,
                     width,MPI_DOUBLE,
                     p_src,1,comm,MPI_STATUS_IGNORE);

        double delta=0, global_delta;
        #pragma omp parallel for shared(grid,T) reduction(+:delta)
        for(int i=0; i<height-2; ++i)
        {
            delta += innerloop(grid, T, width, i);
        }
        memcpy(grid, T, height*width*sizeof(double));
        MPI_Allreduce(&global_delta, &delta, 1, MPI_DOUBLE, MPI_SUM, MPI_COMM_WORLD);
    }
    free(T);
}

int main (int argc, char **argv)
{
    MPI_Init(&argc,&argv);
    int myrank, worldsize;
    MPI_Comm_rank(MPI_COMM_WORLD, &myrank);
    MPI_Comm_size(MPI_COMM_WORLD, &worldsize);

    bp_util_type bp = bp_util_create(argc, argv, 3);
    if (bp.args.has_error) {
        return 1;
    }
    int height      = bp.args.sizes[0];
    const int width = bp.args.sizes[1];
    const int iter  = bp.args.sizes[2];

    //Local vertical size. NB: the horizontal size is always the full grid including borders
    height = (width-2) / worldsize;
    if(myrank == worldsize-1)
        height += (width-2) % worldsize;
    height += 2;//Add a ghost line above and below

    double *grid = malloc(height*width*sizeof(double));
    for(int j=0; j<width;j++)
    {
        if(myrank == 0)
           grid[j] = 40.0;
        if(myrank == worldsize-1)
            grid[j+(height-1)*width] = -273.15;
    }
    for(int j=1; j<height-1;j++)
    {
        grid[j*width] = -273.15;
        grid[j*width+width-1]= -273.15;
    }

    MPI_Barrier(MPI_COMM_WORLD);
    bp.timer_start();
    openmp(height,width,grid,iter);

    MPI_Barrier(MPI_COMM_WORLD);
    bp.timer_stop();

    if (myrank == 0) {
        bp.print("heat_equation(c99_omp_mpi)");
    }
    free(grid);
    MPI_Finalize();
    return 0;
}








C99 Seq

#include <math.h>
#include <stdlib.h>
#include <stdio.h>
#include <string.h>
#include <bp_util.h>

void sequential(int height, int width, double *grid, int iter)
{
  double *T = (double*)malloc(height*width*sizeof(double));
  memcpy(T, grid, height*width*sizeof(double));
  for(int n=0; n<iter; ++n)
  {
    double *a = grid;
    double *t = T;
    double delta=0;
    for(int i=1; i<height-1; ++i)
    {
      double *up     = a+1;
      double *left   = a+width;
      double *right  = a+width+2;
      double *down   = a+1+width*2;
      double *center = a+width+1;
      double *t_center = t+width+1;
      for(int j=0; j<width-2; ++j)
      {
        *t_center = (*center + *up + *left + *right + *down) * 0.2;
        delta += fabs(*t_center - *center);
        center++;up++;left++;right++;down++;t_center++;
      }
      a += width;
      t += width;
    }
#ifdef DEBUG
    printf("Delta: %lf\n",delta);
#endif
    memcpy(grid, T, height*width*sizeof(double));
  }
  free(T);
}

int main (int argc, char **argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 3);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }

    const int height    = bp.args.sizes[0];
    const int width     = bp.args.sizes[1];
    const int iter      = bp.args.sizes[2];

    size_t grid_size = height*width*sizeof(double);
    double *grid = (double*)malloc(grid_size);
    memset(grid, 0, grid_size);
    for(int j=0; j<width;j++)
    {
        grid[j] = 40.0;
        grid[j+(height-1)*width] = -273.15;
    }
    for(int j=1; j<height-1;j++)
    {
        grid[j*width] = -273.15;
        grid[j*width+width-1]= -273.15;
    }
#ifdef DEBUG
    for (int i = 0; i<height; i++)
    {
        for(int j=0; j<width;j++)
        {
            printf ("%lf ", grid[j+i*width]);
        }
        printf ("\n");
    }       
#endif
    bp.timer_start();
    sequential(height,width,grid,iter);
    bp.timer_stop();
#ifdef DEBUG
    for (int i = 0; i<height; i++)
    {
        for(int j=0; j<width;j++)
        {
            printf ("%lf ", grid[j+i*width]);
        }
        printf ("\n");
    }       
#endif
    bp.print("heat_equation(c99_seq)");

    free(grid);
    return 0;
}








Cpp11 Bxx

#include <iostream>
#include <iomanip>
#include <bp_util.h>
#include <bxx/bohrium.hpp>

using namespace std;
using namespace bxx;

template <typename T>
void init_grid(multi_array<T>& grid, int height, int width)
{
    grid = zeros<T>(height+2, width+2);
    grid[_(0,-1)][0]    = (T)(-273.15);
    grid[_(0,-1)][-1]   = (T)(-273.15);
    grid[-1][_(0,-1)]   = (T)(-273.15);
    grid[0][_(0,-1)]    = (T)(40);
}

template <typename T>
uint32_t jacobi(multi_array<T>& grid, T epsilon, uint32_t max_iterations, bool visualize)
{
    multi_array<T> center, north, east, west, south;
    center  = grid[_(1,-2)][_(1,-2)];
    north   = grid[_(0,-3)][_(1,-2)];
    east    = grid[_(1,-2)][_(2,-1)];
    west    = grid[_(1,-2)][_(0,-3)];
    south   = grid[_(2,-1)][_(1,-2)];

    T delta = epsilon + 1.0;
    uint32_t iteration = 0;
    while(delta>epsilon) {
        ++iteration;
        multi_array<T> work;
        work = ((T)0.2)*(center+north+east+west+south);
        delta = scalar<T>(sum(abs(work-center)));
        center(work);

        if ((max_iterations > 0) && (iteration >= max_iterations)) {
            break;
        }
        if (visualize) {
            plot_surface(grid, 0, 0, 200, -200);
        }
    }
    return iteration;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 3);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int height = bp.args.sizes[0];
    const int width = bp.args.sizes[1];
    const int max_iterations = bp.args.sizes[2];
    int iterations = 0;

    multi_array<double> grid;
    init_grid(grid, width, height);
    
    bp.timer_start();                               // Start timer
    iterations = jacobi(                            // Run benchmark
        grid,
        0.005,
        max_iterations,
        bp.args.visualize
    );
    bp.timer_stop();                                // Stop timer
    bp.print("heat_equation(cpp11_bxx)");
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "Iterations = " << iterations << endl;
    }

    return 0;
}








Cpp11 Omp

#include <iostream>
#include <sstream>
#include <string>
#include <cmath>
#include <bp_util.h>

#define xdim 14000
#define ydim 14000

using namespace std;

template <typename T>
void solve(T grid, double epsilon, int max_iterations)
{
    T temp = new double[ydim][xdim];

    double delta = epsilon+1.0;
    int iterations = 0;            // Compute the heat equation

    while(delta>epsilon) {
        ++iterations;

        #pragma omp parallel for reduction(+:delta) collapse(2)
        for (int i=1; i<ydim-1; i++) {
            for(int j=1;j<xdim-1;j++) {
                temp[i][j] = (grid[i-1][j] + grid[i+1][j] + grid[i][j] + grid[i][j-1] + grid[i][j+1])*0.2;
                delta += abs(temp[i][j] - grid[i][j]);
            }
        }

        #pragma omp parallel for collapse(2)
        for (int i=1;i<ydim-1; i++) {
            for(int j=1;j<xdim-1;j++) {
                grid[i][j] = temp[i][j];
            }
        }

        if (iterations>=max_iterations) {
            break;
        }
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 3);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    bp.timer_start();

    const int width     = bp.args.sizes[0];
    const int height    = bp.args.sizes[1];

    if (ydim != height) {
        cout << "Multidimensional arrays in C11 does not support dynamic size, so it has to be: " << ydim << "." << endl;
        return 0;
    }

    if (xdim != width) {
        cout << "Multidimensional arrays in C11 does not support dynamic size, so it has to be: " << xdim << "." << endl;
        return 0;
    }

    const int max_iterations = bp.args.sizes[2];

    double epsilon  = 0.005;

    auto grid = new double[ydim][xdim];
    #pragma omp parallel for collapse(2)
    for (int i=0; i<ydim; i++) {      // Initialize the grid
        for (int j=0;j<xdim;j++) {
            grid[i][j] = 0;
        }
    }
    for (int i=0; i<ydim; i++) {      // And borders
        grid[i][0]      = -273.15;
        grid[i][xdim-1] = -273.15;
    }
    for (int i=0; i<xdim; i++) {
        grid[0][i]      = -273.15;
        grid[ydim-1][i] = 40.0;
    }

    bp.timer_start();                                   // Start timer
    solve(grid, epsilon, max_iterations);
    bp.timer_stop();

    bp.print("heat_equation(cpp11_omp)");
    if (bp.args.verbose) {                             // and values.
        cout << ", \"output\": [";
        for (int i=0; i<10; ++i) {
            for (int j=0; j<10; ++j) {
                cout << grid[i][j] << ", ";
            }
            cout << endl;
        }
        cout << "]";
    }

    return 0;
}








Cpp11 Opencl


Error

There are issues with the implementation.

Two known issues:

* Implementation compiles (with warning) but execution is untested.

* Implementation does not use ``bp-util`` for argparsing and timing, getting it to run in a suite might be cumbersome...







#include <iostream>
#include <sys/time.h>
#include <CL/cl.hpp>
#include <stdexcept>
#include <sys/time.h>
#include <cstdio>
#include <fstream>
#include <sstream>
#include <utility>

cl::Context context;
std::vector<cl::Device> devices;
cl::CommandQueue commandQueue;
cl::Kernel kernel;

#define TPB 32
#ifndef DTYPE
#define DTYPE double
#endif
#define STR(s) #s
#define xSTR(s) STR(s)


int main (int argc, char** argv)
{
    if (argc != 5)
    {
        std::cout << "Usage: " << argv[0] << " OPENCL-FILE WIDTH HEIGHT ITERATIONS" << std::endl;
        return 0;
    }
    // Commandline arguments
    char *opencl_file = argv[1];
    unsigned int width  = atoi(argv[2]);
    unsigned int height = atoi(argv[3]);
    unsigned int iter   = atoi(argv[4]);

    // Setup OpenCL execution system
    std::vector<cl::Platform> platforms;
    cl::Platform::get(&platforms);
    bool foundPlatform = false;
    std::vector<cl::Platform>::iterator it;
    for (it = platforms.begin(); it != platforms.end(); ++it)
    {
        try {
            cl_context_properties props[] = {CL_CONTEXT_PLATFORM, (cl_context_properties)(*it)(),0};
            context = cl::Context(CL_DEVICE_TYPE_GPU, props);
            foundPlatform = true;
            break;
        } 
        catch (cl::Error e)
        {
            foundPlatform = false;
        }
    }
    if (foundPlatform)
    {
        devices = context.getInfo<CL_CONTEXT_DEVICES>();
        commandQueue = cl::CommandQueue(context,devices[0],0);
    } else {
        throw std::runtime_error("Could not find valid OpenCL platform.");
    }

    // Read source file and compile code
    std::ifstream file(opencl_file, std::ios::in);
    if (!file.is_open())
    {
        throw std::runtime_error("Could not open source file.");
    }
    std::ostringstream srcstrs;
    srcstrs << "#define DTYPE " << xSTR(DTYPE) << "\n";
    srcstrs << file.rdbuf();
    std::string srcstr = srcstrs.str();
#ifdef DEBUG
    std::cout << srcstr << std::endl;
#endif
    cl::Program::Sources source(1,std::make_pair(srcstr.c_str(),0));
    cl::Program program(context, source);
    try {program.build(devices);}
    catch (cl::Error e)
    {
        std::cout << program.getBuildInfo<CL_PROGRAM_BUILD_LOG>(devices[0]) << std::endl;
    }
    kernel = cl::Kernel(program, "heat_equation");

    // Set up model
    unsigned int w = width+2;
    unsigned int h = height+2;
    size_t grid_size = w*h*sizeof(DTYPE);
    size_t delta_size = w*sizeof(DTYPE);
    DTYPE* grid = (DTYPE*)malloc(grid_size);
    memset(grid, 0, grid_size);
    for(int j=0; j<w;j++)
    {
        grid[j] = 40.0;
        grid[j+(h-1)*w] = -273.15;
    }
    for(int j=1; j<h-1;j++)
    {
        grid[j*w] = -273.15;
        grid[j*w+w-1]= -273.15;
    }
#ifdef DEBUG
    for (int i = 0; i<h; i++)
    {
        for(int j=0; j<w;j++)
        {
            printf ("%lf ", grid[j+i*w]);
        }
        printf ("\n");
    }       
#endif
    // Start timing
    timeval t_start,t_end;
    gettimeofday(&t_start,NULL);

    // Set up buffers and copy data
    cl::Buffer inDev = cl::Buffer(context, CL_MEM_READ_WRITE, grid_size, NULL);
    cl::Buffer outDev = cl::Buffer(context, CL_MEM_READ_WRITE, grid_size, NULL);
    cl::Buffer deltaDev = cl::Buffer(context, CL_MEM_READ_WRITE, delta_size, NULL);
    cl::Buffer deltaHost = cl::Buffer(context, CL_MEM_READ_WRITE | CL_MEM_ALLOC_HOST_PTR, delta_size, NULL);
    DTYPE* deltaHostPtr = (DTYPE*)commandQueue.enqueueMapBuffer(deltaHost, CL_TRUE, CL_MAP_WRITE, 0, delta_size);
    commandQueue.enqueueWriteBuffer(inDev, CL_FALSE, 0, grid_size, grid);
    commandQueue.enqueueCopyBuffer(inDev, outDev, 0, 0, grid_size);

    // Iterating
    for(int n=0; n<iter; ++n)
    {
        kernel.setArg(0,width);
        kernel.setArg(1,height);
        kernel.setArg(2,inDev);
        kernel.setArg(3,outDev);
        kernel.setArg(4,deltaDev);
        commandQueue.enqueueNDRangeKernel(kernel, cl::NullRange, 
                                          cl::NDRange((width/TPB+1)*TPB), cl::NDRange(TPB));
        commandQueue.enqueueReadBuffer(deltaDev, CL_FALSE, 0, delta_size, deltaHostPtr);
        commandQueue.finish();
        DTYPE delta = 0.0;
        for (unsigned int i = 0; i < width; ++i)
            delta += deltaHostPtr[i];
#ifdef DEBUG
        std::cout << "Delta: " << delta << std::endl;
#endif
        cl::Buffer tmp = inDev;
        inDev = outDev;
        outDev = tmp;
    }
    commandQueue.enqueueReadBuffer(inDev, CL_TRUE, 0, grid_size, grid);
    gettimeofday(&t_end,NULL);
#ifdef DEBUG
    for (int i = 0; i<h; i++)
    {
        for(int j=0; j<w;j++)
        {
            printf ("%lf ", grid[j+i*w]);
        }
        printf ("\n");
    }       
#endif
    double d_time = (t_end.tv_sec - t_start.tv_sec) + (t_end.tv_usec - t_start.tv_usec)/1000000.0;
    std::cout << argv[0] << " - iter: " << iter << " size: " << width << "*" << height << " elapsed-time: " <<
        d_time << std::endl;
    return 0;
}








Csharp Numcil

#region Copyright
/*
This file is part of Bohrium and copyright (c) 2012 the Bohrium:
team <http://www.bh107.org>.

Bohrium is free software: you can redistribute it and/or modify
it under the terms of the GNU Lesser General Public License as 
published by the Free Software Foundation, either version 3 
of the License, or (at your option) any later version.

Bohrium is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the 
GNU Lesser General Public License along with Bohrium. 

If not, see <http://www.gnu.org/licenses/>.
*/
#endregion

using System;
using System.Collections.Generic;
using System.Linq;
using System.Text;

using R = NumCIL.Range;

namespace HeatEquation
{
	using NumCIL.Double;
	using T = System.Double;

    public static class HeatEquationSolverDouble
    {
    	public static NdArray Create(long width, long height)
    	{
			var res = Generate.Zeroes(height + 2, width + 2);

			res[R.All, R.El(0)] = -273.5f;
			res[R.All, R.El(-1)] = -273.5f;
			res[R.El(0), R.All] = 40f;
			res[R.El(-1), R.All] = -273.5f;

			return res;
    	}
    
        public static Tuple<int, NdArray> Solve(NdArray full, long? fixedIterations = null)
        {			
            var center = full[R.Slice(1, -1),  R.Slice(1, -1) ];
            var north  = full[R.Slice(1, -1),  R.Slice(0, -2) ];
            var east   = full[R.Slice(0, -2),  R.Slice(1, -1) ];
            var west   = full[R.Slice(2,  0),  R.Slice(1, -1) ];
            var south  = full[R.Slice(1, -1),  R.Slice(2,  0) ];


            if (fixedIterations != null)
            {
            	for(var i =0; i < fixedIterations.Value; i++)
            		center[R.All] = 0.2f * (center + north + east + west + south);

				return new Tuple<int, NdArray>((int)fixedIterations.Value, full);
            }
            else
            {
				T epsilon = 0.005f;
	            T delta = epsilon + 1;

	            int iteration = 0;

	            while (epsilon < delta)
	            {
					iteration++;

					var work = 0.2f * (center + north + east + west + south);
					delta = (work - center).Abs().Sum();
					center[R.All] = work;
	            }

				return new Tuple<int, NdArray>(iteration, full);
            }

        }
    }
}

namespace HeatEquation
{
	using NumCIL.Float;
	using T = System.Single;

    public static class HeatEquationSolverSingle
    {
    	public static NdArray Create(long width, long height)
    	{
			var res = Generate.Zeroes(height + 2, width + 2);

			res[R.All, R.El(0)] = -273.5f;
			res[R.All, R.El(-1)] = -273.5f;
			res[R.El(0), R.All] = 40f;
			res[R.El(-1), R.All] = -273.5f;

			return res;
    	}
    
        public static Tuple<int, NdArray> Solve(NdArray full, long? fixedIterations = null)
        {			
            var center = full[R.Slice(1, -1),  R.Slice(1, -1) ];
            var north  = full[R.Slice(1, -1),  R.Slice(0, -2) ];
            var east   = full[R.Slice(0, -2),  R.Slice(1, -1) ];
            var west   = full[R.Slice(2,  0),  R.Slice(1, -1) ];
            var south  = full[R.Slice(1, -1),  R.Slice(2,  0) ];


            if (fixedIterations != null)
            {
            	for(var i =0; i < fixedIterations.Value; i++)
            		center[R.All] = 0.2f * (center + north + east + west + south);

				return new Tuple<int, NdArray>((int)fixedIterations.Value, full);
            }
            else
            {
				T epsilon = 0.005f;
	            T delta = epsilon + 1;

	            int iteration = 0;

	            while (epsilon < delta)
	            {
					iteration++;

					var work = 0.2f * (center + north + east + west + south);
					delta = (work - center).Abs().Sum();
					center[R.All] = work;
	            }

				return new Tuple<int, NdArray>(iteration, full);
            }

        }
    }
}
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Heat Equation Fixed

Simulates the dissipation of heat using an iterative Jacobi method on a two-dimensional grid of size H * W for a fixed number of I iterations.

The benchmark performs one major computational tasks, applying the stencil-update [image: 0.2*(x_1, x_2, x_3, x_4, x_4)].
Invoke with:

--size=H*W*I





Use --verbose to print number of iterations executed and a subset of the grid.








	--size=100*100*1 --visualize
	--size=100*100*100 --visualize
	--size=100*100*1000 --visualize


	[image: ../_images/heat_equation_0001.png]

	[image: ../_images/heat_equation_0100.png]

	[image: ../_images/heat_equation_1000.png]






See Heat Equation for a variation of the benchmark that also computes convergence criteria.


Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def init_grid(height, width, dtype=np.float32):
    grid        = np.zeros((height+2,width+2), dtype=dtype)
    grid[:,0]   = dtype(-273.15)
    grid[:,-1]  = dtype(-273.15)
    grid[-1,:]  = dtype(-273.15)
    grid[0,:]   = dtype(40.0)
    return grid

def jacobi(grid, iterations, visualize=False):

    center = grid[1:-1, 1:-1]
    north  = grid[0:-2, 1:-1]
    east   = grid[1:-1, 2:  ]
    west   = grid[1:-1, 0:-2]
    south  = grid[2:  , 1:-1]

    for i in xrange(iterations):
        center[:] = 0.2*(center+north+east+west+south)

        if util.Benchmark().bohrium:
            np.flush()
        if visualize:
            util.plot_surface(grid, "2d", 0, 200, -200)

    return grid

def main():
    B = util.Benchmark()
    H = B.size[0]
    W = B.size[1]
    I = B.size[2]

    if B.inputfn:
        grid = B.load_array()
    else:
        grid = init_grid(H, W, dtype=B.dtype)

    if B.dumpinput:
        B.dump_arrays("jacobi_solve", {'input': grid})

    B.start()
    grid = jacobi(grid, I, visualize=B.visualize)
    B.stop()

    B.pprint()
    if B.verbose:
        print(grid)
    if B.outputfn:
        B.tofile(B.outputfn, {'res': grid})
    if B.visualize:
        util.confirm_exit()

if __name__ == "__main__":
    main()








Csharp Numcil

This is a dummy file to make the bp-compile tool pick up the benchmark
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Idl Init


Python Numpy

# This Python file uses the following encoding: utf-8
from __future__ import print_function
from benchpress import util
import numpy as np
import math

def window(B,a=0.37):
    assert (len(B.shape) == 2)
    assert (B.shape[0] == B.shape[1])
    n = B.shape[0]
    wl = np.ones_like(B[0])
    b = int(np.ceil((a * (n-1) / 2)))
    wl[:b]  =  0.5 * (1 + np.cos(math.pi*(2 * np.arange(b) / (a * (n-1)) - 1)))
    wl[-b:] =  0.5 * (1 + np.cos(math.pi*(2 * np.arange(b-1,-1,-1) / (a * (n-1)) - 1)))
    wl *= wl 
    w = np.sqrt(wl+wl[:,None])
    return B*w

def calcB(B, alpha=1.0,
          x_min = 0.0, x_max = 0.25,
          y_min = 0.0, y_max = 1.0,
          z_min = 0.0, z_max = 1.0):

    n = len(B)
    x = np.linspace(x_min,x_max,num=n,endpoint=False)
    y = np.linspace(y_min,y_max,num=n)
    z = np.linspace(z_min,z_max,num=n)
    u = np.arange(n,dtype=B.dtype)

    uz = math.pi/z_max * u * z[:,None]
    uy = math.pi/y_max * u * y[:,None]
    sinuy = np.sin(uy)
    sinuz = np.sin(uz)
    C =  4.0 / (n-1.0)**2 * np.sum(np.sum((B * sinuy[:,:,None])[:,None] * sinuz[:,None],-1),-1)
    l = math.pi**2 * ((u**2 / y_max)[:,None] + (u**2 / z_max))
    l[0,0] = 1.0
    r = np.sqrt(l - alpha**2)

    sincos = sinuy[:,None,:,None] * (u * np.cos(uz))[None,:,None,:] 
    cossin = (u * np.cos(uy))[:,None,:,None] * sinuz[None,:,None,:]
    exprx = np.exp((-r * x[:,None,None]))
    temp_x = C * sinuy[:,None,:,None] * sinuz[None,:,None,:]
    Cl = C / l
    temp_y = Cl * (alpha * math.pi / z_max * sincos - r * math.pi / y_max * cossin)
    temp_z = Cl * (alpha * math.pi / y_max * cossin + r * math.pi / z_max * sincos)

    Bx = np.sum(np.sum(temp_x * exprx[:,None,None],-1),-1)
    By = np.sum(np.sum(temp_y * exprx[:,None,None],-1),-1)
    Bz = np.sum(np.sum(temp_z * exprx[:,None,None],-1),-1)
    return (Bx, By, Bz)

def main():

    B = util.Benchmark()

    sd = { 512:1, 256:2, 128:4, 64:8, 32:16, 16:32 }
    try:
        h = sd[B.size[0]]
        w = sd[B.size[1]]
    except KeyError:
        raise ValueError('Only valid sizes are: '+str(sd.keys()))

    inputfn = B.inputfn if B.inputfn else '../idl_input-float64_512*512.npz' 
    B_x0 = B.load_array(inputfn, 'input', dtype=B.dtype)[::h,::w]

    B.start()
    B_x0 = window(B_x0)
    Rx, Ry, Rz = calcB(B_x0)
    B.stop()
    B.pprint()

    if B.outputfn:
        R = Rx+Ry+Rz
        B.tofile(B.outputfn, {'res': R, 'res_x': Rx, 'res_y': Ry, 'res_z': Rz})
    
if __name__ == '__main__':
    main()
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Idl Init Bh


Python Numpy


Error

There are issues with the implementation.

Several issues with this Benchmark, it might have worked a year ago, but it currently relies on Bohrium features that no longer exists and other problems.



# This Python file uses the following encoding: utf-8
from __future__ import print_function
from time import time
from sys import argv
import bohrium as np

def window(B,a=0.37):
    wl = np.ones_like(B[0])
    b = int(np.ceil((a * (n-1) / 2)))
    wl[:b] =  0.5 * (1 + np.cos(np.pi*(2 * np.arange(b) / (a * (n-1)) - 1)))
    wl[-b:] =  0.5 * (1 + np.cos(np.pi*(2 * np.arange(b-1,-1,-1) / (a * (n-1)) - 1)))
    w = np.sqrt(wl**2+wl[:,None]**2)
    return B*w

def calcB(B_x0, alpha=0.0,
          x_min = 0.0, x_max = 0.25,
          y_min = 0.0, y_max = 1.0,
          z_min = 0.0, z_max = 1.0):

    n = len(B_x0)
    start = time()
    x = np.linspace(x_min,x_max,num=n,endpoint=False,dtype=B_x0.dtype)                           # n
    y = np.linspace(y_min,y_max,num=n,dtype=B_x0.dtype)                                          # n
    z = np.linspace(z_min,z_max,num=n,dtype=B_x0.dtype)                                          # n
    u = np.arange(n,dtype=B_x0.dtype)                                                            # n

    # Making C
    C = np.empty_like(B_x0)                                                                      # n²
    sinuy = np.sin(np.pi/y_max * u[:,None] * y)                                                  #-n²
    sinuz = np.sin(np.pi/z_max * u[:,None] * z)                                                  #-n²
    for i in xrange(n):
        C[i,:] =  4.0 / (n-1.0)**2 * np.sum(np.sum(B_x0 * sinuy[i][:,None] * sinuz[:,None],2),1) #-n³
    del sinuy
    del sinuz
    l = np.pi**2 * ((u**2 / y_max)[:,None] + (u**2 / z_max))                                     # n²
    l[0,0] = 1.0
    r = np.sqrt(l - alpha**2)                                                                    # n²

    # Calculating B
    Bx = np.empty((n,n,n),dtype=B_x0.dtype,bohrium=False)
    By = np.empty((n,n,n),dtype=B_x0.dtype,bohrium=False)
    Bz = np.empty((n,n,n),dtype=B_x0.dtype,bohrium=False)

    exr = np.exp(-r * x[:,None,None])                                                            # n³
    sinuz = np.sin(np.pi/z_max * u * z[:,None])                                                  # n²
    cosuz = np.cos(np.pi/z_max * u * z[:,None])                                                  # n²
    sinuy = np.sin(np.pi/y_max * u * y[:,None])                                                  # n²
    cosuy = np.cos(np.pi/y_max * u * y[:,None])                                                  # n²
    np.flush()
    print("Setup calc:", time() -start)
    for i in xrange(n):
        start = time()
        for j in xrange(n):
            sincos = sinuy[i][:,None] * (u * cosuz[j])                                          # n²
            cossin = (u * cosuy[i])[:,None] * sinuz[j]                                          # n²
            temp_x = C * sinuy[i][:,None] * sinuz[j]                                            # n²
            Cl = C/l                                                                            # n²
            temp_y = Cl * (alpha * np.pi / z_max * sincos - np.pi / y_max * r * cossin)         # n²
            temp_z = Cl * (alpha * np.pi / y_max * cossin + np.pi / z_max * r * sincos)         # n²
            del Cl
            del cossin
            del sincos
            bxij = np.sum(np.sum(temp_x * exr,2),1)                                             # n³
            del temp_x
            bxij.bohrium=False
            Bx[:,i,j] = bxij
            byij = np.sum(np.sum(temp_y * exr,2),1)                                             # n³
            del temp_y
            byij.bohrium=False
            By[:,i,j] = byij
            bzij = np.sum(np.sum(temp_z * exr,2),1)                                             # n³
            del temp_z
            bzij.bohrium=False
            Bz[:,i,j] = bzij
        print("Outer loop:", time()-start)
    return (Bx, By, Bz)

if __name__ == '__main__':
    fname = 'large.dat'
    dtype = np.float64
    #B_x0 = np.loadtxt(fname,dtype=dtype)
    n = 64
    B_x0 = (np.random.random((n,n),bohrium=False) -0.5) * 20.0
    B_x0.bohrium = True
    start = time()
    B_x0 = window(B_x0)
    (Bx, By, Bz) = calcB(B_x0)
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Idl Init Fast


Python Numpy


Error

There are issues with the implementation.

Several issues, among them:



	Does not use the benchpress util

	Fails horribly when executed with Bohrium

	...






Needs a lot of love.



# This Python file uses the following encoding: utf-8
from __future__ import print_function
from time import time
import numpy as np

def window(B,a=0.37):
    wl = np.ones_like(B[0])
    b = int(np.ceil((a * (n-1) / 2)))
    wl[:b] =  0.5 * (1 + np.cos(np.pi*(2 * np.arange(b) / (a * (n-1)) - 1)))
    wl[-b:] =  0.5 * (1 + np.cos(np.pi*(2 * np.arange(b-1,-1,-1) / (a * (n-1)) - 1)))
    w = np.sqrt(wl**2+wl[:,None]**2)
    return B*w

def calcB(B_x0, alpha=0.0,
          x_min = 0.0, x_max = 0.25,
          y_min = 0.0, y_max = 1.0,
          z_min = 0.0, z_max = 1.0):

    n = len(B_x0)
    start = time()
    x = np.linspace(x_min,x_max,num=n,endpoint=False).astype(B_x0.dtype,copy=False)
    y = np.linspace(y_min,y_max,num=n).astype(B_x0.dtype,copy=False)
    z = np.linspace(z_min,z_max,num=n).astype(B_x0.dtype,copy=False)
    u = np.arange(n,dtype=B_x0.dtype)

    # Making C
    C = np.empty_like(B_x0)
    sinuy = np.sin(np.pi/y_max * u[:,None] * y)
    sinuz = np.sin(np.pi/z_max * u[:,None] * z)
    for i in xrange(n):
        C[i,:] =  4.0 / (n-1.0)**2 * np.sum(np.sum(B_x0 * sinuy[i][:,None] * sinuz[:,None],2),1)
    l = np.pi**2 * ((u**2 / y_max)[:,None] + (u**2 / z_max))
    l[0,0] = 1.0
    r = np.sqrt(l - alpha**2)

    # Calculating B
    Bx = np.empty((n,n,n),dtype=B_x0.dtype)
    By = np.empty((n,n,n),dtype=B_x0.dtype)
    Bz = np.empty((n,n,n),dtype=B_x0.dtype)

    exr = np.exp(-r * x[:,None,None])                                                            # n³
    sinuz = np.sin(np.pi/z_max * u * z[:,None])                                                  # n²
    cosuz = np.cos(np.pi/z_max * u * z[:,None])                                                  # n²
    sinuy = np.sin(np.pi/y_max * u * y[:,None])                                                  # n²
    cosuy = np.cos(np.pi/y_max * u * y[:,None])                                                  # n²
    print("Setup calc:", time() -start)
    for i in xrange(n):
        for j in xrange(n):
            sincos = sinuy[i][:,None] * (u * cosuz[j])                                          # n²
            cossin = (u * cosuy[i])[:,None] * sinuz[j]                                          # n²
            temp_x = C * sinuy[i][:,None] * sinuz[j]                                            # n²
            Cl = C/l                                                                            # n²
            temp_y = Cl * (alpha * np.pi / z_max * sincos - np.pi / y_max * r * cossin)         # n²
            temp_z = Cl * (alpha * np.pi / y_max * cossin + np.pi / z_max * r * sincos)         # n²
            Bx[:,i,j] = np.sum(np.sum(temp_x * exr,2),1)
            By[:,i,j] = np.sum(np.sum(temp_y * exr,2),1)
            Bz[:,i,j] = np.sum(np.sum(temp_z * exr,2),1)
        print("Outer loop:", time()-start)
    return (Bx, By, Bz)

if __name__ == '__main__':
    fname = 'large.dat'
    dtype = np.float64
    #B_x0 = np.loadtxt(fname,dtype=dtype)
    n = 64
    B_x0 = (np.random.random((n,n)) -0.5) * 20.0
    B_x0 = window(B_x0)
    (Bx, By, Bz) = calcB(B_x0)
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Idl Init Orig


Python Numpy


Error

There are issues with the implementation.

Several issues, among them:



	Does not use the benchpress util

	Fails horribly when executed with Bohrium

	...






Needs a lot of love.



from __future__ import print_function
from time import time
import numpy as np

def window(B,a=0.37):
    w = np.zeros_like(B)
    wl = np.zeros_like(B[0])
    for i in range(n):
        if (i >= 0) and (i < (a * (n-1) / 2)):
            wl[i] = 0.5 * (1 + np.cos(np.pi*(2 * i / (a * (n-1)) - 1)))
        if (i >= (a * (n-1) / 2)) and (i <= (n-1) * (1-a/2)):
            wl[i] = 1
        if (i >= (n-1) * (1-a/2)) and (i <= n-1):
            wl[i] = 0.5 * (1 + np.cos(2 * np.pi * i / (a * (n-1)) - 2 * np.pi / a + np.pi))
    for i in range(n):
        for j in range(n):
            w[i,j] = np.sqrt(wl[i]**2 + wl[j]**2)
    return B * w

def calcB(B_x0, alpha=0.0,
          x_min = 0.0, x_max = 0.25,
          y_min = 0.0, y_max = 1.0,
          z_min = 0.0, z_max = 1.0):

    n = len(B_x0)

    x = np.linspace(x_min,x_max,num=n,endpoint=False).astype(B_x0.dtype,copy=False)
    y = np.linspace(y_min,y_max,num=n).astype(B_x0.dtype,copy=False)
    z = np.linspace(z_min,z_max,num=n).astype(B_x0.dtype,copy=False)
    u = np.arange(n,dtype=B_x0.dtype)

    #Making C
    C = np.empty_like(B_x0)
    l = np.empty_like(B_x0)

    for i in range(n):
        l[i,:] =  np.pi**2 * ((u[i]**2 / y_max) + (u**2 / z_max))
        for j in range(n):
            C[i,j] =  4.0 / (n-1)**2 * np.sum(B_x0 *
                                              np.sin(u[i] * np.pi * y[:,None] / y_max) *
                                              np.sin(u[j] * np.pi * z / z_max))
    l[0,0] = 1.0

    r = np.sqrt(l - alpha**2)


    # Calculating B
    Bx = np.empty((n,n,n),dtype=B_x0.dtype)
    By = np.empty((n,n,n),dtype=B_x0.dtype)
    Bz = np.empty((n,n,n),dtype=B_x0.dtype)

    for i in range(n):
        print (i)
        for j in range(n):
            sincos = np.sin(np.pi * u[:,None] * y[i] / y_max) * (u * np.cos(np.pi * u * z[j] / z_max))
            cossin = (u[:,None] * np.cos(np.pi * u[:,None] * y[i] / y_max)) * (np.sin(np.pi * u * z[j] / z_max))
            temp_x = C * (np.sin(np.pi * u[:,None] * y[i] / y_max) * (np.sin(np.pi * u * z[j] / z_max)))
            temp_y = C / l * (alpha * np.pi / z_max * sincos - r * np.pi / y_max * cossin)
            temp_z = C / l * (alpha * np.pi / y_max * cossin + r * np.pi / z_max * sincos)

            Bx[:,i,j] = np.sum(temp_x * np.exp(-r * x[:,None,None]),(1,2))
            By[:,i,j] = np.sum(temp_y * np.exp(-r * x[:,None,None]),(1,2))
            Bz[:,i,j] = np.sum(temp_z * np.exp(-r * x[:,None,None]),(1,2))
    return (Bx, By, Bz)

if __name__ == '__main__':
    fname = 'large.dat'
    dtype = np.float64
    #B_x0 = np.loadtxt(fname,dtype=dtype)
    n = 64
    B_x0 = (np.random.random((n,n)) -0.5) * 20.0
    B_x0 = window(B_x0)
    (Bx, By, Bz) = calcB(B_x0)
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Jacobi

Solver using an iterative Jacobi-method, with a maximum number of iterations.

Run until convergence:

--size=1000*0





Run with a maximum of 10 iterations:

--size=1000*10





See also jacobi_fixed for an implementation without convergence.


Python Numpy


Note

There is Bohrium-specific code this implementation, this means Bohrium is required to run it.

Uses Bohrium features from bohrium.stdviews specifically no_border, grid, and diagonals.



from __future__ import print_function
from benchpress import util
import numpy as np
from bohrium.stdviews import no_border, grid, diagonals

def jacobi_init(size):

    v    = np.arange(size)
    data = (v*(v[np.newaxis,:].T+2)+2)/size

    return data

def jacobi(data, max_iterations=0):

    active      = no_border(data,1)
    g           = grid(data,1)
    d           = diagonals(data,1)
    fak         = 1./20
    residual    = 110000000

    iterations = 0
    while residual>(10**-2) * (active.shape[0]**2):
        update    = (4*sum(g) + sum(d))*fak
        residual  = np.sum(abs(update-active))
        active[:] = update
        iterations += 1
        if util.Benchmark().bohrium:
            np.flush()

        if max_iterations and iterations >= max_iterations:
            break

    return iterations, data

def main():
    B = util.Benchmark()
    N, I = B.size
    data = jacobi_init(N)

    B.start()
    M, R = jacobi(data, I)
    B.stop()

    B.pprint()
    if B.verbose:
        print(R)
    if B.visualize:
        util.visualize_grid(R, block=True)
    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})

if __name__ == "__main__":
    main()











          

      

      

    



    
         Copyright 2015, Simon A. F. Lund.
      Created using Sphinx 1.3.1.
    





  

    
      Navigation

      
        	
          index

        	
          next |

        	
          previous |

        	Benchpress 1.0 documentation 
 
      

    


    
      
          
            
  
Jacobi Fixed

Solver using an iterative Jacobi-method, with a fixed number of iterations:

--size=5000*10





See also jacobi for an implementation with convergence instead of a fixed number of iterations.


Python Numpy


Note

There is Bohrium-specific code this implementation, this means Bohrium is required to run it.

Uses Bohrium features from bohrium.stdviews specifically no_border, grid, and diagonals.



from __future__ import print_function
from benchpress import util
import numpy as np
from bohrium.stdviews import no_border, grid, diagonals

def jacobi_fixed_init(size):

    v    = np.arange(size)
    data = (v*(v[np.newaxis,:].T+2)+2)/size

    return data

def jacobi_fixed(data, iterations):

    active  = no_border(data, 1)
    g       = grid(data, 1)
    d       = diagonals(data, 1)
    fak     = 1./20

    for _ in xrange(iterations):
        active[:] = (4*sum(g) + sum(d))*fak

        if util.Benchmark().bohrium:
            np.flush()

    return data

def main():
    B = util.Benchmark()
    N, I = B.size
    data = jacobi_fixed_init(N)

    B.start()
    R = jacobi_fixed(data, I)
    B.stop()

    B.pprint()
    if B.verbose:
        print(R)
    if B.visualize:
        util.visualize_grid(R, block=True)
    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})

if __name__ == "__main__":
    main()
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K Nearest Neighbor

A think this was an attempt at writing a better KNN implementation.


Python Numpy


Error

There are issues with the implementation.

Does not actually call the implementation.



from __future__ import print_function
"""
k-Nearest Neighbor
------------------

So what does this code example illustrate?
"""
from benchpress import util
import numpy as np

def classify(sample, training, group=None, k=1):
    assert sample.ndim == 2
    assert training.ndim == 2
    assert group == None or group.ndim == 1
    assert training.shape[1] == sample.shape[1]
    assert group == None or training.shape[0] == group.size
    assert k > 0 and k < training.shape[0]
    if group == None and k > 1: # k>1 for optimization
        group = np.arange(training.shape[0],dtype=np.int32)
    distance = np.sqrt(np.add.reduce(np.square(sample[:,np.newaxis]-training),-1))
    if k > 1: # for optimization
        groups = np.empty((sample.shape[0],k), dtype=group.dtype, bohrium=group.bohrium)
    for n in xrange(k):
        neighbor_n = np.argmin(distance,-1)
        if k > 1: 
            groups[:,n] = group[neighbor_n]
        elif group == None:  # for optimization
            return neighbor_n
        else:  # for optimization
            return group[neighbor_n]
        if n < k-1:  # for optimization
            neighbor_n += np.arange(distance.shape[0])*distance.shape[1] #convert to a flattened index
            np.flatten(distance)[neighbor_n] = np.inf
    return np.array(map(np.argmax,map(np.bincount,groups)))

# basic version - not cluttered with assertions and optimizations
def classify_basic(sample, training, group=None, k=1):
    if group == None:
        group = np.arange(training.shape[0],dtype=np.int32)
    distance = np.sqrt(np.add.reduce(np.square(sample[:,np.newaxis]-training),-1))
    groups = np.empty((sample.shape[0],k), dtype=group.dtype, bohrium=group.bohrium)
    for n in xrange(k):
        neighbor_n = np.argmin(distance,-1)
        groups[:,n] = group[neighbor_n]
        neighbor_n += np.arange(distance.shape[0])*distance.shape[1] #convert to a flattened index
        np.flatten(distance)[neighbor_n] = np.inf
    return np.array(map(np.argmax,map(np.bincount,groups)))

def main():
    pass    # How would you run this thing!?!?!?!

if __name__ == "__main__":
    main()
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Knn Naive

Naive implementation of KNN –size=N*Features*Neighbors:

--size=20000000*10*4






Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def data_range(B, N, F):
    """Pseudo-data setup using Python-range."""

    # Data is a list of N-dimensional coordinates / features in euclidean space.
    data_flat   = np.array(range(0,N+1)*F, dtype=B.dtype)
    data        = np.array(data_flat.reshape(F, N+1))

    # Target is a single coordinate / feature in N-dimensional euclidian-space.
    x = np.array([[N/2]]*F, dtype=B.dtype)

    return data, x

def data_image(B, N, F):
    """Data setup using a bitmap image."""

    try:
        import Image
        img     = Image.open("knn.input.bmp")
        data    = np.array(np.array(img.getdata()).T.copy())
        x       = np.array([[0],[250],[0]])
        return data, x
    except Exception as e:
        print("Failed using image data-set, reverting to range. Err=[%s]"%e)

    return data_range(B, N, F)

def data_random(B, N, F):
    """Pseudo-data setup using random."""

    # Data is a list of N-dimensional coordinates / features in euclidean space.
    data = np.random.random((F, N+1))

    # Target is a single coordinate / feature in N-dimensional euclidian-space.
    x = np.empty((F, 1))
    x[:,:] = 0.5

    return data, x

def main():

    B = util.Benchmark()
    N   = B.size[0]                             # Size of the dataset
    F   = B.size[1]                             # Number of features in the dataset
    K   = B.size[2] if B.size[2] < N else N     # The K number of neighbors to find

    #data, x = data_range(B, N, F)               # Grab a data-set
    data, x = data_random(B, N, F)

    B.start()

    sqd = np.sum(np.sqrt(((data - x)**2)))      # The naive kNN-implementation

    B.stop()                                    # Print the timing results

    B.pprint()
    if B.verbose:
        print(sqd)
    if B.outputfn:
        B.tofile(B.outputfn, {'res': sqd})

    #idx = np.argsort(sqd)                       # Get the indexes
    #nn  = data[:,idx[:K]]                       # Get the corresponding elements

if __name__ == "__main__":
    main()
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Lattice Boltzmann D2Q9


	From::

	Channel flow past a cylindrical obstacle, using a LB method
Copyright (C) 2006 Jonas Latt
Address: Rue General Dufour 24,  1211 Geneva 4, Switzerland
E-mail: Jonas.Latt@cui.unige.ch



Params example (height * width * iterations):

--size=1000*1000*10






Python Numpy


Error

There are issues with the implementation.

Copies data back and forth between NumPy and Bohrium:

.local/lib/python2.7/site-packages/bohrium/__main__.py:55: RuntimeWarning: Encountering an operation not supported by Bohrium. It will be handled by the original NumPy.







from __future__ import print_function
"""
The Lattice Boltzmann Methods D2Q9
------------

Channel flow past a cylindrical obstacle, using a LB method
Copyright (C) 2006 Jonas Latt
Address: Rue General Dufour 24,  1211 Geneva 4, Switzerland
E-mail: Jonas.Latt@cui.unige.ch
"""
import threading
from benchpress import util
import numpy as np

# D2Q9 Lattice constants
t       = [4/9., 1/9.,1/9.,1/9.,1/9., 1/36.,1/36.,1/36.,1/36.]
cx      = [  0,   1,  0, -1,  0,    1,  -1,  -1,   1]
cy      = [  0,   0,  1,  0, -1,    1,   1,  -1,  -1]
opp     = [ 0,   3,  4,  1,  2,    7,   8,   5,   6]
uMax    = 0.02 # maximum velocity of Poiseuille inflow
Re      = 100  # Reynolds number

def cylinder(height, width, obstacle=True, dtype=np.float32):
    assert(height > 2)
    assert(width > 2)

    lx = width
    ly = height
    state   = {"lx":lx, "ly":ly}
    obst_x  = lx/5.+1               # position of the cylinder; (exact
    obst_y  = ly/2.+0               # y-symmetry is avoided)
    obst_r  = ly/10.+1              # radius of the cylinder

    nu     = uMax * 2.*obst_r / Re  # kinematic viscosity
    omega  = 1. / (3*nu+1./2.)      # relaxation parameter

    col = np.arange(1, ly - 1)

    # We need some of the constants as 3D numpy arrays
    t_3d    = np.asarray(t)[:, np.newaxis, np.newaxis]
    cx_3d   = np.asarray(cx)[:, np.newaxis, np.newaxis]
    cy_3d   = np.asarray(cy)[:, np.newaxis, np.newaxis]

    # Place obstacle
    if obstacle:
      y,x = np.meshgrid(np.arange(ly),np.arange(lx))
      obst = (x-obst_x)**2 + (y-obst_y)**2 <= obst_r**2
      obst[:,0] = obst[:,ly-1] = 1
      bbRegion = np.asarray(obst, dtype = np.bool)
      #bbRegion.bohrium = bohrium
    else:
      bbRegion = None

    # Initial condition: (rho=0, u=0) ==> fIn[i] = t[i]
    fIn = t_3d.repeat(lx, axis = 1).repeat(ly, axis = 2)

    #fIn.bohrium = bohrium
    #cx_3d.bohrium = bohrium
    #cy_3d.bohrium = bohrium
    #col.bohrium = bohrium
    state['fIn'] = fIn
    state['cx_3d'] = cx_3d
    state['cy_3d'] = cy_3d
    state['col'] = col
    state['omega'] = omega
    state['bbRegion'] = bbRegion

    return state

def solve(state, iterations, viz=None):

    #load the state
    ly = state['ly']
    lx = state['lx']
    fIn = state['fIn']
    cx_3d = state['cx_3d']
    cy_3d = state['cy_3d']
    col = state['col']
    omega = state['omega']
    bbRegion = state['bbRegion']

    # Main loop (time cycles)
    for cycle in xrange(iterations):

      # Macroscopic variables
      rho = np.sum(fIn, axis = 0)
      ux = np.sum(cx_3d * fIn, axis = 0) / rho
      uy = np.sum(cy_3d * fIn, axis = 0) / rho

      # Macroscopic (Dirichlet) boundary conditions

      # Inlet: Poisseuille profile
      L = ly-2.0
      y = col-0.5
      ux[0, 1:ly-1] = 4 * uMax / (L ** 2) * (y * L - y ** 2)
      uy[0, 1:ly-1] = 0

      #Using a loop instead of "index of indexes"
      # t1 = fIn[[0, 2, 4], 0, 1:ly-1].sum(axis = 0)
      #t1 = np.zeros(ly-2, bohrium=fIn.bohrium)
      t1 = np.zeros(ly-2)
      for i in [0, 2, 4]:
        t1 += fIn[i, 0, 1:ly-1]

      #Using a loop instead of "index of indexes"
      # t2 = 2 * fIn[[3, 6, 7], 0, 1:ly-1].sum(axis = 0)
      #t2 = np.zeros(ly-2, bohrium=fIn.bohrium)
      t2 = np.zeros(ly-2)
      for i in [3, 6, 7]:
        t2 += fIn[i, 0, 1:ly-1]
      t2 *= 2

      rho[0, 1:ly-1] = 1 / (1 - ux[0, 1:ly-1]) * (t1 + t2)

      # Outlet: Zero gradient on rho/ux
      rho[lx - 1, 1:ly-1] = 4.0 / 3 * rho[lx - 2, 1:ly-1] - \
                         1.0 / 3 * rho[lx - 3, 1:ly-1]
      uy[lx - 1, 1:ly-1] = 0
      ux[lx - 1, 1:ly-1] = 4.0 / 3 * ux[lx - 2, 1:ly-1] - \
                        1.0 / 3 * ux[lx - 3, 1:ly-1]

      #fEq = np.zeros((9, lx, ly), bohrium=fIn.bohrium)
      fEq = np.zeros((9, lx, ly))
      #fOut = np.zeros((9, lx, ly), bohrium=fIn.bohrium)
      fOut = np.zeros((9, lx, ly))
      for i in xrange(0, 9):
          cu = 3 * (cx[i] * ux + cy[i] * uy)
          fEq[i] = rho * t[i] * (1 + cu + 0.5 * cu ** 2 - \
                          1.5 * (ux ** 2 + uy ** 2))
          fOut[i] = fIn[i] - omega * (fIn[i] - fEq[i])

      # Microscopic boundary conditions
      for i in xrange(0, 9):
          # Left boundary:
          fOut[i, 0, 1:ly-1] = fEq[i,0,1:ly-1] + 18 * t[i] * cx[i] * cy[i] * \
             (fIn[7,0,1:ly-1] - fIn[6,0,1:ly-1] - fEq[7,0,1:ly-1] + fEq[6,0,1:ly-1])
          # Right boundary:
          fOut[i,lx-1,1:ly-1] = fEq[i,lx-1,1:ly-1] + 18 * t[i] * cx[i] * cy[i] * \
             (fIn[5,lx-1,1:ly-1] - fIn[8,lx-1,1:ly-1] - \
              fEq[5,lx-1,1:ly-1] + fEq[8,lx-1,1:ly-1])
          # Bounce back region:
          #fOut[i,bbRegion] = fIn[opp[i],bbRegion]
          #Using a explict mask
          if bbRegion is not None:
              masked = fIn[opp[i]].copy() * bbRegion
              fOut[i] = fOut[i] * ~bbRegion + masked


      # Streaming step
      for i in xrange(0,9):
          #fIn[i] = np.roll(np.roll(fOut[i], cx[i], axis = 0), cy[i], axis = 1)
          #Replacing the np.roll() call with:
          if cx[i] == 1:
              #t1 = np.empty_like(fOut[i], bohrium=fIn.bohrium)
              t1 = np.empty_like(fOut[i])
              t1[1:] = fOut[i][:-1]
              t1[0] = fOut[i][-1]
              fOut[i] = t1
          elif cx[i] == -1:
              #t1 = np.empty_like(fOut[i], bohrium=fIn.bohrium)
              t1 = np.empty_like(fOut[i])
              t1[:-1] = fOut[i][1:]
              t1[-1] = fOut[i][0]
              fOut[i] = t1
          if cy[i] == 1:
              #t1 = np.empty_like(fOut[i], bohrium=fIn.bohrium)
              t1 = np.empty_like(fOut[i])
              t1[:,1:] = fOut[i][:,:-1]
              t1[:,0] = fOut[i][:,-1]
              fIn[i] = t1
          elif cy[i] == -1:
              #t1 = np.empty_like(fOut[i], bohrium=fIn.bohrium)
              t1 = np.empty_like(fOut[i])
              t1[:,:-1] = fOut[i][:,1:]
              t1[:,-1] = fOut[i][:,0]
              fIn[i] = t1
          else:
              fIn[i] = fOut[i]

      if viz and not cycle % 10:
          viz['axes1'].clear()
          viz['axes2'].clear()
          viz['axes3'].clear()
          viz['axes1'].imshow(fIn[4].T.copy())
          viz['axes2'].imshow(ux.T.copy())
          viz['axes3'].imshow(uy.T.copy())
          viz['canvas'].show()

def setup_viz(state):
    """Setup visualization."""

    import matplotlib
    import matplotlib.figure
    import matplotlib.backends.backend_tkagg
    import Tkinter
    import threading

    viz = {}

    # Initialise Tk ...
    figure = matplotlib.figure.Figure()
    figure.set_size_inches((8, 6))

    viz['axes1'] = figure.add_subplot(311)
    viz['axes2'] = figure.add_subplot(312)
    viz['axes3'] = figure.add_subplot(313)

    viz['tk'] = Tkinter.Tk()
    viz['canvas'] = matplotlib.backends.backend_tkagg.FigureCanvasTkAgg(
        figure,
        master=viz['tk']
    )
    viz['canvas'].get_tk_widget().pack(expand = True, fill = Tkinter.BOTH)

    return viz 

def main():
    B = util.Benchmark()
    H = B.size[0]
    W = B.size[1]
    I = B.size[2]

    state = cylinder(H, W, obstacle=False)

    viz = None
    if B.verbose:
        viz = setup_viz(state)

    B.start()
    if viz:
        thread = threading.Thread(target = solve, args=(state, I, viz))
        thread.start()
        viz['tk'].mainloop()   
    else:
        R = solve(state, I, viz)
    B.stop()
    B.pprint()

    if B.outputfn:
        B.tofile(B.outputfn, {'res': np.array(R)})

if __name__ == "__main__":
    main()
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Lbm 2D

# Copyright (C) 2013 FlowKit Ltd, Lausanne, Switzerland
# E-mail contact: contact@flowkit.com
#
# Based on: http://wiki.palabos.org/numerics:codes
#


Python Numpy


Error

There are issues with the implementation.

Cannot run with Bohrium, fails with error:

TypeError: Cannot determine the correct signature (sqrt:int64)





Also, does not use benchpress util for argparsing and timing.



#!/usr/bin/python
# Copyright (C) 2013 FlowKit Ltd, Lausanne, Switzerland
# E-mail contact: contact@flowkit.com
#
# Based on: http://wiki.palabos.org/numerics:codes
#
# This program is free software: you can redistribute it and/or
# modify it under the terms of the GNU General Public License, either
# version 3 of the License, or (at your option) any later version.

#
# 2D flow around a cylinder
#
import numpy.linalg as la
import numpy as np
#import matplotlib.pyplot as plt;
#from matplotlib import cm

###### Flow definition #########################################################
maxIter = 200 # Total number of time iterations.
Re      = 220.0  # Reynolds number.
nx = 520; ny = 180; ly=ny-1.0; q = 9 # Lattice dimensions and populations.
cx = nx/4; cy=ny/2; r=ny/9;          # Coordinates of the cylinder.
uLB     = 0.04                       # Velocity in lattice units.
nulb    = uLB*r/Re; omega = 1.0 / (3.*nulb+0.5); # Relaxation parameter.

###### Lattice Constants #######################################################
c = np.array([(x,y) for x in [0,-1,1] for y in [0,-1,1]]) # Lattice velocities.
t = 1./36. * np.ones(q)                                   # Lattice weights.

something = np.asarray([la.norm(ci) for ci in c])
print(something)
something = something < 1.1
print(something)
t[np.asarray(something)] = 1./9.;
t[0] = 4./9.
noslip = [c.tolist().index((-c[i]).tolist()) for i in range(q)] 
i1 = np.arange(q)[np.asarray([ci[0]<0  for ci in c])] # Unknown on right wall.
i2 = np.arange(q)[np.asarray([ci[0]==0 for ci in c])] # Vertical middle.
i3 = np.arange(q)[np.asarray([ci[0]>0  for ci in c])] # Unknown on left wall.

###### Function Definitions ####################################################
sumpop = lambda fin: np.sum(fin, axis=0)    # Helper function for density computation.
def equilibrium(rho,u):                     # Equilibrium distribution function.
    cu   = 3.0 * np.dot(c,u.transpose(1,0,2))
    usqr = 3./2.*(u[0]**2+u[1]**2)
    feq = np.zeros((q,nx,ny))
    for i in range(q): feq[i,:,:] = rho*t[i]*(1.+cu[i]+0.5*cu[i]**2-usqr)
    return feq

def main():

    ###### Setup: cylindrical obstacle and velocity inlet with perturbation ########
    obstacle = np.fromfunction(lambda x,y: (x-cx)**2+(y-cy)**2<r**2, (nx,ny))
    vel = np.fromfunction(lambda d,x,y: (1-d)*uLB*(1.0+1e-4*np.sin(y/ly*2*np.pi)),(2,nx,ny))
    feq = equilibrium(1.0,vel); fin = feq.copy()

    ###### Main time loop ##########################################################
    for time in range(maxIter):
        fin[i1,-1,:] = fin[i1,-2,:] # Right wall: outflow condition.
        rho = sumpop(fin)           # Calculate macroscopic density and velocity.
        u = np.dot(c.transpose(), fin.transpose((1,0,2)))/rho

        u[:,0,:] =vel[:,0,:] # Left wall: compute density from known populations.
        rho[0,:] = 1./(1.-u[0,0,:]) * (sumpop(fin[i2,0,:])+2.*sumpop(fin[i1,0,:]))

        feq = equilibrium(rho,u) # Left wall: Zou/He boundary condition.
        fin[i3,0,:] = fin[i1,0,:] + feq[i3,0,:] - fin[i1,0,:]
        fout = fin - omega * (fin - feq)  # Collision step.
        for i in range(q): fout[i,obstacle] = fin[noslip[i],obstacle]
        for i in range(q): # Streaming step.
            fin[i,:,:] = np.roll(np.roll(fout[i,:,:],c[i,0],axis=0),c[i,1],axis=1)
    
        """
        if (time % 100==0): # Visualization
            plt.clf()
            plt.imshow(np.sqrt(u[0]**2+u[1]**2).transpose(), cmap=cm.Reds)
            plt.savefig("vel."+str(time/100).zfill(4)+".png")
        """

if __name__ == "__main__":
    main()
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Lbm 3D


	From::

	3D Lattice Boltzmann (BGK) model of a fluid.
D3Q19 model. At each timestep, particle densities propagate
outwards in the directions indicated in the figure. An
equivalent ‘equilibrium’ density is found, and the densities
relax towards that state, in a proportion governed by omega.
Iain Haslam, March 2006.



Params example (x*y*z*iterations):

--size=80*80*80*20






Python Numpy

from __future__ import print_function
## 3D Lattice Boltzmann (BGK) model of a fluid.
## D3Q19 model. At each timestep, particle densities propagate
## outwards in the directions indicated in the figure. An
## equivalent 'equilibrium' density is found, and the densities
## relax towards that state, in a proportion governed by omega.
##               Iain Haslam, March 2006.
from benchpress import util
import numpy as np

def the_method(T, F, FEQ, BOUND, BOUNDi, omega, deltaU, t1, t2, t3):
    
     ##Propagate / Streaming step
    T[:] = F
    #nearest-neighbours
    F[1,:,:,0]   = T[1,:,:,-1]
    F[1,:,:,1:]  = T[1,:,:,:-1]
    F[2,:,:,:-1] = T[2,:,:,1:]
    F[2,:,:,-1]  = T[2,:,:,0]
    F[3,:,0,:]   = T[3,:,-1,:]
    F[3,:,1:,:]  = T[3,:,:-1,:]
    F[4,:,:-1,:] = T[4,:,1:,:]
    F[4,:,-1,:]  = T[4,:,0,:]
    F[5,0,:,:]   = T[5,-1,:,:]
    F[5,1:,:,:]  = T[5,:-1,:,:]
    F[6,:-1,:,:] = T[6,1:,:,:]
    F[6,-1,:,:]  = T[6,0,:,:]
    #next-nearest neighbours
    F[7,0 ,0 ,:] = T[7,-1 , -1,:]
    F[7,0 ,1:,:] = T[7,-1 ,:-1,:]
    F[7,1:,0 ,:] = T[7,:-1, -1,:]
    F[7,1:,1:,:] = T[7,:-1,:-1,:]

    F[8,0 ,:-1,:] = T[8,-1 ,1:,:]
    F[8,0 , -1,:] = T[8,-1 ,0 ,:]
    F[8,1:,:-1,:] = T[8,:-1,1:,:]
    F[8,1:, -1,:] = T[8,:-1,0 ,:]

    F[9,:-1,0 ,:] = T[9,1:, -1,:]
    F[9,:-1,1:,:] = T[9,1:,:-1,:]
    F[9,-1 ,0 ,:] = T[9,0 ,  0,:]
    F[9,-1 ,1:,:] = T[9,0 ,:-1,:]

    F[10,:-1,:-1,:] = T[10,1:,1:,:]
    F[10,:-1, -1,:] = T[10,1:,0 ,:]
    F[10,-1 ,:-1,:] = T[10,0 ,1:,:]
    F[10,-1 , -1,:] = T[10,0 ,0 ,:]

    F[11,0 ,:,0 ] = T[11,0  ,:, -1]
    F[11,0 ,:,1:] = T[11,0  ,:,:-1]
    F[11,1:,:,0 ] = T[11,:-1,:, -1]
    F[11,1:,:,1:] = T[11,:-1,:,:-1]

    F[12,0 ,:,:-1] = T[12, -1,:,1:]
    F[12,0 ,:, -1] = T[12, -1,:,0 ]
    F[12,1:,:,:-1] = T[12,:-1,:,1:]
    F[12,1:,:, -1] = T[12,:-1,:,0 ]

    F[13,:-1,:,0 ] = T[13,1:,:, -1]
    F[13,:-1,:,1:] = T[13,1:,:,:-1]
    F[13, -1,:,0 ] = T[13,0 ,:, -1]
    F[13, -1,:,1:] = T[13,0 ,:,:-1]

    F[14,:-1,:,:-1] = T[14,1:,:,1:]
    F[14,:-1,:, -1] = T[14,1:,:,0 ]
    F[14,-1 ,:,:-1] = T[14,0 ,:,1:]
    F[14,-1 ,:, -1] = T[14,0 ,:,0 ]

    F[15,:,0 ,0 ] = T[15,:, -1, -1]
    F[15,:,0 ,1:] = T[15,:, -1,:-1]
    F[15,:,1:,0 ] = T[15,:,:-1, -1]
    F[15,:,1:,1:] = T[15,:,:-1,:-1]

    F[16,:,0 ,:-1] = T[16,:, -1,1:]
    F[16,:,0 , -1] = T[16,:, -1,0 ]
    F[16,:,1:,:-1] = T[16,:,:-1,1:]
    F[16,:,1:, -1] = T[16,:,:-1,0 ]

    F[17,:,:-1,0 ] = T[17,:,1:, -1]
    F[17,:,:-1,1:] = T[17,:,1:,:-1]
    F[17,:, -1,0 ] = T[17,:,0 , -1]
    F[17,:, -1,1:] = T[17,:,0 ,:-1]

    F[18,:,:-1,:-1] = T[18,:,1:,1:]
    F[18,:,:-1, -1] = T[18,:,1:,0 ]
    F[18,:,-1 ,:-1] = T[18,:,0 ,1:]
    F[18,:,-1 , -1] = T[18,:,0 ,0 ]
    #Densities bouncing back at next timestep
    BB = np.empty(F.shape)
    T[:] = F
    T[1:,:,:,:] *= BOUND[np.newaxis,:,:,:]
    BB[2 ,:,:,:] += T[1 ,:,:,:]
    BB[1 ,:,:,:] += T[2 ,:,:,:]
    BB[4 ,:,:,:] += T[3 ,:,:,:]
    BB[3 ,:,:,:] += T[4 ,:,:,:]
    BB[6 ,:,:,:] += T[5 ,:,:,:]
    BB[5 ,:,:,:] += T[6 ,:,:,:]
    BB[10,:,:,:] += T[7 ,:,:,:]
    BB[9 ,:,:,:] += T[8 ,:,:,:]
    BB[8 ,:,:,:] += T[9 ,:,:,:]
    BB[7 ,:,:,:] += T[10,:,:,:]
    BB[14,:,:,:] += T[11,:,:,:]
    BB[13,:,:,:] += T[12,:,:,:]
    BB[12,:,:,:] += T[13,:,:,:]
    BB[11,:,:,:] += T[14,:,:,:]
    BB[18,:,:,:] += T[15,:,:,:]
    BB[17,:,:,:] += T[16,:,:,:]
    BB[16,:,:,:] += T[17,:,:,:]
    BB[15,:,:,:] += T[18,:,:,:]

    # Relax calculate equilibrium state (FEQ) with equivalent speed and density to F
    DENSITY = np.add.reduce(F)

    UX = F[5,:,:,:].copy()
    UX += F[7,:,:,:]
    UX += F[8,:,:,:]
    UX += F[11,:,:,:]
    UX += F[12,:,:,:]
    UX -= F[6,:,:,:]
    UX -= F[9,:,:,:]
    UX -= F[10,:,:,:]
    UX -= F[13,:,:,:]
    UX -= F[14,:,:,:]
    UX /=DENSITY

    UY = F[3,:,:,:].copy()
    UY += F[7,:,:,:]
    UY += F[9,:,:,:]
    UY += F[15,:,:,:]
    UY += F[16,:,:,:]
    UY -= F[4,:,:,:]
    UY -= F[8,:,:,:]
    UY -= F[10,:,:,:]
    UY -= F[17,:,:,:]
    UY -= F[18,:,:,:]
    UY /=DENSITY

    UZ = F[1,:,:,:].copy()
    UZ += F[11,:,:,:]
    UZ += F[13,:,:,:]
    UZ += F[15,:,:,:]
    UZ += F[17,:,:,:]
    UZ -= F[2,:,:,:]
    UZ -= F[12,:,:,:]
    UZ -= F[14,:,:,:]
    UZ -= F[16,:,:,:]
    UZ -= F[18,:,:,:]
    UZ /=DENSITY

    UX[0,:,:] += deltaU #Increase inlet pressure
                        #Set bourderies to zero.
    UX[:,:,:] *= BOUNDi
    UY[:,:,:] *= BOUNDi
    UZ[:,:,:] *= BOUNDi
    DENSITY[:,:,:] *= BOUNDi

    U_SQU = UX**2 + UY**2 + UZ**2

    # Calculate equilibrium distribution: stationary
    FEQ[0,:,:,:] = (t1*DENSITY)*(1.0-3.0*U_SQU/2.0)
    # nearest-neighbours
    T1 = 3.0/2.0*U_SQU
    tDENSITY = t2*DENSITY
    FEQ[1,:,:,:]=tDENSITY*(1.0 + 3.0*UZ + 9.0/2.0*UZ**2 - T1)
    FEQ[2,:,:,:]=tDENSITY*(1.0 - 3.0*UZ + 9.0/2.0*UZ**2 - T1)
    FEQ[3,:,:,:]=tDENSITY*(1.0 + 3.0*UY + 9.0/2.0*UY**2 - T1)
    FEQ[4,:,:,:]=tDENSITY*(1.0 - 3.0*UY + 9.0/2.0*UY**2 - T1)
    FEQ[5,:,:,:]=tDENSITY*(1.0 + 3.0*UX + 9.0/2.0*UX**2 - T1)
    FEQ[6,:,:,:]=tDENSITY*(1.0 - 3.0*UX + 9.0/2.0*UX**2 - T1)
    # next-nearest neighbours
    T1 = 3.0*U_SQU/2.0
    tDENSITY = t3*DENSITY
    U8 = UX+UY
    FEQ[7,:,:,:] =tDENSITY*(1.0 + 3.0*U8  + 9.0/2.0*(U8)**2  - T1)
    U9 = UX-UY
    FEQ[8,:,:,:] =tDENSITY*(1.0 + 3.0*U9  + 9.0/2.0*(U9)**2  - T1)
    U10 = -UX+UY
    FEQ[9,:,:,:] =tDENSITY*(1.0 + 3.0*U10 + 9.0/2.0*(U10)**2 - T1)
    U8 *= -1.0
    FEQ[10,:,:,:]=tDENSITY*(1.0 + 3.0*U8 + 9.0/2.0*(U8)**2 - T1)
    U12 = UX+UZ
    FEQ[11,:,:,:]=tDENSITY*(1.0 + 3.0*U12 + 9.0/2.0*(U12)**2 - T1)
    U12 *= 1.0
    FEQ[14,:,:,:]=tDENSITY*(1.0 + 3.0*U12 + 9.0/2.0*(U12)**2 - T1)
    U13 = UX-UZ
    FEQ[12,:,:,:]=tDENSITY*(1.0 + 3.0*U13 + 9.0/2.0*(U13)**2 - T1)
    U13 *= -1.0
    FEQ[13,:,:,:]=tDENSITY*(1.0 + 3.0*U13 + 9.0/2.0*(U13)**2 - T1)
    U16 = UY+UZ
    FEQ[15,:,:,:]=tDENSITY*(1.0 + 3.0*U16 + 9.0/2.0*(U16)**2 - T1)
    U17 = UY-UZ
    FEQ[16,:,:,:]=tDENSITY*(1.0 + 3.0*U17 + 9.0/2.0*(U17)**2 - T1)
    U17 *= -1.0
    FEQ[17,:,:,:]=tDENSITY*(1.0 + 3.0*U17 + 9.0/2.0*(U17)**2 - T1)
    U16 *= -1.0
    FEQ[18,:,:,:]=tDENSITY*(1.0 + 3.0*U16 + 9.0/2.0*(U16)**2 - T1)
    F *= (1.0-omega)
    F += omega * FEQ

    #Densities bouncing back at next timestep
    F[1:,:,:,:] *= BOUNDi[np.newaxis,:,:,:]
    F[1:,:,:,:] += BB[1:,:,:,:]

    return UX, UY, UZ

def main():
    B = util.Benchmark()

    nx      = B.size[0]
    ny      = B.size[1]
    nz      = B.size[2]
    ITER    = B.size[3]

    NO_OBST = 1
    omega   = 1.0
    density = 1.0
    deltaU  = 1e-7
    t1      = 1/3.0
    t2      = 1/18.0
    t3      = 1/36.0

    F       = np.empty((19, nx, ny, nz), dtype=float)
    F[:]    = density/19.0
    FEQ     = np.empty((19, nx, ny, nz), dtype=float)
    FEQ[:]  = density/19.0
    T       = np.empty((19, nx, ny, nz), dtype=float)
    T[:]    = 0.0

    #Create the scenery.
    BOUND   = np.empty((nx, ny, nz), dtype=float)
    BOUNDi  = np.empty((nx, ny, nz), dtype=float)
    BOUND[:] = 0
    BOUNDi[:] = 1
    if not NO_OBST:
        for i in xrange(nx):
            for j in xrange(ny):
                for k in xrange(nz):
                    if ((i-4)**2+(j-5)**2+(k-6)**2) < 6:
                        BOUND[i,j,k] += 1.0
                        BOUNDi[i,j,k] += 0.0

    BOUND[:,0,:] += 1.0
    BOUNDi[:,0,:] *= 0.0

    B.start()
    for ts in xrange(0, ITER):
        UX, UY, UZ = the_method(
            T, F, FEQ, BOUND, BOUNDi,
            omega, deltaU, t1, t2, t3
        )
       
    B.stop()
    B.pprint()

    if B.outputfn:
        B.tofile(B.outputfn, {'res': UX})

    """
    import matplotlib.pyplot as plt
    UX *= -1
    plt.hold(True)
    plt.quiver(UY[:,:,4],UX[:,:,4], pivot='middle')
    plt.imshow(BOUND[:,:,4])
    plt.show()

    """

if __name__ == "__main__":
    main()
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Leibnitz Pi

PI-approximation using the Leibnitz formular:


[image: \frac{\pi}{4} &= \sum\limits_{n=0}^\infty \frac{(-1)^n}{2n+1} \Leftrightarrow \\ \pi &= 4\sum\limits_{n=0}^\infty \frac{(-1)^n}{2n+1}     = 4\sum\limits_{n=0}^\infty (\frac{1}{4n+1} - \frac{1}{4n+3})]



Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def leibnitz_pi(N):

    n = np.arange(0, N)
    return np.sum(1.0/(4*n+1) - 1.0/(4*n+3))

def main():
    B = util.Benchmark()                        # Initialize Benchpress
    N, = B.size                                 # Grab command-line arguments
    B.start()                                   # Sample wall-clock start
    R = 4.0*leibnitz_pi(N)                      # Execute benchmark
    B.stop()                                    # Sample wall-clock stop
    B.pprint()                                  # Print elapsed wall-clock etc.
    if B.verbose:                               # Print more, such as results
        print(R)

if __name__ == "__main__":
    main()








C99 Seq

#include <stdio.h>
#include <bp_util.h>

double leibnitz_pi(int nelements)
{
    double sum = 0.0;
    for(int n=0; n<nelements; ++n) {
        sum += 1.0/(4*n+1) - 1.0/(4*n+3);
    }
    return sum;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];

    bp.timer_start();                               // Start timer
    double pi = 4.0*leibnitz_pi(nelements);         // Run benchmark
    bp.timer_stop();                                // Stop timer
    
    bp.print("leibnitz_pi(c99_seq)");               // Print results..
    if (bp.args.verbose) {							// ..and value.
        printf("PI-approximation = %.11f\n", pi);
    }

    return 0;
}








Cpp11 Bxx

#include <iostream>
#include <iomanip>
#include <bxx/bohrium.hpp>
#include <bp_util.h>

using namespace std;
using namespace bxx;

multi_array<double>& leibnitz_pi(int nelements)
{
    multi_array<int> n;
    n = range<int>(nelements);
    return sum(1.0/as<double>((int)4*n+(int)1) -
               1.0/as<double>((int)4*n+(int)3));
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];

    Runtime::instance().flush();
    bp.timer_start();                               // Start timer
    double pi = 4.0*scalar(leibnitz_pi(nelements)); // Run benchmark
    Runtime::instance().flush();
    bp.timer_stop();                                // Stop timer

    bp.print("leibnitz_pi(cpp11_bxx)");				// Print results..
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "PI-approximation = " << pi << endl;
    }

    return 0;
}








Cpp11 Omp

#include <iostream>
#include <iomanip>
#include <bp_util.h>
#include <omp.h>

using namespace std;

double leibnitz_pi(int nelements)
{
    double sum = 0.0;
    #pragma omp parallel for reduction(+:sum)
    for(int n=0; n<nelements; ++n) {
        sum += 1.0/(4*n+1) - 1.0/(4*n+3);
    }
    return sum;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];

    bp.timer_start();                               // Start timer
    double pi = 4.0*leibnitz_pi(nelements);         // Run benchmark
    bp.timer_stop();                                // Stop timer

    bp.print("leibnitz_pi(cpp11_omp)");				// Print results..
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "PI-approximation = " << pi << endl;
    }

    return 0;
}








Cpp11 Seq

#include <iostream>
#include <iomanip>
#include <bp_util.h>

using namespace std;

double leibnitz_pi(int nelements)
{
    double sum = 0.0;
    for(int n=0; n<nelements; ++n) {
        sum += 1.0/(4*n+1) - 1.0/(4*n+3);
    }
    return sum;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];

    bp.timer_start();                               // Start timer
    double pi = 4.0*leibnitz_pi(nelements);         // Run benchmark
    bp.timer_stop();                                // Stop timer

    bp.print("leibnitz_pi(cpp11_seq)");				// Print results..
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "PI-approximation = " << pi << endl;
    }

    return 0;
}
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Lmm Swaption Vec


	From::

	Leif Andersen - A simple Approach to the pricing of Bermudan swaptions
in the multifactor LIBOR market model - 1999 - Journal of computational finance.
Replication of Table 1 p. 16 - European Payer Swaptions.



Params example:

--size=4000






Python Numpy


Error

There are issues with the implementation.

Error when running with Bohrium:

Traceback (most recent call last):

  File "/usr/lib/python2.7/runpy.py", line 162, in _run_module_as_main

    "__main__", fname, loader, pkg_name)

  File "/usr/lib/python2.7/runpy.py", line 72, in _run_code

    exec code in run_globals

  File "/home/safl/.local/lib/python2.7/site-packages/bohrium/__main__.py", line 20, in <module>

    execfile(sys.argv[0])

  File "LMM_swaption_vec.py", line 108, in <module>

    main()

  File "LMM_swaption_vec.py", line 56, in main

    eps = np.concatenate((eps_tmp,-eps_tmp), axis = 1)

AttributeError: 'module' object has no attribute 'concatenate'







from __future__ import print_function
# Leif Andersen - A simple Approach to the pricing of Bermudan swaptions
# in the multifactor LIBOR market model - 1999 - Journal of computational finance.
# Replication of Table 1 p. 16 - European Payer Swaptions.
from benchpress import util
import numpy as np

# Various global values

delta = 0.5             # Parameter values.
f_0   = 0.06
theta = 0.06

# Start dates for a series of swaptions.
Ts_all      = [[1,2,3],[2,3,4],[5,6,7,8,9],[10,12,14,16,18]]
# End dates for a series of swaptions.
Te_all      = [4,5,10,20]
# Parameter values for a series of swaptions.
lamb_all    = [0.2,0.2,0.15,0.1]

def main(verbose=False):
    """Set verbose=true to output the computed prices."""

    # Container for the value and std for the series of swaptions.
    swaptions = np.zeros((2,1))

    # Auxiliary function.
    def mu(F):
        tmp = lamb*(delta*F[1:,:])/(1+delta*F[1:,:]) # Andreasen style
        mu = np.zeros((tmp.shape))
        mu[0,:] +=tmp[0,:]
        for i in xrange(mu.shape[0]-1):
            mu[i+1,:] = mu[i,:] + tmp[i+1,:]
        return mu


    B = util.Benchmark()
    N = B.size[0]           # Number of paths.

    B.start()

    # Range over a number of independent products
    for i in xrange(len(Te_all)):
        Te = Te_all[i]
        lamb = lamb_all[i]
        Ts = Ts_all[i]
        for ts in Ts:

            time_structure = np.arange(0,ts+delta,delta)
            maturity_structure = np.arange(0,Te,delta)

            ############### MODEL #######################

            # Variance reduction technique - Antithetic Variates.
            eps_tmp = np.random.normal(loc = 0.0, scale = 1.0, size = ((len(time_structure)-1),N))
            eps = np.concatenate((eps_tmp,-eps_tmp), axis = 1)

            # Forward LIBOR rates for the construction of the spot measure.
            F_kk = np.zeros((len(time_structure),2*N))
            F_kk[0,:] += f_0

            # Plane kxN of simulated LIBOR rates.
            F_kN = np.ones((len(maturity_structure),2*N))*f_0

            # Simulations of the plane F_kN for each time step.
            for t in xrange(1,len(time_structure),1):
                F_kN_new = np.ones((len(maturity_structure)-t,2*N))
                F_kN_new = F_kN[1:,:]*np.exp(lamb*mu(F_kN)*delta-0.5*lamb*lamb*delta+lamb*eps[t-1,:]*np.sqrt(delta))
                F_kk[t,:] = F_kN_new[0,:]
                F_kN = F_kN_new

            ############### PRODUCT #####################

            # Value of zero coupon bonds.
            zcb = np.ones((int((Te-ts)/delta)+1,2*N))
            for j in xrange(len(zcb)-1):
                zcb[j+1,:] = zcb[j,:]/(1+delta*F_kN[j,:])

            # Swaption price at maturity.
            swap_Ts = np.maximum(1-zcb[-1,:]-theta*delta*np.sum(zcb[1:,:], axis = 0),0)

            # Spot measure used for discounting.
            B_Ts = np.ones((2*N))
            for j in xrange(int(ts/delta)):
                B_Ts *= (1+delta*F_kk[j,:])

            # Swaption price at time 0.
            swaption = swap_Ts/B_Ts

            # Save expected value in bps and std.
            swaptions = np.append(swaptions,[[np.average( (swaption[0:N] + swaption[N:])/2) *10000],\
                [np.std((swaption[0:N] + swaption[N:])/2)/np.sqrt(N)*10000]], axis=1)

    B.stop()
    B.pprint()

    if verbose:     # Print values.
        k=1
        for i in xrange(len(Te_all)):
            Te = Te_all[i]
            Ts = Ts_all[i]
            for j in xrange(len(Ts)):
                print("Ts %i" %Ts[j] + " Te %i " %Te + " price %.2f" % swaptions[0,k]\
                               + "(%.2f)" %swaptions[1,k])
                k +=1

if __name__ == "__main__":
    main()
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LU-factorization, params example:

--size=1000






Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np
import bohrium.linalg as la

def main():
    B = util.Benchmark()
    N = B.size[0]

    if B.inputfn:
        a = B.load_array()
    else:
        a = B.random_array((N,N), dtype=B.dtype)

    if B.dumpinput:
        B.dump_arrays("lu", {'input': a})

    B.start()
    (l, u) = la.lu(a)
    if util.Benchmark().bohrium:
        l.copy2numpy()
        u.copy2numpy()
    B.stop()

    B.pprint()
    if B.outputfn:
        B.tofile(B.outputfn, {'res': u})

if __name__ == "__main__":
    main()
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Lulesh

Experimenting with the LULESH proxy application.


Cpp11 Bxx

//
//  LULESH Bohrium
//
//
//  Created by Steffen Karlsson, 12/05/15.
//  Copyright 2015 University of Copenhagen. All rights reserved.
//

#include <bxx/bohrium.hpp>
#include <math.h>
#include <stdio.h>
#include <stdlib.h>
#include <sys/time.h>
#include <bp_util.h>

#if defined(_OPENMP)
#include <omp.h>
#else
inline int omp_get_max_threads() { return 1; }
inline int omp_get_thread_num()  { return 0; }
inline int omp_get_num_threads() { return 1; }
#endif

using namespace bxx;

enum { VolumeError = -1, QStopError = -2 };

/* Progress */
#define LULESH_SHOW_PROGRESS 0

/* Development */
#define DEVELOPMENT 0

/* Boundary conditions */
#define XI_M        0x003
#define XI_M_SYMM   0x001
#define XI_M_FREE   0x002

#define XI_P        0x00c
#define XI_P_SYMM   0x004
#define XI_P_FREE   0x008

#define ETA_M       0x030
#define ETA_M_SYMM  0x010
#define ETA_M_FREE  0x020

#define ETA_P       0x0c0
#define ETA_P_SYMM  0x040
#define ETA_P_FREE  0x080

#define ZETA_M      0x300
#define ZETA_M_SYMM 0x100
#define ZETA_M_FREE 0x200

#define ZETA_P      0xc00
#define ZETA_P_SYMM 0x400
#define ZETA_P_FREE 0x800


/****************************************************/
/* Allow flexibility for arithmetic representations */
/****************************************************/
typedef float real4;
typedef double real8;
typedef long double real10;
typedef int Index_t;
typedef real8 Real_t;
typedef int Int_t;

inline real4  CBRT(real4  arg) { return cbrtf(arg) ; }
inline real8  CBRT(real8  arg) { return cbrt(arg) ; }
inline real10 CBRT(real10 arg) { return cbrtl(arg) ; }

inline real4  FABS(real4  arg) { return fabsf(arg); }
inline real8  FABS(real8  arg) { return fabs(arg); }
inline real10 FABS(real10 arg) { return fabsl(arg); }

inline real4  SQRT(real4  arg) { return sqrtf(arg) ; }
inline real8  SQRT(real8  arg) { return sqrt(arg) ; }
inline real10 SQRT(real10 arg) { return sqrtl(arg) ; }

Real_t Gamma[4][8];

/************************************************************/
/* Allow for flexible data layout experiments by separating */
/* array interface from underlying implementation.          */
/************************************************************/
struct Domain {

public:

    void AllocateNodalPersistent(size_t size) {
        m_x = zeros<Real_t>(size);
        m_y = zeros<Real_t>(size);
        m_z = zeros<Real_t>(size);

        m_xd = zeros<Real_t>(size);
        m_yd = zeros<Real_t>(size);
        m_zd = zeros<Real_t>(size);

        m_xdd = zeros<Real_t>(size);
        m_ydd = zeros<Real_t>(size);
        m_zdd = zeros<Real_t>(size);

        m_fx = zeros<Real_t>(size);
        m_fy = zeros<Real_t>(size);
        m_fz = zeros<Real_t>(size);

        m_nodalMass = zeros<Real_t>(size);
    }

    void AllocateElemPersistent(size_t size) {
        m_nodelist = zeros<Index_t>(8*size);

        m_lxim = zeros<Index_t>(size);
        m_lxip = zeros<Index_t>(size);
        m_letam = zeros<Index_t>(size);
        m_letap = zeros<Index_t>(size);
        m_lzetam = zeros<Index_t>(size);
        m_lzetap = zeros<Index_t>(size);

        m_elemBC = zeros<Int_t>(size);

        m_e = zeros<Real_t>(size);

        m_p = zeros<Real_t>(size);
        m_q = zeros<Real_t>(size);
        m_ql = zeros<Real_t>(size);
        m_qq = zeros<Real_t>(size);

        m_v = ones<Real_t>(size);
        m_volo = zeros<Real_t>(size);

        m_delv = zeros<Real_t>(size);
        m_vdov = zeros<Real_t>(size);

        m_arealg = zeros<Real_t>(size);

        m_ss = zeros<Real_t>(size);

        m_elemMass = zeros<Real_t>(size);
    }

    void AllocateElemTemporary(size_t size) {
        m_dxx = zeros<Real_t>(size);
        m_dyy = zeros<Real_t>(size);
        m_dzz = zeros<Real_t>(size);

        m_delv_xi = zeros<Real_t>(size);
        m_delv_eta = zeros<Real_t>(size);
        m_delv_zeta = zeros<Real_t>(size);

        m_delx_xi = zeros<Real_t>(size);
        m_delx_eta = zeros<Real_t>(size);
        m_delx_zeta = zeros<Real_t>(size);

        m_vnew = zeros<Real_t>(size);
    }

    void AllocateNodesets(size_t size) {
        m_symmX = zeros<Index_t>(size);
        m_symmY = zeros<Index_t>(size);
        m_symmZ = zeros<Index_t>(size);
    }

    void AllocateNodeElemIndexes() {
        Index_t numElem = this->numElem();
        Index_t numNode = this->numNode();

        /* set up node-centered indexing of elements */
        m_nodeElemCount = zeros<Index_t>(numNode);
        for (Index_t i=0; i<numElem; ++i) {
            for (Index_t j=0; j < 8; ++j) {
                ++m_nodeElemCount[scalar<Index_t>(m_nodelist[Index_t(8)*i+j])];
            }
        }

        m_nodeElemStart = zeros<Index_t>(numNode);
        m_nodeElemStart[0] = 0;

        for (Index_t i=1; i < numNode; ++i)
            m_nodeElemStart[i] = m_nodeElemStart[i-1]+m_nodeElemCount[i-1];

        m_nodeElemCornerList = zeros<Index_t>(scalar<Index_t>(m_nodeElemStart[numNode-1]) +
                                              scalar<Index_t>(m_nodeElemStart[numNode-1]));

        m_nodeElemCount = zeros<Index_t>(numNode);

        for (Index_t i=0; i < numElem; ++i) {
            for (Index_t j=0; j < 8; ++j) {
                Index_t m = scalar<Index_t>(m_nodelist[Index_t(8)*i+j]);
                Index_t k = i*8+j;
                Index_t offset = scalar<Index_t>(m_nodeElemStart[m])
                                 + scalar<Index_t>(m_nodeElemCount[m]);
                m_nodeElemCornerList[offset] = k;
                ++m_nodeElemCount[m];
            }
        }

        for (Index_t i=0; i < m_nodeElemCornerList.len(); ++i) {
            Index_t clv = scalar<Index_t>(m_nodeElemCornerList[i]);
            if ((clv < 0) || (clv > numElem*8)) {
                fprintf(stderr,
                        "AllocateNodeElemIndexes(): nodeElemCornerList entry out of range!\n");
                exit(1);
            }
        }
    }

    /* coordinates */
    multi_array<Real_t> m_x;
    multi_array<Real_t> m_y;
    multi_array<Real_t> m_z;

    /* velocities */
    multi_array<Real_t> m_xd;
    multi_array<Real_t> m_yd;
    multi_array<Real_t> m_zd;

    /* accelerations */
    multi_array<Real_t> m_xdd;
    multi_array<Real_t> m_ydd;
    multi_array<Real_t> m_zdd;

    /* forces */
    multi_array<Real_t> m_fx;
    multi_array<Real_t> m_fy;
    multi_array<Real_t> m_fz;

    /* mass */
    multi_array<Real_t> m_nodalMass;

    /* symmetry plane nodesets */
    multi_array<Index_t> m_symmX;
    multi_array<Index_t> m_symmY;
    multi_array<Index_t> m_symmZ;

    multi_array<Index_t> m_nodeElemCount;
    multi_array<Index_t> m_nodeElemStart;
    multi_array<Index_t> m_nodeElemCornerList;

    /* element-centered */
    multi_array<Index_t> m_nodelist;

    /* element connectivity across each face */
    multi_array<Index_t> m_lxim;
    multi_array<Index_t> m_lxip;
    multi_array<Index_t> m_letam;
    multi_array<Index_t> m_letap;
    multi_array<Index_t> m_lzetam;
    multi_array<Index_t> m_lzetap;

    /* symmetry/free-surface flags for each elem face */
    multi_array<Int_t> m_elemBC;

    /* principal strains -- temporary */
    multi_array<Real_t> m_dxx;
    multi_array<Real_t> m_dyy;
    multi_array<Real_t> m_dzz;

    /* velocity gradient -- temporary */
    multi_array<Real_t> m_delv_xi;
    multi_array<Real_t> m_delv_eta;
    multi_array<Real_t> m_delv_zeta;

    /* coordinate gradient -- temporary */
    multi_array<Real_t> m_delx_xi;
    multi_array<Real_t> m_delx_eta;
    multi_array<Real_t> m_delx_zeta;

    /* energy */
    multi_array<Real_t> m_e;

    /* pressure */
    multi_array<Real_t> m_p;
    /* q */
    multi_array<Real_t> m_q;
    /* linear term for q */
    multi_array<Real_t> m_ql;
    /* quadratic term for q */
    multi_array<Real_t> m_qq;

    /* relative volume */
    multi_array<Real_t> m_v;
    /* reference volume */
    multi_array<Real_t> m_volo;
    /* new relative volume -- temporary */
    multi_array<Real_t> m_vnew;
    /* m_vnew - m_v */
    multi_array<Real_t> m_delv;
    /* volume derivative over volume */
    multi_array<Real_t> m_vdov;

    /* characteristic length of an element */
    multi_array<Real_t> m_arealg;

    /* "sound speed" */
    multi_array<Real_t> m_ss;

    /* mass */
    multi_array<Real_t> m_elemMass;

    /* Params */
    Real_t& dtfixed()              { return m_dtfixed; }
    Real_t& time()                 { return m_time; }
    Real_t& deltatime()            { return m_deltatime; }
    Real_t& deltatimemultlb()      { return m_deltatimemultlb; }
    Real_t& deltatimemultub()      { return m_deltatimemultub; }
    Real_t& stoptime()             { return m_stoptime; }

    Real_t& u_cut()                { return m_u_cut; }
    Real_t& hgcoef()               { return m_hgcoef; }
    Real_t& qstop()                { return m_qstop; }
    Real_t& monoq_max_slope()      { return m_monoq_max_slope; }
    Real_t& monoq_limiter_mult()   { return m_monoq_limiter_mult; }
    Real_t& e_cut()                { return m_e_cut; }
    Real_t& p_cut()                { return m_p_cut; }
    Real_t& ss4o3()                { return m_ss4o3; }
    Real_t& q_cut()                { return m_q_cut; }
    Real_t& v_cut()                { return m_v_cut; }
    Real_t& qlc_monoq()            { return m_qlc_monoq; }
    Real_t& qqc_monoq()            { return m_qqc_monoq; }
    Real_t& qqc()                  { return m_qqc; }
    Real_t& eosvmax()              { return m_eosvmax; }
    Real_t& eosvmin()              { return m_eosvmin; }
    Real_t& pmin()                 { return m_pmin; }
    Real_t& emin()                 { return m_emin; }
    Real_t& dvovmax()              { return m_dvovmax; }
    Real_t& refdens()              { return m_refdens; }

    Real_t& dtcourant()            { return m_dtcourant; }
    Real_t& dthydro()              { return m_dthydro; }
    Real_t& dtmax()                { return m_dtmax; }

    Int_t&  cycle()                { return m_cycle; }

    Index_t&  sizeX()              { return m_sizeX; }
    Index_t&  sizeY()              { return m_sizeY; }
    Index_t&  sizeZ()              { return m_sizeZ; }
    Index_t&  numElem()            { return m_numElem; }
    Index_t&  numNode()            { return m_numNode; }

private:

    /* fixed time increment */
    Real_t m_dtfixed;
    /* current time */
    Real_t m_time;
    /* variable time increment */
    Real_t m_deltatime;
    Real_t m_deltatimemultlb;
    Real_t m_deltatimemultub;
    /* end time for simulation */
    Real_t m_stoptime;

    /* velocity tolerance */
    Real_t m_u_cut;
    /* hourglass control */
    Real_t m_hgcoef;
    /* excessive q indicator */
    Real_t m_qstop;
    Real_t m_monoq_max_slope;
    Real_t m_monoq_limiter_mult;
    /* energy tolerance */
    Real_t m_e_cut;
    /* pressure tolerance */
    Real_t m_p_cut;
    Real_t m_ss4o3;
    /* q tolerance */
    Real_t m_q_cut;
    /* relative volume tolerance */
    Real_t m_v_cut;
    /* linear term coef for q */
    Real_t m_qlc_monoq;
    /* quadratic term coef for q */
    Real_t m_qqc_monoq;
    Real_t m_qqc;
    Real_t m_eosvmax;
    Real_t m_eosvmin;
    /* pressure floor */
    Real_t m_pmin;
    /* energy floor */
    Real_t m_emin;
    /* maximum allowable volume change */
    Real_t m_dvovmax;
    /* reference density */
    Real_t m_refdens;

    /* courant constraint */
    Real_t m_dtcourant;
    /* volume change constraint */
    Real_t m_dthydro;
    /* maximum allowable time increment */
    Real_t m_dtmax;

    /* iteration count for simulation */
    Int_t m_cycle;

    /* X,Y,Z extent of this block */
    Index_t m_sizeX;
    Index_t m_sizeY;
    Index_t m_sizeZ;

    /* Elements/Nodes in this domain */
    Index_t m_numElem;
    Index_t m_numNode;
} domain;

template <typename T>
T *Allocate(size_t size)
{
	return static_cast<T *>(malloc(sizeof(T)*size)) ;
}

template <typename T>
void Release(T **ptr)
{
	if (*ptr != NULL) {
		free(*ptr) ;
		*ptr = NULL ;
	}
}

static inline
Real_t CalcElemVolume(const Real_t x0, const Real_t x1,
                      const Real_t x2, const Real_t x3,
                      const Real_t x4, const Real_t x5,
                      const Real_t x6, const Real_t x7,
                      const Real_t y0, const Real_t y1,
                      const Real_t y2, const Real_t y3,
                      const Real_t y4, const Real_t y5,
                      const Real_t y6, const Real_t y7,
                      const Real_t z0, const Real_t z1,
                      const Real_t z2, const Real_t z3,
                      const Real_t z4, const Real_t z5,
                      const Real_t z6, const Real_t z7) {
    Real_t twelveth = Real_t(1.0)/Real_t(12.0);

    Real_t dx61 = x6 - x1;
    Real_t dy61 = y6 - y1;
    Real_t dz61 = z6 - z1;

    Real_t dx70 = x7 - x0;
    Real_t dy70 = y7 - y0;
    Real_t dz70 = z7 - z0;

    Real_t dx63 = x6 - x3;
    Real_t dy63 = y6 - y3;
    Real_t dz63 = z6 - z3;

    Real_t dx20 = x2 - x0;
    Real_t dy20 = y2 - y0;
    Real_t dz20 = z2 - z0;

    Real_t dx50 = x5 - x0;
    Real_t dy50 = y5 - y0;
    Real_t dz50 = z5 - z0;

    Real_t dx64 = x6 - x4;
    Real_t dy64 = y6 - y4;
    Real_t dz64 = z6 - z4;

    Real_t dx31 = x3 - x1;
    Real_t dy31 = y3 - y1;
    Real_t dz31 = z3 - z1;

    Real_t dx72 = x7 - x2;
    Real_t dy72 = y7 - y2;
    Real_t dz72 = z7 - z2;

    Real_t dx43 = x4 - x3;
    Real_t dy43 = y4 - y3;
    Real_t dz43 = z4 - z3;

    Real_t dx57 = x5 - x7;
    Real_t dy57 = y5 - y7;
    Real_t dz57 = z5 - z7;

    Real_t dx14 = x1 - x4;
    Real_t dy14 = y1 - y4;
    Real_t dz14 = z1 - z4;

    Real_t dx25 = x2 - x5;
    Real_t dy25 = y2 - y5;
    Real_t dz25 = z2 - z5;

#define TRIPLE_PRODUCT(x1, y1, z1, x2, y2, z2, x3, y3, z3) \
((x1)*((y2)*(z3) - (z2)*(y3)) + (x2)*((z1)*(y3) - (y1)*(z3)) + (x3)*((y1)*(z2) - (z1)*(y2)))

    Real_t volume =
    TRIPLE_PRODUCT(dx31 + dx72, dx63, dx20,
                   dy31 + dy72, dy63, dy20,
                   dz31 + dz72, dz63, dz20) +
    TRIPLE_PRODUCT(dx43 + dx57, dx64, dx70,
                   dy43 + dy57, dy64, dy70,
                   dz43 + dz57, dz64, dz70) +
    TRIPLE_PRODUCT(dx14 + dx25, dx61, dx50,
                   dy14 + dy25, dy61, dy50,
                   dz14 + dz25, dz61, dz50);
#undef TRIPLE_PRODUCT

    volume *= twelveth;
    return volume;
}

static inline
Real_t CalcElemVolume(const Real_t x[8], const Real_t y[8], const Real_t z[8])
{
    return CalcElemVolume(x[0], x[1], x[2], x[3], x[4], x[5], x[6], x[7],
                          y[0], y[1], y[2], y[3], y[4], y[5], y[6], y[7],
                          z[0], z[1], z[2], z[3], z[4], z[5], z[6], z[7]);
}

static inline
void CalcPositionForNodes(const Real_t dt) {
    domain.m_x += domain.m_xd * dt;
    domain.m_y += domain.m_yd * dt;
    domain.m_z += domain.m_zd * dt;
}

static inline
void CalcVelocityForNodes(const Real_t dt, const Real_t u_cut) {
    domain.m_xd(domain.m_xd + domain.m_xdd * dt);
    domain.m_xd(as<Real_t>(abs(domain.m_xd) >= u_cut)*domain.m_xd);

    domain.m_yd(domain.m_yd + domain.m_ydd * dt);
    domain.m_yd(as<Real_t>(abs(domain.m_yd) >= u_cut)*domain.m_yd);

    domain.m_zd(domain.m_zd + domain.m_zdd * dt);
    domain.m_zd(as<Real_t>(abs(domain.m_zd) >= u_cut)*domain.m_zd);
}

static inline
void ApplyAccelerationBoundaryConditionsForNodes() {
    scatter(domain.m_xdd, zeros<Real_t>(domain.m_symmX.len()), as<uint64_t>(domain.m_symmX));
    scatter(domain.m_ydd, zeros<Real_t>(domain.m_symmY.len()), as<uint64_t>(domain.m_symmY));
    scatter(domain.m_zdd, zeros<Real_t>(domain.m_symmZ.len()), as<uint64_t>(domain.m_symmZ));
}

static inline
void CalcAccelerationForNodes() {
    domain.m_xdd(domain.m_fx / domain.m_nodalMass);
    domain.m_ydd(domain.m_fy / domain.m_nodalMass);
    domain.m_zdd(domain.m_fz / domain.m_nodalMass);
}

static inline
Real_t CalcElemShapeFunctionDerivatives(const Real_t* const x,
									    const Real_t* const y,
									    const Real_t* const z,
									    Real_t b[][8]) {
    const Real_t x0 = x[0] ;   const Real_t x1 = x[1] ;
	const Real_t x2 = x[2] ;   const Real_t x3 = x[3] ;
	const Real_t x4 = x[4] ;   const Real_t x5 = x[5] ;
	const Real_t x6 = x[6] ;   const Real_t x7 = x[7] ;

	const Real_t y0 = y[0] ;   const Real_t y1 = y[1] ;
	const Real_t y2 = y[2] ;   const Real_t y3 = y[3] ;
	const Real_t y4 = y[4] ;   const Real_t y5 = y[5] ;
	const Real_t y6 = y[6] ;   const Real_t y7 = y[7] ;

	const Real_t z0 = z[0] ;   const Real_t z1 = z[1] ;
	const Real_t z2 = z[2] ;   const Real_t z3 = z[3] ;
	const Real_t z4 = z[4] ;   const Real_t z5 = z[5] ;
	const Real_t z6 = z[6] ;   const Real_t z7 = z[7] ;

	Real_t fjxxi, fjxet, fjxze;
	Real_t fjyxi, fjyet, fjyze;
	Real_t fjzxi, fjzet, fjzze;
	Real_t cjxxi, cjxet, cjxze;
	Real_t cjyxi, cjyet, cjyze;
	Real_t cjzxi, cjzet, cjzze;

	fjxxi = .125 * ( (x6-x0) + (x5-x3) - (x7-x1) - (x4-x2) );
	fjxet = .125 * ( (x6-x0) - (x5-x3) + (x7-x1) - (x4-x2) );
	fjxze = .125 * ( (x6-x0) + (x5-x3) + (x7-x1) + (x4-x2) );

	fjyxi = .125 * ( (y6-y0) + (y5-y3) - (y7-y1) - (y4-y2) );
	fjyet = .125 * ( (y6-y0) - (y5-y3) + (y7-y1) - (y4-y2) );
	fjyze = .125 * ( (y6-y0) + (y5-y3) + (y7-y1) + (y4-y2) );

	fjzxi = .125 * ( (z6-z0) + (z5-z3) - (z7-z1) - (z4-z2) );
	fjzet = .125 * ( (z6-z0) - (z5-z3) + (z7-z1) - (z4-z2) );
	fjzze = .125 * ( (z6-z0) + (z5-z3) + (z7-z1) + (z4-z2) );

	/* compute cofactors */
	cjxxi =    (fjyet * fjzze) - (fjzet * fjyze);
	cjxet =  - (fjyxi * fjzze) + (fjzxi * fjyze);
	cjxze =    (fjyxi * fjzet) - (fjzxi * fjyet);

	cjyxi =  - (fjxet * fjzze) + (fjzet * fjxze);
	cjyet =    (fjxxi * fjzze) - (fjzxi * fjxze);
	cjyze =  - (fjxxi * fjzet) + (fjzxi * fjxet);

	cjzxi =    (fjxet * fjyze) - (fjyet * fjxze);
	cjzet =  - (fjxxi * fjyze) + (fjyxi * fjxze);
	cjzze =    (fjxxi * fjyet) - (fjyxi * fjxet);

	/* calculate partials :
     this need only be done for l = 0,1,2,3   since , by symmetry ,
     (6,7,4,5) = - (0,1,2,3) .
	 */
	b[0][0] =   -  cjxxi  -  cjxet  -  cjxze;
	b[0][1] =      cjxxi  -  cjxet  -  cjxze;
	b[0][2] =      cjxxi  +  cjxet  -  cjxze;
	b[0][3] =   -  cjxxi  +  cjxet  -  cjxze;
	b[0][4] = -b[0][2];
	b[0][5] = -b[0][3];
	b[0][6] = -b[0][0];
	b[0][7] = -b[0][1];

	b[1][0] =   -  cjyxi  -  cjyet  -  cjyze;
	b[1][1] =      cjyxi  -  cjyet  -  cjyze;
	b[1][2] =      cjyxi  +  cjyet  -  cjyze;
	b[1][3] =   -  cjyxi  +  cjyet  -  cjyze;
	b[1][4] = -b[1][2];
	b[1][5] = -b[1][3];
	b[1][6] = -b[1][0];
	b[1][7] = -b[1][1];

	b[2][0] =   -  cjzxi  -  cjzet  -  cjzze;
	b[2][1] =      cjzxi  -  cjzet  -  cjzze;
	b[2][2] =      cjzxi  +  cjzet  -  cjzze;
	b[2][3] =   -  cjzxi  +  cjzet  -  cjzze;
	b[2][4] = -b[2][2];
	b[2][5] = -b[2][3];
	b[2][6] = -b[2][0];
	b[2][7] = -b[2][1];

	/* calculate jacobian determinant (volume) */
	return Real_t(8.) * ( fjxet * cjxet + fjyet * cjyet + fjzet * cjzet);
}

static inline
void SumElemFaceNormal(Real_t *normalX0, Real_t *normalY0, Real_t *normalZ0,
                       Real_t *normalX1, Real_t *normalY1, Real_t *normalZ1,
                       Real_t *normalX2, Real_t *normalY2, Real_t *normalZ2,
                       Real_t *normalX3, Real_t *normalY3, Real_t *normalZ3,
                       const Real_t x0, const Real_t y0, const Real_t z0,
                       const Real_t x1, const Real_t y1, const Real_t z1,
                       const Real_t x2, const Real_t y2, const Real_t z2,
                       const Real_t x3, const Real_t y3, const Real_t z3) {
	Real_t bisectX0 = Real_t(0.5) * (x3 + x2 - x1 - x0);
	Real_t bisectY0 = Real_t(0.5) * (y3 + y2 - y1 - y0);
	Real_t bisectZ0 = Real_t(0.5) * (z3 + z2 - z1 - z0);
	Real_t bisectX1 = Real_t(0.5) * (x2 + x1 - x3 - x0);
	Real_t bisectY1 = Real_t(0.5) * (y2 + y1 - y3 - y0);
	Real_t bisectZ1 = Real_t(0.5) * (z2 + z1 - z3 - z0);
	Real_t areaX = Real_t(0.25) * (bisectY0 * bisectZ1 - bisectZ0 * bisectY1);
	Real_t areaY = Real_t(0.25) * (bisectZ0 * bisectX1 - bisectX0 * bisectZ1);
	Real_t areaZ = Real_t(0.25) * (bisectX0 * bisectY1 - bisectY0 * bisectX1);

	*normalX0 += areaX;
	*normalX1 += areaX;
	*normalX2 += areaX;
	*normalX3 += areaX;

	*normalY0 += areaY;
	*normalY1 += areaY;
	*normalY2 += areaY;
	*normalY3 += areaY;

	*normalZ0 += areaZ;
	*normalZ1 += areaZ;
	*normalZ2 += areaZ;
	*normalZ3 += areaZ;
}

static inline
void CalcElemNodeNormals(Real_t pfx[8],
                         Real_t pfy[8],
                         Real_t pfz[8],
                         const Real_t x[8],
                         const Real_t y[8],
                         const Real_t z[8]) {
	for (Index_t i = 0 ; i < 8 ; ++i) {
		pfx[i] = Real_t(0.0);
		pfy[i] = Real_t(0.0);
		pfz[i] = Real_t(0.0);
	}
	/* evaluate face one: nodes 0, 1, 2, 3 */
	SumElemFaceNormal(&pfx[0], &pfy[0], &pfz[0],
					  &pfx[1], &pfy[1], &pfz[1],
					  &pfx[2], &pfy[2], &pfz[2],
					  &pfx[3], &pfy[3], &pfz[3],
					  x[0], y[0], z[0], x[1], y[1], z[1],
					  x[2], y[2], z[2], x[3], y[3], z[3]);
	/* evaluate face two: nodes 0, 4, 5, 1 */
	SumElemFaceNormal(&pfx[0], &pfy[0], &pfz[0],
					  &pfx[4], &pfy[4], &pfz[4],
					  &pfx[5], &pfy[5], &pfz[5],
					  &pfx[1], &pfy[1], &pfz[1],
					  x[0], y[0], z[0], x[4], y[4], z[4],
					  x[5], y[5], z[5], x[1], y[1], z[1]);
	/* evaluate face three: nodes 1, 5, 6, 2 */
	SumElemFaceNormal(&pfx[1], &pfy[1], &pfz[1],
					  &pfx[5], &pfy[5], &pfz[5],
					  &pfx[6], &pfy[6], &pfz[6],
					  &pfx[2], &pfy[2], &pfz[2],
					  x[1], y[1], z[1], x[5], y[5], z[5],
					  x[6], y[6], z[6], x[2], y[2], z[2]);
	/* evaluate face four: nodes 2, 6, 7, 3 */
	SumElemFaceNormal(&pfx[2], &pfy[2], &pfz[2],
					  &pfx[6], &pfy[6], &pfz[6],
					  &pfx[7], &pfy[7], &pfz[7],
					  &pfx[3], &pfy[3], &pfz[3],
					  x[2], y[2], z[2], x[6], y[6], z[6],
					  x[7], y[7], z[7], x[3], y[3], z[3]);
	/* evaluate face five: nodes 3, 7, 4, 0 */
	SumElemFaceNormal(&pfx[3], &pfy[3], &pfz[3],
					  &pfx[7], &pfy[7], &pfz[7],
					  &pfx[4], &pfy[4], &pfz[4],
					  &pfx[0], &pfy[0], &pfz[0],
					  x[3], y[3], z[3], x[7], y[7], z[7],
					  x[4], y[4], z[4], x[0], y[0], z[0]);
	/* evaluate face six: nodes 4, 7, 6, 5 */
	SumElemFaceNormal(&pfx[4], &pfy[4], &pfz[4],
					  &pfx[7], &pfy[7], &pfz[7],
					  &pfx[6], &pfy[6], &pfz[6],
					  &pfx[5], &pfy[5], &pfz[5],
					  x[4], y[4], z[4], x[7], y[7], z[7],
					  x[6], y[6], z[6], x[5], y[5], z[5]);
}

static inline
void IntegrateStressForElems(Index_t *nodelist,
                             Real_t *x, Real_t *y, Real_t *z,
                             Real_t *determ, Index_t *nodeElemCount,
                             Index_t *nodeElemStart, Index_t *nodeElemCornerList,
                             Real_t *lfx, Real_t *lfy, Real_t *lfz,
                             Index_t numElem) {
    Index_t numElem8 = numElem * 8 ;
    Real_t *fx_elem = Allocate<Real_t>(numElem8) ;
    Real_t *fy_elem = Allocate<Real_t>(numElem8) ;
    Real_t *fz_elem = Allocate<Real_t>(numElem8) ;

    Real_t *p = domain.m_p.data_export();
    Real_t *q = domain.m_q.data_export();

#pragma omp parallel for firstprivate(numElem)
    for(Index_t k=0 ; k<numElem ; ++k) {
        Real_t B[3][8];
        Real_t x_local[8];
        Real_t y_local[8];
        Real_t z_local[8];

        Index_t elemNode = Index_t(8)*k;
        for( Index_t lnode=0 ; lnode<8 ; ++lnode ) {
            Index_t gnode = nodelist[elemNode+lnode];
            x_local[lnode] = x[gnode];
			y_local[lnode] = y[gnode];
			z_local[lnode] = z[gnode];
		}
        determ[k] = CalcElemShapeFunctionDerivatives(x_local, y_local, z_local, B);

        CalcElemNodeNormals(B[0], B[1], B[2], x_local, y_local, z_local);

        // InitStressTermsForElems
        Real_t stress_xx, stress_yy, stress_zz;
        stress_xx = stress_yy = stress_zz = - p[k] - q[k];

        //SumElemStressesToNodeForces
        Index_t k8 = k*8;
        fx_elem[k8+0]    = -( stress_xx * B[0][0] );
        fx_elem[k8+1] = -( stress_xx * B[0][1] );
    	fx_elem[k8+2] = -( stress_xx * B[0][2] );
    	fx_elem[k8+3] = -( stress_xx * B[0][3] );
    	fx_elem[k8+4] = -( stress_xx * B[0][4] );
    	fx_elem[k8+5] = -( stress_xx * B[0][5] );
    	fx_elem[k8+6] = -( stress_xx * B[0][6] );
    	fx_elem[k8+7] = -( stress_xx * B[0][7] );

    	fy_elem[k8+0] = -( stress_yy * B[1][0] );
    	fy_elem[k8+1] = -( stress_yy * B[1][1] );
    	fy_elem[k8+2] = -( stress_yy * B[1][2] );
    	fy_elem[k8+3] = -( stress_yy * B[1][3] );
    	fy_elem[k8+4] = -( stress_yy * B[1][4] );
    	fy_elem[k8+5] = -( stress_yy * B[1][5] );
    	fy_elem[k8+6] = -( stress_yy * B[1][6] );
    	fy_elem[k8+7] = -( stress_yy * B[1][7] );

    	fz_elem[k8+0] = -( stress_zz * B[2][0] );
    	fz_elem[k8+1] = -( stress_zz * B[2][1] );
    	fz_elem[k8+2] = -( stress_zz * B[2][2] );
    	fz_elem[k8+3] = -( stress_zz * B[2][3] );
    	fz_elem[k8+4] = -( stress_zz * B[2][4] );
    	fz_elem[k8+5] = -( stress_zz * B[2][5] );
    	fz_elem[k8+6] = -( stress_zz * B[2][6] );
    	fz_elem[k8+7] = -( stress_zz * B[2][7] );
    }

    Index_t numNode = domain.numNode() ;

#pragma omp parallel for firstprivate(numNode)
    for(Index_t gnode=0 ; gnode<numNode ; ++gnode) {
        Index_t count = nodeElemCount[gnode];
        Index_t start = nodeElemStart[gnode];
        Real_t fx = Real_t(0.0);
        Real_t fy = Real_t(0.0);
        Real_t fz = Real_t(0.0);
        for (Index_t i=0 ; i < count ; ++i) {
            Index_t elem = nodeElemCornerList[start+i];
            fx += fx_elem[elem];
            fy += fy_elem[elem];
            fz += fz_elem[elem];
        }
        lfx[gnode] = fx;
        lfy[gnode] = fy;
        lfz[gnode] = fz;
    }
    Release(&fz_elem);
	Release(&fy_elem);
	Release(&fx_elem);
}

static inline
void CollectDomainNodesToElemNodes(Index_t *nodelist, Index_t i,
                                   Real_t *x, Real_t *y, Real_t *z,
                                   Real_t elemX[8],
                                   Real_t elemY[8],
                                   Real_t elemZ[8]) {
    Index_t nd0i = nodelist[Index_t(8)*i+0];
    Index_t nd1i = nodelist[Index_t(8)*i+1];
    Index_t nd2i = nodelist[Index_t(8)*i+2];
    Index_t nd3i = nodelist[Index_t(8)*i+3];
    Index_t nd4i = nodelist[Index_t(8)*i+4];
    Index_t nd5i = nodelist[Index_t(8)*i+5];
    Index_t nd6i = nodelist[Index_t(8)*i+6];
    Index_t nd7i = nodelist[Index_t(8)*i+7];

    elemX[0] = x[nd0i];
    elemX[1] = x[nd1i];
    elemX[2] = x[nd2i];
    elemX[3] = x[nd3i];
    elemX[4] = x[nd4i];
    elemX[5] = x[nd5i];
    elemX[6] = x[nd6i];
    elemX[7] = x[nd7i];

    elemY[0] = y[nd0i];
    elemY[1] = y[nd1i];
    elemY[2] = y[nd2i];
    elemY[3] = y[nd3i];
    elemY[4] = y[nd4i];
    elemY[5] = y[nd5i];
    elemY[6] = y[nd6i];
    elemY[7] = y[nd7i];

    elemZ[0] = z[nd0i];
    elemZ[1] = z[nd1i];
    elemZ[2] = z[nd2i];
    elemZ[3] = z[nd3i];
    elemZ[4] = z[nd4i];
    elemZ[5] = z[nd5i];
    elemZ[6] = z[nd6i];
    elemZ[7] = z[nd7i];
}

static inline
void CalcElemFBHourglassForce(Real_t *xd, Real_t *yd, Real_t *zd,  Real_t *hourgam0,
                              Real_t *hourgam1, Real_t *hourgam2, Real_t *hourgam3,
                              Real_t *hourgam4, Real_t *hourgam5, Real_t *hourgam6,
                              Real_t *hourgam7, Real_t coefficient,
                              Real_t *hgfx, Real_t *hgfy, Real_t *hgfz ) {
	Index_t i00=0;
	Index_t i01=1;
	Index_t i02=2;
	Index_t i03=3;

	Real_t h00 =
	hourgam0[i00] * xd[0] + hourgam1[i00] * xd[1] +
	hourgam2[i00] * xd[2] + hourgam3[i00] * xd[3] +
	hourgam4[i00] * xd[4] + hourgam5[i00] * xd[5] +
	hourgam6[i00] * xd[6] + hourgam7[i00] * xd[7];

	Real_t h01 =
	hourgam0[i01] * xd[0] + hourgam1[i01] * xd[1] +
	hourgam2[i01] * xd[2] + hourgam3[i01] * xd[3] +
	hourgam4[i01] * xd[4] + hourgam5[i01] * xd[5] +
	hourgam6[i01] * xd[6] + hourgam7[i01] * xd[7];

	Real_t h02 =
	hourgam0[i02] * xd[0] + hourgam1[i02] * xd[1]+
	hourgam2[i02] * xd[2] + hourgam3[i02] * xd[3]+
	hourgam4[i02] * xd[4] + hourgam5[i02] * xd[5]+
	hourgam6[i02] * xd[6] + hourgam7[i02] * xd[7];

	Real_t h03 =
	hourgam0[i03] * xd[0] + hourgam1[i03] * xd[1] +
	hourgam2[i03] * xd[2] + hourgam3[i03] * xd[3] +
	hourgam4[i03] * xd[4] + hourgam5[i03] * xd[5] +
	hourgam6[i03] * xd[6] + hourgam7[i03] * xd[7];

	hgfx[0] = coefficient *
	(hourgam0[i00] * h00 + hourgam0[i01] * h01 +
	 hourgam0[i02] * h02 + hourgam0[i03] * h03);

	hgfx[1] = coefficient *
	(hourgam1[i00] * h00 + hourgam1[i01] * h01 +
	 hourgam1[i02] * h02 + hourgam1[i03] * h03);

	hgfx[2] = coefficient *
	(hourgam2[i00] * h00 + hourgam2[i01] * h01 +
	 hourgam2[i02] * h02 + hourgam2[i03] * h03);

	hgfx[3] = coefficient *
	(hourgam3[i00] * h00 + hourgam3[i01] * h01 +
	 hourgam3[i02] * h02 + hourgam3[i03] * h03);

	hgfx[4] = coefficient *
	(hourgam4[i00] * h00 + hourgam4[i01] * h01 +
	 hourgam4[i02] * h02 + hourgam4[i03] * h03);

	hgfx[5] = coefficient *
	(hourgam5[i00] * h00 + hourgam5[i01] * h01 +
	 hourgam5[i02] * h02 + hourgam5[i03] * h03);

	hgfx[6] = coefficient *
	(hourgam6[i00] * h00 + hourgam6[i01] * h01 +
	 hourgam6[i02] * h02 + hourgam6[i03] * h03);

	hgfx[7] = coefficient *
	(hourgam7[i00] * h00 + hourgam7[i01] * h01 +
	 hourgam7[i02] * h02 + hourgam7[i03] * h03);

	h00 =
	hourgam0[i00] * yd[0] + hourgam1[i00] * yd[1] +
	hourgam2[i00] * yd[2] + hourgam3[i00] * yd[3] +
	hourgam4[i00] * yd[4] + hourgam5[i00] * yd[5] +
	hourgam6[i00] * yd[6] + hourgam7[i00] * yd[7];

	h01 =
	hourgam0[i01] * yd[0] + hourgam1[i01] * yd[1] +
	hourgam2[i01] * yd[2] + hourgam3[i01] * yd[3] +
	hourgam4[i01] * yd[4] + hourgam5[i01] * yd[5] +
	hourgam6[i01] * yd[6] + hourgam7[i01] * yd[7];

	h02 =
	hourgam0[i02] * yd[0] + hourgam1[i02] * yd[1]+
	hourgam2[i02] * yd[2] + hourgam3[i02] * yd[3]+
	hourgam4[i02] * yd[4] + hourgam5[i02] * yd[5]+
	hourgam6[i02] * yd[6] + hourgam7[i02] * yd[7];

	h03 =
	hourgam0[i03] * yd[0] + hourgam1[i03] * yd[1] +
	hourgam2[i03] * yd[2] + hourgam3[i03] * yd[3] +
	hourgam4[i03] * yd[4] + hourgam5[i03] * yd[5] +
	hourgam6[i03] * yd[6] + hourgam7[i03] * yd[7];


	hgfy[0] = coefficient *
	(hourgam0[i00] * h00 + hourgam0[i01] * h01 +
	 hourgam0[i02] * h02 + hourgam0[i03] * h03);

	hgfy[1] = coefficient *
	(hourgam1[i00] * h00 + hourgam1[i01] * h01 +
	 hourgam1[i02] * h02 + hourgam1[i03] * h03);

	hgfy[2] = coefficient *
	(hourgam2[i00] * h00 + hourgam2[i01] * h01 +
	 hourgam2[i02] * h02 + hourgam2[i03] * h03);

	hgfy[3] = coefficient *
	(hourgam3[i00] * h00 + hourgam3[i01] * h01 +
	 hourgam3[i02] * h02 + hourgam3[i03] * h03);

	hgfy[4] = coefficient *
	(hourgam4[i00] * h00 + hourgam4[i01] * h01 +
	 hourgam4[i02] * h02 + hourgam4[i03] * h03);

	hgfy[5] = coefficient *
	(hourgam5[i00] * h00 + hourgam5[i01] * h01 +
	 hourgam5[i02] * h02 + hourgam5[i03] * h03);

	hgfy[6] = coefficient *
	(hourgam6[i00] * h00 + hourgam6[i01] * h01 +
	 hourgam6[i02] * h02 + hourgam6[i03] * h03);

	hgfy[7] = coefficient *
	(hourgam7[i00] * h00 + hourgam7[i01] * h01 +
	 hourgam7[i02] * h02 + hourgam7[i03] * h03);

	h00 =
	hourgam0[i00] * zd[0] + hourgam1[i00] * zd[1] +
	hourgam2[i00] * zd[2] + hourgam3[i00] * zd[3] +
	hourgam4[i00] * zd[4] + hourgam5[i00] * zd[5] +
	hourgam6[i00] * zd[6] + hourgam7[i00] * zd[7];

	h01 =
	hourgam0[i01] * zd[0] + hourgam1[i01] * zd[1] +
	hourgam2[i01] * zd[2] + hourgam3[i01] * zd[3] +
	hourgam4[i01] * zd[4] + hourgam5[i01] * zd[5] +
	hourgam6[i01] * zd[6] + hourgam7[i01] * zd[7];

	h02 =
	hourgam0[i02] * zd[0] + hourgam1[i02] * zd[1]+
	hourgam2[i02] * zd[2] + hourgam3[i02] * zd[3]+
	hourgam4[i02] * zd[4] + hourgam5[i02] * zd[5]+
	hourgam6[i02] * zd[6] + hourgam7[i02] * zd[7];

	h03 =
	hourgam0[i03] * zd[0] + hourgam1[i03] * zd[1] +
	hourgam2[i03] * zd[2] + hourgam3[i03] * zd[3] +
	hourgam4[i03] * zd[4] + hourgam5[i03] * zd[5] +
	hourgam6[i03] * zd[6] + hourgam7[i03] * zd[7];


	hgfz[0] = coefficient *
	(hourgam0[i00] * h00 + hourgam0[i01] * h01 +
	 hourgam0[i02] * h02 + hourgam0[i03] * h03);

	hgfz[1] = coefficient *
	(hourgam1[i00] * h00 + hourgam1[i01] * h01 +
	 hourgam1[i02] * h02 + hourgam1[i03] * h03);

	hgfz[2] = coefficient *
	(hourgam2[i00] * h00 + hourgam2[i01] * h01 +
	 hourgam2[i02] * h02 + hourgam2[i03] * h03);

	hgfz[3] = coefficient *
	(hourgam3[i00] * h00 + hourgam3[i01] * h01 +
	 hourgam3[i02] * h02 + hourgam3[i03] * h03);

	hgfz[4] = coefficient *
	(hourgam4[i00] * h00 + hourgam4[i01] * h01 +
	 hourgam4[i02] * h02 + hourgam4[i03] * h03);

	hgfz[5] = coefficient *
	(hourgam5[i00] * h00 + hourgam5[i01] * h01 +
	 hourgam5[i02] * h02 + hourgam5[i03] * h03);

	hgfz[6] = coefficient *
	(hourgam6[i00] * h00 + hourgam6[i01] * h01 +
	 hourgam6[i02] * h02 + hourgam6[i03] * h03);

	hgfz[7] = coefficient *
	(hourgam7[i00] * h00 + hourgam7[i01] * h01 +
	 hourgam7[i02] * h02 + hourgam7[i03] * h03);
}

static inline
void CalcFBHourglassForceForElems(Index_t *nodelist, Real_t *determ, Index_t *nodeElemCount,
                                  Index_t *nodeElemStart, Index_t *nodeElemCornerList,
                                  Real_t *lfx, Real_t *lfy, Real_t *lfz,
								  Real_t *x8n, Real_t *y8n, Real_t *z8n,
								  Real_t *dvdx, Real_t *dvdy, Real_t *dvdz,
								  Real_t hourg) {
    Index_t numElem = domain.numElem();
    Index_t numElem8 = numElem * 8;
    Real_t *fx_elem = Allocate<Real_t>(numElem8) ;
	Real_t *fy_elem = Allocate<Real_t>(numElem8) ;
	Real_t *fz_elem = Allocate<Real_t>(numElem8) ;

    /*************************************************/
    /*    compute the hourglass modes */

    Real_t *lss = domain.m_ss.data_export();
    Real_t *elemMass = domain.m_elemMass.data_export();
    Real_t *xd = domain.m_xd.data_export();
    Real_t *yd = domain.m_yd.data_export();
    Real_t *zd = domain.m_zd.data_export();

#pragma omp parallel for firstprivate(numElem, hourg)
    for(Index_t i2=0; i2<numElem; ++i2) {
        Real_t *fx_local, *fy_local, *fz_local;

        Real_t hgfx[8], hgfy[8], hgfz[8];
        Real_t hourgam0[4], hourgam1[4], hourgam2[4], hourgam3[4];
        Real_t hourgam4[4], hourgam5[4], hourgam6[4], hourgam7[4];
        Real_t xd1[8], yd1[8], zd1[8];

        Index_t i3=8*i2;
        Real_t coefficient;
        Real_t volinv=Real_t(1.0)/determ[i2];

        for(Index_t i1=0;i1<4;++i1) {
            Real_t hourmodx =
            x8n[i3] * Gamma[i1][0] + x8n[i3+1] * Gamma[i1][1] +
            x8n[i3+2] * Gamma[i1][2] + x8n[i3+3] * Gamma[i1][3] +
            x8n[i3+4] * Gamma[i1][4] + x8n[i3+5] * Gamma[i1][5] +
            x8n[i3+6] * Gamma[i1][6] + x8n[i3+7] * Gamma[i1][7];

            Real_t hourmody =
            y8n[i3] * Gamma[i1][0] + y8n[i3+1] * Gamma[i1][1] +
            y8n[i3+2] * Gamma[i1][2] + y8n[i3+3] * Gamma[i1][3] +
            y8n[i3+4] * Gamma[i1][4] + y8n[i3+5] * Gamma[i1][5] +
            y8n[i3+6] * Gamma[i1][6] + y8n[i3+7] * Gamma[i1][7];

            Real_t hourmodz =
            z8n[i3] * Gamma[i1][0] + z8n[i3+1] * Gamma[i1][1] +
            z8n[i3+2] * Gamma[i1][2] + z8n[i3+3] * Gamma[i1][3] +
            z8n[i3+4] * Gamma[i1][4] + z8n[i3+5] * Gamma[i1][5] +
            z8n[i3+6] * Gamma[i1][6] + z8n[i3+7] * Gamma[i1][7];

            hourgam0[i1] = Gamma[i1][0] -  volinv*(dvdx[i3  ] * hourmodx +
                                                   dvdy[i3  ] * hourmody +
                                                   dvdz[i3  ] * hourmodz );

            hourgam1[i1] = Gamma[i1][1] -  volinv*(dvdx[i3+1] * hourmodx +
                                                   dvdy[i3+1] * hourmody +
                                                   dvdz[i3+1] * hourmodz );

            hourgam2[i1] = Gamma[i1][2] -  volinv*(dvdx[i3+2] * hourmodx +
                                                   dvdy[i3+2] * hourmody +
                                                   dvdz[i3+2] * hourmodz );

            hourgam3[i1] = Gamma[i1][3] -  volinv*(dvdx[i3+3] * hourmodx +
                                                   dvdy[i3+3] * hourmody +
                                                   dvdz[i3+3] * hourmodz );

            hourgam4[i1] = Gamma[i1][4] -  volinv*(dvdx[i3+4] * hourmodx +
                                                   dvdy[i3+4] * hourmody +
                                                   dvdz[i3+4] * hourmodz );

            hourgam5[i1] = Gamma[i1][5] -  volinv*(dvdx[i3+5] * hourmodx +
                                                   dvdy[i3+5] * hourmody +
                                                   dvdz[i3+5] * hourmodz );

            hourgam6[i1] = Gamma[i1][6] -  volinv*(dvdx[i3+6] * hourmodx +
                                                   dvdy[i3+6] * hourmody +
                                                   dvdz[i3+6] * hourmodz );

            hourgam7[i1] = Gamma[i1][7] -  volinv*(dvdx[i3+7] * hourmodx +
                                                   dvdy[i3+7] * hourmody +
                                                   dvdz[i3+7] * hourmodz );

        }

        /* compute forces */
        /* store forces into h arrays (force arrays) */
        Index_t n0si2 = nodelist[Index_t(8)*i2+0];
        Index_t n1si2 = nodelist[Index_t(8)*i2+1];
        Index_t n2si2 = nodelist[Index_t(8)*i2+2];
        Index_t n3si2 = nodelist[Index_t(8)*i2+3];
        Index_t n4si2 = nodelist[Index_t(8)*i2+4];
        Index_t n5si2 = nodelist[Index_t(8)*i2+5];
        Index_t n6si2 = nodelist[Index_t(8)*i2+6];
        Index_t n7si2 = nodelist[Index_t(8)*i2+7];

        xd1[0] = xd[n0si2];
        xd1[1] = xd[n1si2];
        xd1[2] = xd[n2si2];
        xd1[3] = xd[n3si2];
        xd1[4] = xd[n4si2];
        xd1[5] = xd[n5si2];
        xd1[6] = xd[n6si2];
        xd1[7] = xd[n7si2];

        yd1[0] = yd[n0si2];
        yd1[1] = yd[n1si2];
        yd1[2] = yd[n2si2];
        yd1[3] = yd[n3si2];
        yd1[4] = yd[n4si2];
        yd1[5] = yd[n5si2];
        yd1[6] = yd[n6si2];
        yd1[7] = yd[n7si2];

        zd1[0] = zd[n0si2];
        zd1[1] = zd[n1si2];
        zd1[2] = zd[n2si2];
        zd1[3] = zd[n3si2];
        zd1[4] = zd[n4si2];
        zd1[5] = zd[n5si2];
        zd1[6] = zd[n6si2];
        zd1[7] = zd[n7si2];

        coefficient = - hourg * Real_t(0.01) * lss[i2] * elemMass[i2] / CBRT(determ[i2]);

        CalcElemFBHourglassForce(xd1,yd1,zd1,
                                 hourgam0,hourgam1,hourgam2,hourgam3,
                                 hourgam4,hourgam5,hourgam6,hourgam7,
                                 coefficient, hgfx, hgfy, hgfz);

        fx_local = &fx_elem[i3];
        fx_local[0] = hgfx[0];
		fx_local[1] = hgfx[1];
		fx_local[2] = hgfx[2];
		fx_local[3] = hgfx[3];
		fx_local[4] = hgfx[4];
		fx_local[5] = hgfx[5];
		fx_local[6] = hgfx[6];
		fx_local[7] = hgfx[7];

        fy_local = &fy_elem[i3] ;
		fy_local[0] = hgfy[0];
		fy_local[1] = hgfy[1];
		fy_local[2] = hgfy[2];
		fy_local[3] = hgfy[3];
		fy_local[4] = hgfy[4];
		fy_local[5] = hgfy[5];
		fy_local[6] = hgfy[6];
		fy_local[7] = hgfy[7];

		fz_local = &fz_elem[i3] ;
		fz_local[0] = hgfz[0];
		fz_local[1] = hgfz[1];
		fz_local[2] = hgfz[2];
		fz_local[3] = hgfz[3];
		fz_local[4] = hgfz[4];
		fz_local[5] = hgfz[5];
		fz_local[6] = hgfz[6];
		fz_local[7] = hgfz[7];
    }

    Index_t numNode = domain.numNode();

#pragma omp parallel for firstprivate(numNode)
    for(Index_t gnode=0; gnode<numNode; ++gnode) {
        Index_t count = nodeElemCount[gnode];
        Index_t start = nodeElemStart[gnode];
        Real_t fx = Real_t(0.0);
        Real_t fy = Real_t(0.0);
        Real_t fz = Real_t(0.0);
        for (Index_t i=0 ; i < count ; ++i) {
            Index_t elem = nodeElemCornerList[start+i];
            fx += fx_elem[elem];
            fy += fy_elem[elem];
            fz += fz_elem[elem];
        }
        lfx[gnode] += fx;
        lfy[gnode] += fy;
        lfz[gnode] += fz;
    }
    Release(&fz_elem);
	Release(&fy_elem);
	Release(&fx_elem);
}

static inline
void VoluDer(const Real_t x0, const Real_t x1, const Real_t x2,
             const Real_t x3, const Real_t x4, const Real_t x5,
             const Real_t y0, const Real_t y1, const Real_t y2,
             const Real_t y3, const Real_t y4, const Real_t y5,
             const Real_t z0, const Real_t z1, const Real_t z2,
             const Real_t z3, const Real_t z4, const Real_t z5,
             Real_t* dvdx, Real_t* dvdy, Real_t* dvdz) {
	const Real_t twelfth = Real_t(1.0) / Real_t(12.0) ;
    *dvdx =
	(y1 + y2) * (z0 + z1) - (y0 + y1) * (z1 + z2) +
	(y0 + y4) * (z3 + z4) - (y3 + y4) * (z0 + z4) -
	(y2 + y5) * (z3 + z5) + (y3 + y5) * (z2 + z5);
	*dvdy =
	- (x1 + x2) * (z0 + z1) + (x0 + x1) * (z1 + z2) -
	(x0 + x4) * (z3 + z4) + (x3 + x4) * (z0 + z4) +
	(x2 + x5) * (z3 + z5) - (x3 + x5) * (z2 + z5);

	*dvdz =
	- (y1 + y2) * (x0 + x1) + (y0 + y1) * (x1 + x2) -
	(y0 + y4) * (x3 + x4) + (y3 + y4) * (x0 + x4) +
	(y2 + y5) * (x3 + x5) - (y3 + y5) * (x2 + x5);

	*dvdx *= twelfth;
	*dvdy *= twelfth;
	*dvdz *= twelfth;
}

static inline
void CalcElemVolumeDerivative(Real_t dvdx[8],
                              Real_t dvdy[8],
                              Real_t dvdz[8],
                              const Real_t x[8],
                              const Real_t y[8],
                              const Real_t z[8]) {
	VoluDer(x[1], x[2], x[3], x[4], x[5], x[7],
			y[1], y[2], y[3], y[4], y[5], y[7],
			z[1], z[2], z[3], z[4], z[5], z[7],
			&dvdx[0], &dvdy[0], &dvdz[0]);
	VoluDer(x[0], x[1], x[2], x[7], x[4], x[6],
			y[0], y[1], y[2], y[7], y[4], y[6],
			z[0], z[1], z[2], z[7], z[4], z[6],
			&dvdx[3], &dvdy[3], &dvdz[3]);
	VoluDer(x[3], x[0], x[1], x[6], x[7], x[5],
			y[3], y[0], y[1], y[6], y[7], y[5],
			z[3], z[0], z[1], z[6], z[7], z[5],
			&dvdx[2], &dvdy[2], &dvdz[2]);
	VoluDer(x[2], x[3], x[0], x[5], x[6], x[4],
			y[2], y[3], y[0], y[5], y[6], y[4],
			z[2], z[3], z[0], z[5], z[6], z[4],
			&dvdx[1], &dvdy[1], &dvdz[1]);
	VoluDer(x[7], x[6], x[5], x[0], x[3], x[1],
			y[7], y[6], y[5], y[0], y[3], y[1],
			z[7], z[6], z[5], z[0], z[3], z[1],
			&dvdx[4], &dvdy[4], &dvdz[4]);
	VoluDer(x[4], x[7], x[6], x[1], x[0], x[2],
			y[4], y[7], y[6], y[1], y[0], y[2],
			z[4], z[7], z[6], z[1], z[0], z[2],
			&dvdx[5], &dvdy[5], &dvdz[5]);
	VoluDer(x[5], x[4], x[7], x[2], x[1], x[3],
			y[5], y[4], y[7], y[2], y[1], y[3],
			z[5], z[4], z[7], z[2], z[1], z[3],
			&dvdx[6], &dvdy[6], &dvdz[6]);
	VoluDer(x[6], x[5], x[4], x[3], x[2], x[0],
			y[6], y[5], y[4], y[3], y[2], y[0],
			z[6], z[5], z[4], z[3], z[2], z[0],
			&dvdx[7], &dvdy[7], &dvdz[7]);
}

static inline
void CalcHourglassControlForElems(Index_t *nodelist, multi_array<Real_t>& determ,
                                  Index_t *nodeElemCount, Index_t *nodeElemStart,
                                  Index_t *nodeElemCornerList, Real_t *lfx,
                                  Real_t *lfy, Real_t *lfz, Real_t *x,
                                  Real_t *y, Real_t *z, Real_t hgcoef) {
	Index_t numElem = domain.numElem();
    Real_t *dvdx = Allocate<Real_t>(numElem * 8);
	Real_t *dvdy = Allocate<Real_t>(numElem * 8);
	Real_t *dvdz = Allocate<Real_t>(numElem * 8);
	Real_t *x8n  = Allocate<Real_t>(numElem * 8);
	Real_t *y8n  = Allocate<Real_t>(numElem * 8);
	Real_t *z8n  = Allocate<Real_t>(numElem * 8);


#pragma omp parallel for firstprivate(numElem)
    for (Index_t i=0 ; i<numElem ; ++i) {
        Real_t  x1[8],  y1[8],  z1[8];
        Real_t pfx[8], pfy[8], pfz[8];

        CollectDomainNodesToElemNodes(nodelist, i, x, y, z, x1, y1, z1);
        CalcElemVolumeDerivative(pfx, pfy, pfz, x1, y1, z1);

		for(Index_t ii=0;ii<8;++ii) {
			Index_t jj=8*i+ii;

			dvdx[jj] = pfx[ii];
			dvdy[jj] = pfy[ii];
			dvdz[jj] = pfz[ii];
			x8n[jj]  = x1[ii];
			y8n[jj]  = y1[ii];
			z8n[jj]  = z1[ii];
		}

#if DEVELOPMENT
		if (scalar<Real_t>(domain.m_v[i]) <= Real_t(0.0))
            exit(VolumeError) ;
#endif
    }

    determ = domain.m_volo*domain.m_v;

    if (hgcoef > Real_t(0.)) {
        Real_t *ldererm = determ.data_export();
		CalcFBHourglassForceForElems(nodelist, ldererm, nodeElemCount,
                                     nodeElemStart, nodeElemCornerList, lfx,
                                     lfy, lfz, x8n, y8n, z8n, dvdx, dvdy, dvdz, hgcoef);
    }
    Release(&z8n);
	Release(&y8n);
	Release(&x8n);
	Release(&dvdz);
	Release(&dvdy);
	Release(&dvdx);
}

static inline
void CalcVolumeForceForElems() {
    Index_t numElem = domain.numElem();
    if (numElem != 0) {
        Index_t *nodelist = domain.m_nodelist.data_export();

        Real_t *x = domain.m_x.data_export();
        Real_t *y = domain.m_y.data_export();
        Real_t *z = domain.m_z.data_export();

        Real_t *lfx = domain.m_fx.data_export();
        Real_t *lfy = domain.m_fy.data_export();
        Real_t *lfz = domain.m_fz.data_export();

        Index_t *nodeElemCount = domain.m_nodeElemCount.data_export();
        Index_t *nodeElemStart = domain.m_nodeElemStart.data_export();
        Index_t *nodeElemCornerList = domain.m_nodeElemCornerList.data_export();

        multi_array<Real_t> determ;
        determ = zeros<Real_t>(numElem);
        Real_t * ldeterm = determ.data_export();
        IntegrateStressForElems(nodelist, x, y, z,
                                ldeterm, nodeElemCount, nodeElemStart,
                                nodeElemCornerList, lfx, lfy, lfz,
                                domain.numElem());
        determ.data_import(ldeterm);

#if DEVELOPMENT
        if (scalar(sum(as<Real_t>(determ <= Real_t(0.0)))))
            exit(VolumeError);
#endif
        CalcHourglassControlForElems(nodelist, determ, nodeElemCount, nodeElemStart,
                                     nodeElemCornerList, lfx, lfy, lfz,
                                     x, y, z, domain.hgcoef());

        domain.m_fx.data_import(lfx);
        domain.m_fy.data_import(lfy);
        domain.m_fz.data_import(lfz);
    }
}

static inline
void CalcForceForNodes() {
    Index_t numNode = domain.numNode();

    domain.m_fx = zeros<Real_t>(numNode);
    domain.m_fy = zeros<Real_t>(numNode);
    domain.m_fz = zeros<Real_t>(numNode);

    CalcVolumeForceForElems();
}

static inline
void LagrangeNodal() {
    const Real_t delt = domain.deltatime() ;
    CalcForceForNodes();
    CalcAccelerationForNodes();
    ApplyAccelerationBoundaryConditionsForNodes();
    CalcVelocityForNodes(delt, domain.u_cut());
    CalcPositionForNodes(delt);
    return;
}

static inline
Real_t AreaFace(const Real_t x0, const Real_t x1,
				const Real_t x2, const Real_t x3,
				const Real_t y0, const Real_t y1,
				const Real_t y2, const Real_t y3,
				const Real_t z0, const Real_t z1,
				const Real_t z2, const Real_t z3) {
	Real_t fx = (x2 - x0) - (x3 - x1);
	Real_t fy = (y2 - y0) - (y3 - y1);
	Real_t fz = (z2 - z0) - (z3 - z1);
	Real_t gx = (x2 - x0) + (x3 - x1);
	Real_t gy = (y2 - y0) + (y3 - y1);
	Real_t gz = (z2 - z0) + (z3 - z1);
	Real_t area =
	(fx * fx + fy * fy + fz * fz) *
	(gx * gx + gy * gy + gz * gz) -
	(fx * gx + fy * gy + fz * gz) *
	(fx * gx + fy * gy + fz * gz);
	return area ;
}

static inline
Real_t CalcElemCharacteristicLength(const Real_t x[8],
									const Real_t y[8],
									const Real_t z[8],
									const Real_t volume) {
	Real_t a, charLength = Real_t(0.0);

	a = AreaFace(x[0],x[1],x[2],x[3],
				 y[0],y[1],y[2],y[3],
				 z[0],z[1],z[2],z[3]) ;
	charLength = std::max(a,charLength) ;

	a = AreaFace(x[4],x[5],x[6],x[7],
				 y[4],y[5],y[6],y[7],
				 z[4],z[5],z[6],z[7]) ;
	charLength = std::max(a,charLength) ;

	a = AreaFace(x[0],x[1],x[5],x[4],
				 y[0],y[1],y[5],y[4],
				 z[0],z[1],z[5],z[4]) ;
	charLength = std::max(a,charLength) ;

	a = AreaFace(x[1],x[2],x[6],x[5],
				 y[1],y[2],y[6],y[5],
				 z[1],z[2],z[6],z[5]) ;
	charLength = std::max(a,charLength) ;

	a = AreaFace(x[2],x[3],x[7],x[6],
				 y[2],y[3],y[7],y[6],
				 z[2],z[3],z[7],z[6]) ;
	charLength = std::max(a,charLength) ;

	a = AreaFace(x[3],x[0],x[4],x[7],
				 y[3],y[0],y[4],y[7],
				 z[3],z[0],z[4],z[7]) ;
	charLength = std::max(a,charLength) ;

	charLength = Real_t(4.0) * volume / SQRT(charLength);

	return charLength;
}

static inline
void CalcElemVelocityGrandient(const Real_t* const xvel,
							   const Real_t* const yvel,
							   const Real_t* const zvel,
							   const Real_t b[][8],
							   const Real_t detJ,
							   Real_t* const d) {
	const Real_t inv_detJ = Real_t(1.0) / detJ ;
	const Real_t* const pfx = b[0];
	const Real_t* const pfy = b[1];
	const Real_t* const pfz = b[2];

	d[0] = inv_detJ * ( pfx[0] * (xvel[0]-xvel[6])
					   + pfx[1] * (xvel[1]-xvel[7])
					   + pfx[2] * (xvel[2]-xvel[4])
					   + pfx[3] * (xvel[3]-xvel[5]) );
    d[1] = inv_detJ * ( pfy[0] * (yvel[0]-yvel[6])
					   + pfy[1] * (yvel[1]-yvel[7])
					   + pfy[2] * (yvel[2]-yvel[4])
					   + pfy[3] * (yvel[3]-yvel[5]) );
    d[2] = inv_detJ * ( pfz[0] * (zvel[0]-zvel[6])
					   + pfz[1] * (zvel[1]-zvel[7])
					   + pfz[2] * (zvel[2]-zvel[4])
					   + pfz[3] * (zvel[3]-zvel[5]) );
}

static inline
void CalcKinematicsForElems(Index_t numElem, Real_t dt) {
    Index_t *nodelist = domain.m_nodelist.data_export();
    Real_t *x = domain.m_x.data_export();
    Real_t *y = domain.m_y.data_export();
    Real_t *z = domain.m_z.data_export();
    Real_t *xd = domain.m_xd.data_export();
    Real_t *yd = domain.m_yd.data_export();
    Real_t *zd = domain.m_zd.data_export();
    Real_t *volo = domain.m_volo.data_export();
    Real_t *v = domain.m_v.data_export();

    Real_t *vnew = domain.m_vnew.data_export();
    Real_t *delv = domain.m_delv.data_export();
    Real_t *arealg = domain.m_arealg.data_export();
    Real_t *dxx = domain.m_dxx.data_export();
    Real_t *dyy = domain.m_dyy.data_export();
    Real_t *dzz = domain.m_dzz.data_export();

#pragma omp parallel for firstprivate(numElem, dt)
    for(Index_t k=0 ; k<numElem ; ++k) {
        Real_t B[3][8];
        Real_t D[3];
		Real_t x_local[8];
		Real_t y_local[8];
		Real_t z_local[8];
		Real_t xd_local[8];
		Real_t yd_local[8];
		Real_t zd_local[8];
		Real_t detJ = Real_t(0.0);

        Real_t volume, relativeVolume;

        Index_t elemNode = Index_t(8)*k;
        for( Index_t lnode=0 ; lnode<8 ; ++lnode ) {
			Index_t gnode = nodelist[elemNode+lnode];
			x_local[lnode] = x[gnode];
			y_local[lnode] = y[gnode];
			z_local[lnode] = z[gnode];
		}

        volume = CalcElemVolume(x_local, y_local, z_local);
        relativeVolume = volume / volo[k];
        vnew[k] = relativeVolume;
		delv[k] = relativeVolume - v[k];
        arealg[k] = CalcElemCharacteristicLength(x_local, y_local, z_local, volume);

        for( Index_t lnode=0 ; lnode<8 ; ++lnode ) {
			Index_t gnode = nodelist[elemNode+lnode];
			xd_local[lnode] = xd[gnode];
			yd_local[lnode] = yd[gnode];
			zd_local[lnode] = zd[gnode];
		}

        Real_t dt2 = Real_t(0.5) * dt;
		for ( Index_t j=0 ; j<8 ; ++j ) {
			x_local[j] -= dt2 * xd_local[j];
			y_local[j] -= dt2 * yd_local[j];
			z_local[j] -= dt2 * zd_local[j];
		}

        detJ = CalcElemShapeFunctionDerivatives(x_local, y_local, z_local, B);
		CalcElemVelocityGrandient(xd_local, yd_local, zd_local, B, detJ, D);

        dxx[k] = D[0];
		dyy[k] = D[1];
		dzz[k] = D[2];
    }
    domain.m_vnew.data_import(vnew);
    domain.m_delv.data_import(delv);
    domain.m_arealg.data_import(arealg);
    domain.m_dxx.data_import(dxx);
    domain.m_dyy.data_import(dyy);
    domain.m_dzz.data_import(dzz);
}

static inline
void CalcLagrangeElements(Real_t deltatime) {
    Index_t numElem = domain.numElem() ;
    if (numElem > 0) {
        CalcKinematicsForElems(numElem, deltatime);

        multi_array<Real_t> vdov;
        vdov = domain.m_dxx+domain.m_dyy+domain.m_dzz;

        multi_array<Real_t> vdovthird;
        vdovthird = vdov/Real_t(3.0);

        domain.m_vdov(vdov);
        domain.m_dxx -= vdovthird;
        domain.m_dyy -= vdovthird;
        domain.m_dzz -= vdovthird;

#if DEVELOPMENT
        if (scalar(sum(as<Real_t>(domain.m_vnew <= Real_t(0.0)))))
            exit(VolumeError);
#endif
    }
}

static inline
void CalcMonotonicQGradientsForElems() {
#define SUM4(a,b,c,d) (a + b + c + d)
    Index_t numElem = domain.numElem();
    Index_t *nodelist = domain.m_nodelist.data_export();

    Real_t *x = domain.m_x.data_export();
    Real_t *y = domain.m_y.data_export();
    Real_t *z = domain.m_z.data_export();
    Real_t *xd = domain.m_xd.data_export();
    Real_t *yd = domain.m_yd.data_export();
    Real_t *zd = domain.m_zd.data_export();
    Real_t *volo = domain.m_volo.data_export();
    Real_t *vnew = domain.m_vnew.data_export();

    Real_t *delx_zeta = domain.m_delx_zeta.data_export();
    Real_t *delv_zeta = domain.m_delv_zeta.data_export();
    Real_t *delx_xi = domain.m_delx_xi.data_export();
    Real_t *delv_xi = domain.m_delv_xi.data_export();
    Real_t *delx_eta = domain.m_delx_eta.data_export();
    Real_t *delv_eta = domain.m_delv_eta.data_export();

#pragma omp parallel for firstprivate(numElem)
	for (Index_t i = 0 ; i <  numElem; ++i ) {
		const Real_t ptiny = Real_t(1.e-36) ;
		Real_t ax,ay,az;
		Real_t dxv,dyv,dzv;

		Index_t n0 = nodelist[Index_t(8)*i+0];
		Index_t n1 = nodelist[Index_t(8)*i+1];
		Index_t n2 = nodelist[Index_t(8)*i+2];
		Index_t n3 = nodelist[Index_t(8)*i+3];
		Index_t n4 = nodelist[Index_t(8)*i+4];
		Index_t n5 = nodelist[Index_t(8)*i+5];
		Index_t n6 = nodelist[Index_t(8)*i+6];
		Index_t n7 = nodelist[Index_t(8)*i+7];

		Real_t x0 = x[n0];
		Real_t x1 = x[n1];
		Real_t x2 = x[n2];
		Real_t x3 = x[n3];
		Real_t x4 = x[n4];
		Real_t x5 = x[n5];
		Real_t x6 = x[n6];
		Real_t x7 = x[n7];

		Real_t y0 = y[n0];
		Real_t y1 = y[n1];
		Real_t y2 = y[n2];
		Real_t y3 = y[n3];
		Real_t y4 = y[n4];
		Real_t y5 = y[n5];
		Real_t y6 = y[n6];
		Real_t y7 = y[n7];

		Real_t z0 = z[n0];
		Real_t z1 = z[n1];
		Real_t z2 = z[n2];
		Real_t z3 = z[n3];
		Real_t z4 = z[n4];
		Real_t z5 = z[n5];
		Real_t z6 = z[n6];
		Real_t z7 = z[n7];

		Real_t xv0 = xd[n0];
		Real_t xv1 = xd[n1];
		Real_t xv2 = xd[n2];
		Real_t xv3 = xd[n3];
		Real_t xv4 = xd[n4];
		Real_t xv5 = xd[n5];
		Real_t xv6 = xd[n6];
		Real_t xv7 = xd[n7];

		Real_t yv0 = yd[n0];
		Real_t yv1 = yd[n1];
		Real_t yv2 = yd[n2];
		Real_t yv3 = yd[n3];
		Real_t yv4 = yd[n4];
		Real_t yv5 = yd[n5];
		Real_t yv6 = yd[n6];
		Real_t yv7 = yd[n7];

		Real_t zv0 = zd[n0];
		Real_t zv1 = zd[n1];
		Real_t zv2 = zd[n2];
		Real_t zv3 = zd[n3];
		Real_t zv4 = zd[n4];
		Real_t zv5 = zd[n5];
		Real_t zv6 = zd[n6];
		Real_t zv7 = zd[n7];

		Real_t vol = volo[i]*vnew[i];
		Real_t norm = Real_t(1.0) / ( vol + ptiny );

		Real_t dxj = Real_t(-0.25)*(SUM4(x0,x1,x5,x4) - SUM4(x3,x2,x6,x7)) ;
		Real_t dyj = Real_t(-0.25)*(SUM4(y0,y1,y5,y4) - SUM4(y3,y2,y6,y7)) ;
		Real_t dzj = Real_t(-0.25)*(SUM4(z0,z1,z5,z4) - SUM4(z3,z2,z6,z7)) ;

		Real_t dxi = Real_t( 0.25)*(SUM4(x1,x2,x6,x5) - SUM4(x0,x3,x7,x4)) ;
		Real_t dyi = Real_t( 0.25)*(SUM4(y1,y2,y6,y5) - SUM4(y0,y3,y7,y4)) ;
		Real_t dzi = Real_t( 0.25)*(SUM4(z1,z2,z6,z5) - SUM4(z0,z3,z7,z4)) ;

		Real_t dxk = Real_t( 0.25)*(SUM4(x4,x5,x6,x7) - SUM4(x0,x1,x2,x3)) ;
		Real_t dyk = Real_t( 0.25)*(SUM4(y4,y5,y6,y7) - SUM4(y0,y1,y2,y3)) ;
		Real_t dzk = Real_t( 0.25)*(SUM4(z4,z5,z6,z7) - SUM4(z0,z1,z2,z3)) ;

		/* find delvk and delxk ( i cross j ) */

		ax = dyi*dzj - dzi*dyj ;
		ay = dzi*dxj - dxi*dzj ;
		az = dxi*dyj - dyi*dxj ;

		delx_zeta[i] = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;

		ax *= norm ;
		ay *= norm ;
		az *= norm ;

		dxv = Real_t(0.25)*(SUM4(xv4,xv5,xv6,xv7) - SUM4(xv0,xv1,xv2,xv3)) ;
		dyv = Real_t(0.25)*(SUM4(yv4,yv5,yv6,yv7) - SUM4(yv0,yv1,yv2,yv3)) ;
		dzv = Real_t(0.25)*(SUM4(zv4,zv5,zv6,zv7) - SUM4(zv0,zv1,zv2,zv3)) ;

		delv_zeta[i] = ax*dxv + ay*dyv + az*dzv ;

		/* find delxi and delvi ( j cross k ) */

		ax = dyj*dzk - dzj*dyk ;
		ay = dzj*dxk - dxj*dzk ;
		az = dxj*dyk - dyj*dxk ;

		delx_xi[i] = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;

		ax *= norm ;
		ay *= norm ;
		az *= norm ;

		dxv = Real_t(0.25)*(SUM4(xv1,xv2,xv6,xv5) - SUM4(xv0,xv3,xv7,xv4)) ;
		dyv = Real_t(0.25)*(SUM4(yv1,yv2,yv6,yv5) - SUM4(yv0,yv3,yv7,yv4)) ;
		dzv = Real_t(0.25)*(SUM4(zv1,zv2,zv6,zv5) - SUM4(zv0,zv3,zv7,zv4)) ;

		delv_xi[i] = ax*dxv + ay*dyv + az*dzv ;

		/* find delxj and delvj ( k cross i ) */

		ax = dyk*dzi - dzk*dyi ;
		ay = dzk*dxi - dxk*dzi ;
		az = dxk*dyi - dyk*dxi ;

		delx_eta[i] = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;

		ax *= norm ;
		ay *= norm ;
		az *= norm ;

		dxv = Real_t(-0.25)*(SUM4(xv0,xv1,xv5,xv4) - SUM4(xv3,xv2,xv6,xv7)) ;
		dyv = Real_t(-0.25)*(SUM4(yv0,yv1,yv5,yv4) - SUM4(yv3,yv2,yv6,yv7)) ;
		dzv = Real_t(-0.25)*(SUM4(zv0,zv1,zv5,zv4) - SUM4(zv3,zv2,zv6,zv7)) ;

		delv_eta[i] = ax*dxv + ay*dyv + az*dzv ;
	}
    domain.m_delx_zeta.data_import(delx_zeta);
    domain.m_delv_zeta.data_import(delv_zeta);
    domain.m_delx_xi.data_import(delx_xi);
    domain.m_delv_xi.data_import(delv_xi);
    domain.m_delx_eta.data_import(delx_eta);
    domain.m_delv_eta.data_import(delv_eta);
#undef SUM4
}

static inline
void CalcMonotonicQRegionForElems(Real_t qlc_monoq,
                                  Real_t qqc_monoq,
                                  Real_t monoq_limiter_mult,
                                  Real_t monoq_max_slope,
                                  Real_t ptiny,
                                  Index_t elength) {
    /* phixi */
    multi_array<Real_t> norm;
    norm = Real_t(1.)/(domain.m_delv_xi+ptiny);

    multi_array<Real_t> delvm, delvp;
    delvm = zeros<Real_t>(elength);
    delvp = zeros<Real_t>(elength);

    multi_array<Int_t> bcMask;
    bcMask = domain.m_elemBC & XI_M;
    delvm(as<Real_t>(bcMask == 0)*gather(delvm, domain.m_delv_xi, as<uint64_t>(domain.m_lxim))
                + as<Real_t>(bcMask == XI_M_SYMM)*domain.m_delv_xi
                + as<Real_t>(bcMask == XI_M_FREE)*Real_t(0.0));

    bcMask(domain.m_elemBC & XI_P);
    delvp(as<Real_t>(bcMask == 0)*gather(delvp, domain.m_delv_xi, as<uint64_t>(domain.m_lxip))
                + as<Real_t>(bcMask == XI_P_SYMM)*domain.m_delv_xi
                + as<Real_t>(bcMask == XI_P_FREE)*Real_t(0.0));

    delvm(delvm*norm);
    delvp(delvp*norm);

    multi_array<Real_t> phixi;
    phixi = Real_t(.5)*(delvm+delvp);

    delvm *= monoq_limiter_mult;
    delvp *= monoq_limiter_mult;

    phixi(as<Real_t>(delvm < phixi)*delvm + as<Real_t>(delvm >= phixi)*phixi);
    phixi(as<Real_t>(delvp < phixi)*delvp + as<Real_t>(delvp >= phixi)*phixi);
    phixi(as<Real_t>(phixi >= Real_t(0.))*phixi);
    phixi(as<Real_t>(phixi > monoq_max_slope)*monoq_max_slope + as<Real_t>(phixi <= monoq_max_slope)*phixi);

    /* phieta */
    norm(Real_t(1.)/(domain.m_delv_eta+ptiny));
    bcMask(domain.m_elemBC & ETA_M);
    delvm(as<Real_t>(bcMask == 0)*gather(delvm, domain.m_delv_eta, as<uint64_t>(domain.m_letam))
                + as<Real_t>(bcMask == ETA_M_SYMM)*domain.m_delv_eta
                + as<Real_t>(bcMask == ETA_M_FREE)*Real_t(0.0));

    bcMask(domain.m_elemBC & ETA_P);
    delvp(as<Real_t>(bcMask == 0)*gather(delvp, domain.m_delv_eta, as<uint64_t>(domain.m_letap))
                + as<Real_t>(bcMask == ETA_P_SYMM)*domain.m_delv_eta
                + as<Real_t>(bcMask == ETA_P_FREE)*Real_t(0.0));

    delvm(delvm*norm);
    delvp(delvp*norm);

    multi_array<Real_t> phieta;
    phieta = Real_t(.5)*(delvm+delvp);

    delvm *= monoq_limiter_mult;
    delvp *= monoq_limiter_mult;

    phieta(as<Real_t>(delvm < phieta)*delvm + as<Real_t>(delvm >= phieta)*phieta);
    phieta(as<Real_t>(delvp < phieta)*delvp + as<Real_t>(delvp >= phieta)*phieta);
    phieta(as<Real_t>(phieta >= Real_t(0.))*phieta);
    phieta(as<Real_t>(phieta > monoq_max_slope)*monoq_max_slope + as<Real_t>(phieta <= monoq_max_slope)*phieta);

    /*  phizeta */
    norm(Real_t(1.)/(domain.m_delv_zeta+ptiny));
    bcMask(domain.m_elemBC & ZETA_M);
    delvm(as<Real_t>(bcMask == 0)*gather(delvm, domain.m_delv_zeta, as<uint64_t>(domain.m_lzetam))
                + as<Real_t>(bcMask == ZETA_M_SYMM)*domain.m_delv_zeta
                + as<Real_t>(bcMask == ZETA_M_FREE)*Real_t(0.0));

    bcMask(domain.m_elemBC & ZETA_P);
    delvp(as<Real_t>(bcMask == 0)*gather(delvp, domain.m_delv_zeta, as<uint64_t>(domain.m_lzetap))
                + as<Real_t>(bcMask == ZETA_P_SYMM)*domain.m_delv_zeta
                + as<Real_t>(bcMask == ZETA_P_FREE)*Real_t(0.0));

    delvm(delvm*norm);
    delvp(delvp*norm);

    multi_array<Real_t> phizeta;
    phizeta = Real_t(.5)*(delvm+delvp);

    delvm *= monoq_limiter_mult;
    delvp *= monoq_limiter_mult;

    phizeta(as<Real_t>(delvm < phizeta)*delvm + as<Real_t>(delvm >= phizeta)*phizeta);
    phizeta(as<Real_t>(delvp < phizeta)*delvp + as<Real_t>(delvp >= phizeta)*phizeta);
    phizeta(as<Real_t>(phizeta >= Real_t(0.))*phizeta);
    phizeta(as<Real_t>(phizeta > monoq_max_slope)*monoq_max_slope + as<Real_t>(phizeta <= monoq_max_slope)*phizeta);

    /* Remove length scale */
    multi_array<Real_t> delvxxi;
    multi_array<Real_t> delvxeta;
    multi_array<Real_t> delvxzeta;
    delvxxi = domain.m_delv_xi*domain.m_delx_xi;
    delvxxi(as<Real_t>(delvxxi <= Real_t(0.))*delvxxi);

    delvxeta = domain.m_delv_eta*domain.m_delx_eta;
    delvxeta(as<Real_t>(delvxeta <= Real_t(0.))*delvxeta);

    delvxzeta = domain.m_delv_zeta*domain.m_delx_zeta;
    delvxzeta(as<Real_t>(delvxzeta <= Real_t(0.))*delvxzeta);

    multi_array<Real_t> rho;
    rho = domain.m_elemMass/(domain.m_volo*domain.m_vnew);

    multi_array<Real_t> qlin;
    qlin = -qlc_monoq*rho*(delvxxi*(Real_t(1.)-phixi)
        +delvxeta*(Real_t(1.)-phieta)+delvxzeta*(Real_t(1.)-phizeta));
    domain.m_ql(as<Real_t>(domain.m_vdov > Real_t(0.))*Real_t(0.)
                    + as<Real_t>(domain.m_vdov <= Real_t(0.))*qlin);

    multi_array<Real_t> qquad;
    qquad = qqc_monoq*rho*(delvxxi*delvxxi*(Real_t(1.)-phixi*phixi)
        +delvxeta*delvxeta*(Real_t(1.)-phieta*phieta)
        +delvxzeta*delvxzeta*(Real_t(1.)-phizeta*phizeta));
    domain.m_qq(as<Real_t>(domain.m_vdov > Real_t(0.))*Real_t(0.)
                    + as<Real_t>(domain.m_vdov <= Real_t(0.))*qquad);
}

static inline
void CalcMonotonicQForElems() {
    if (domain.numElem() > 0)
        CalcMonotonicQRegionForElems(domain.qlc_monoq(),
                                     domain.qqc_monoq(),
                                     domain.monoq_limiter_mult(),
                                     domain.monoq_max_slope(),
                                     Real_t(1.e-36),
                                     domain.numElem());
}

static inline
void CalcQForElems() {
    CalcMonotonicQGradientsForElems();
    CalcMonotonicQForElems();

#if DEVELOPMENT
    if (domain.numElem() != 0)
        if (scalar(sum(as<Real_t>(domain.m_q > domain.qstop()))))
            exit(QStopError);
#endif
}

static inline
void CalcSoundSpeedForElems(multi_array<Real_t>& vnewc, Real_t rho0,
                            multi_array<Real_t>& enewc, multi_array<Real_t>& pnewc,
                            multi_array<Real_t>& pbvc, multi_array<Real_t>& bvc) {
    multi_array<Real_t> ssTmp;
    ssTmp = (pbvc * enewc + vnewc * vnewc * bvc * pnewc) / rho0;
    ssTmp(as<Real_t>(ssTmp <= Real_t(.111111e-36))*Real_t(.333333e-18)
                + as<Real_t>(ssTmp > Real_t(.111111e-36))*sqrt(ssTmp));
    domain.m_ss(ssTmp);
}

static inline
void CalcPressureForElems(multi_array<Real_t>& p_new, multi_array<Real_t>& bvc,
                          multi_array<Real_t>& pbvc, multi_array<Real_t>& e_old,
                          multi_array<Real_t>& compression, multi_array<Real_t>& vnewc,
                          Real_t pmin, Real_t p_cut, Real_t eosvmax) {
    Real_t cls = Real_t(2.0)/Real_t(3.0);
    bvc = cls*(compression+Real_t(1.));
    pbvc(cls);
    p_new(bvc*e_old);
    p_new(as<Real_t>(abs(p_new) >= p_cut)*p_new);
    p_new(as<Real_t>(vnewc < eosvmax)*p_new);
    p_new(as<Real_t>(p_new >= pmin)*p_new + as<Real_t>(p_new < pmin)*pmin);
}

static inline
void CalcEnergyForElems(multi_array<Real_t>& p_new, multi_array<Real_t>& e_new,
                        multi_array<Real_t>& q_new, multi_array<Real_t>& bvc,
                        multi_array<Real_t>& pbvc, multi_array<Real_t>& p_old,
                        multi_array<Real_t>& e_old, multi_array<Real_t>& q_old,
                        multi_array<Real_t>& compression, multi_array<Real_t>& compHalfStep,
                        multi_array<Real_t>& vnewc, multi_array<Real_t>& work,
                        multi_array<Real_t>& delvc, Real_t pmin,
                        Real_t p_cut, Real_t  e_cut, Real_t q_cut, Real_t emin,
                        multi_array<Real_t>& qq, multi_array<Real_t>& ql,
                        Real_t rho0,
                        Real_t eosvmax) {
    multi_array<Real_t> pHalfStep;
    pHalfStep = zeros<Real_t>(domain.numElem());

    e_new(e_old-Real_t(0.5)*delvc*(p_old+q_old)+Real_t(0.5)*work);
    e_new(as<Real_t>(e_new < emin)*emin + as<Real_t>(e_new >= emin)*e_new);

    CalcPressureForElems(pHalfStep, bvc, pbvc, e_new, compHalfStep,
                         vnewc, pmin, p_cut, eosvmax);

    multi_array<Real_t> vhalf;
    vhalf = Real_t(1.) / (Real_t(1.) + compHalfStep);
    multi_array<Real_t> ssc;
    ssc = (pbvc*e_new+vhalf*vhalf*bvc*pHalfStep)/rho0;
    ssc(as<Real_t>(ssc <= Real_t(.111111e-36))*Real_t(.333333e-18)
            + as<Real_t>(ssc > Real_t(.111111e-36))*sqrt(ssc));

    q_new(as<Real_t>(delvc <= Real_t(0.))*(ssc*ql+qq));

    e_new(e_new+Real_t(0.5)*delvc * (Real_t(3.0)*(p_old+q_old)
                -Real_t(4.0)*(pHalfStep+q_new)));

    e_new += Real_t(0.5)*work;
    e_new(as<Real_t>(abs(e_new) >= e_cut)*e_new);
    e_new(as<Real_t>(e_new < emin)*emin + as<Real_t>(e_new >= emin)*e_new);

    CalcPressureForElems(p_new, bvc, pbvc, e_new, compression, vnewc,
						 pmin, p_cut, eosvmax);

    ssc((pbvc*e_new+vnewc*vnewc*bvc*p_new)/rho0);
    ssc(as<Real_t>(ssc <= Real_t(.111111e-36))*Real_t(.333333e-18)
            + as<Real_t>(ssc > Real_t(.111111e-36))*sqrt(ssc));

    multi_array<Real_t> q_tilde;
    q_tilde = as<Real_t>(delvc > Real_t(0.))*Real_t(0.)
                + as<Real_t>(delvc <= Real_t(0.))*(ssc*ql+qq);

    e_new(e_new-(Real_t(7.0)*(p_old+q_old)-Real_t(8.0)*(pHalfStep+q_new)
                +(p_new+q_tilde))*delvc*(Real_t(1.0)/Real_t(6.0)));
    e_new(as<Real_t>(abs(e_new) >= e_cut)*e_new);
    e_new(as<Real_t>(e_new < emin)*emin + as<Real_t>(e_new >= emin)*e_new);

    CalcPressureForElems(p_new, bvc, pbvc, e_new, compression, vnewc,
						 pmin, p_cut, eosvmax);

    ssc((pbvc*e_new+vnewc*vnewc*bvc*p_new)/rho0);
    ssc(as<Real_t>(ssc <= Real_t(.111111e-36))*Real_t(.333333e-18)
            + as<Real_t>(ssc > Real_t(.111111e-36))*sqrt(ssc));

    multi_array<bool> yesMask;
    yesMask = delvc <= Real_t(0.);
    multi_array<bool> noMask;
    noMask = delvc > Real_t(0.);

    q_new(as<Real_t>(yesMask)*(ssc*ql+qq) + as<Real_t>(noMask)*q_new);
    q_new(as<Real_t>((yesMask && abs(q_new) >= q_cut) || noMask)*q_new);
}

static inline
void EvalEOSForElems(multi_array<Real_t>& vnewc, Index_t length) {
    multi_array<Real_t> e_old;
    e_old = domain.m_e;

    multi_array<Real_t> delvc;
    delvc = domain.m_delv;

    multi_array<Real_t> p_old;
    p_old = domain.m_p;

    multi_array<Real_t> q_old;
    q_old = domain.m_q;

    multi_array<Real_t> compression;
    multi_array<Real_t> compHalfStep;
    compression = Real_t(1.) / vnewc - Real_t(1.);
    compHalfStep = Real_t(1.) / (vnewc - delvc * Real_t(.5)) - Real_t(1.);

    if (domain.eosvmin() != Real_t(0.))
        compHalfStep(as<Real_t>(vnewc <= domain.eosvmin())*compression
                        + as<Real_t>(vnewc > domain.eosvmin())*compHalfStep);

    if (domain.eosvmax() != Real_t(0.)) {
        p_old = as<Real_t>(vnewc < domain.eosvmax())*p_old;
        compression(as<Real_t>(vnewc < domain.eosvmax())*compression);
        compHalfStep(as<Real_t>(vnewc < domain.eosvmax())*compHalfStep);
    }

    multi_array<Real_t> work;
    work = zeros<Real_t>(length);

    multi_array<Real_t> qq;
    qq = domain.m_qq;

    multi_array<Real_t> ql;
    ql = domain.m_ql;

    multi_array<Real_t> p_new;
    p_new = zeros<Real_t>(length);
    multi_array<Real_t> e_new;
    e_new = zeros<Real_t>(length);
    multi_array<Real_t> q_new;
    q_new = zeros<Real_t>(length);
    multi_array<Real_t> bvc;
    bvc = zeros<Real_t>(length);
    multi_array<Real_t> pbvc;
    pbvc = zeros<Real_t>(length);

    CalcEnergyForElems(p_new, e_new, q_new, bvc, pbvc,
  					   p_old, e_old,  q_old, compression, compHalfStep,
  					   vnewc, work,  delvc, domain.pmin(),
                       domain.p_cut(), domain.e_cut(), domain.q_cut(), domain.emin(),
  					   qq, ql, domain.refdens(), domain.eosvmax());

    domain.m_p(p_new);
    domain.m_e(e_new);
    domain.m_q(q_new);

    CalcSoundSpeedForElems(vnewc, domain.refdens(), e_new, p_new, pbvc, bvc);
}

static inline
void ApplyMaterialPropertiesForElems() {
    Index_t length = domain.numElem() ;

    if (length != 0) {
        Real_t eosvmin = domain.eosvmin();
        Real_t eosvmax = domain.eosvmax();

        multi_array<Real_t> vnewc;
        vnewc = domain.m_vnew;

        if (eosvmin != Real_t(0.)) {
            vnewc = as<Real_t>(vnewc < eosvmin)*eosvmin +
                      as<Real_t>(vnewc >= eosvmin)*vnewc;
            domain.m_v(as<Real_t>(domain.m_v < eosvmin)*eosvmin
                          + as<Real_t>(domain.m_v >= eosvmin)*domain.m_v);

        }
        if (eosvmax != Real_t(0.)) {
            vnewc = as<Real_t>(vnewc > eosvmax)*eosvmax +
                      as<Real_t>(vnewc <= eosvmax)*vnewc;
            domain.m_v(as<Real_t>(domain.m_v > eosvmax)*eosvmax
                          + as<Real_t>(domain.m_v <= eosvmax)*domain.m_v);
        }

#if DEVELOPMENT
        if (scalar(sum(as<Real_t>(domain.m_v <= 0.))))
            exit(VolumeError);
#endif
        EvalEOSForElems(vnewc, length);
    }
}

static inline
void UpdateVolumesForElems() {
    if (domain.numElem() != 0) {
        multi_array<Real_t> abs_vnew;
        abs_vnew = abs(domain.m_vnew - Real_t(1.0));
        domain.m_v(as<Real_t>(abs_vnew < domain.v_cut())*Real_t(1.0) +
                    as<Real_t>(abs_vnew >= domain.v_cut())*domain.m_vnew);
    }
}

static inline
void LagrangeElements() {
    CalcLagrangeElements(domain.deltatime());
    CalcQForElems();
    ApplyMaterialPropertiesForElems();
    UpdateVolumesForElems();
}

static inline
void CalcCourantConstraintForElems() {
    Real_t qqc = domain.qqc() ;
	Real_t qqc2 = Real_t(64.0) * qqc * qqc ;

    multi_array<Real_t> dtf;
    dtf = domain.m_ss*domain.m_ss;

    multi_array<Real_t> dtfConst;
    dtfConst = dtf+qqc2*domain.m_arealg*domain.m_arealg*domain.m_vdov*domain.m_vdov;
    dtf = as<Real_t>(domain.m_vdov < Real_t(0.))*dtfConst
            + as<Real_t>(domain.m_vdov >= Real_t(0.))*dtf;
    dtf = sqrt(dtf);
    dtf = domain.m_arealg/dtf;
    dtf = as<Real_t>(domain.m_vdov == Real_t(0.))*Real_t(1.0e+20)
            + as<Real_t>(domain.m_vdov != Real_t(0.))*dtf;

    Real_t minDtf = scalar<Real_t>(min(dtf));
    if (minDtf < Real_t(1.0e+20))
        domain.dtcourant() = minDtf;
}

static inline
void CalcHydroConstraintForElems() {
    multi_array<Real_t> dtdvov;
    dtdvov = domain.dvovmax()/(abs(domain.m_vdov)+Real_t(1.e-20));
    dtdvov = as<Real_t>(domain.m_vdov != Real_t(0.))*dtdvov
                + as<Real_t>(domain.m_vdov == Real_t(0.))*Real_t(1.e+20);

    Real_t minDtdvov = scalar<Real_t>(min(dtdvov));
    if (minDtdvov < Real_t(1.0e+20))
        domain.dthydro() = minDtdvov;
}

static inline
void CalcTimeConstraintsForElems() {
    CalcCourantConstraintForElems();
    CalcHydroConstraintForElems();
}

static inline
void LagrangeLeapFrog() {
    LagrangeNodal();
    LagrangeElements();
    CalcTimeConstraintsForElems();
}

static inline
void TimeIncrement() {
    if ((domain.dtfixed() <= Real_t(0.0))
            && (domain.cycle() != Int_t(0))) {
        Real_t ratio;

        /* This will require a reduction in parallel */
        Real_t newdt = Real_t(1.0e+20);
        if (domain.dtcourant() < newdt)
            newdt = domain.dtcourant() / Real_t(2.0);

        if (domain.dthydro() < newdt)
            newdt = domain.dthydro() * Real_t(2.0) / Real_t(3.0);

        Real_t olddt = domain.deltatime();
        ratio = newdt / olddt;
        if (ratio >= Real_t(1.0)) {
            if (ratio < domain.deltatimemultlb())
                newdt = olddt;
            else if (ratio > domain.deltatimemultub())
                newdt = olddt*domain.deltatimemultub();
        }

        if (newdt > domain.dtmax())
            newdt = domain.dtmax();
        domain.deltatime() = newdt ;
    }

    Real_t targetdt = domain.stoptime() - domain.time();

    /* TRY TO PREVENT VERY SMALL SCALING ON THE NEXT CYCLE */
    if ((targetdt > domain.deltatime()) &&
            (targetdt < (Real_t(4.0) * domain.deltatime() / Real_t(3.0))))
        targetdt = Real_t(2.0) * domain.deltatime() / Real_t(3.0) ;

    if (targetdt < domain.deltatime())
        domain.deltatime() = targetdt;

    domain.time() += domain.deltatime();

    ++domain.cycle();
}

int main(int argc, char *argv[]){

    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }

    Index_t edgeElems = bp.args.sizes[0];
    Index_t edgeNodes = edgeElems+1;

    Index_t maxCycles = bp.args.sizes[1];

    Real_t tx, ty, tz;
    Index_t nidx, zidx;

    // Initialize constant array needed in HourGlass calc
    Gamma[0][0] = Real_t( 1.);
    Gamma[0][1] = Real_t( 1.);
    Gamma[0][2] = Real_t(-1.);
    Gamma[0][3] = Real_t(-1.);
    Gamma[0][4] = Real_t(-1.);
    Gamma[0][5] = Real_t(-1.);
    Gamma[0][6] = Real_t( 1.);
    Gamma[0][7] = Real_t( 1.);
    Gamma[1][0] = Real_t( 1.);
    Gamma[1][1] = Real_t(-1.);
    Gamma[1][2] = Real_t(-1.);
    Gamma[1][3] = Real_t( 1.);
    Gamma[1][4] = Real_t(-1.);
    Gamma[1][5] = Real_t( 1.);
    Gamma[1][6] = Real_t( 1.);
    Gamma[1][7] = Real_t(-1.);
    Gamma[2][0] = Real_t( 1.);
    Gamma[2][1] = Real_t(-1.);
    Gamma[2][2] = Real_t( 1.);
    Gamma[2][3] = Real_t(-1.);
    Gamma[2][4] = Real_t( 1.);
    Gamma[2][5] = Real_t(-1.);
    Gamma[2][6] = Real_t( 1.);
    Gamma[2][7] = Real_t(-1.);
    Gamma[3][0] = Real_t(-1.);
    Gamma[3][1] = Real_t( 1.);
    Gamma[3][2] = Real_t(-1.);
    Gamma[3][3] = Real_t( 1.);
    Gamma[3][4] = Real_t( 1.);
    Gamma[3][5] = Real_t(-1.);
    Gamma[3][6] = Real_t( 1.);
    Gamma[3][7] = Real_t(-1.);

    /* Initialize Sedov Mesh */
    domain.sizeX() = edgeElems;
	domain.sizeY() = edgeElems;
	domain.sizeZ() = edgeElems;
	domain.numElem() = edgeElems*edgeElems*edgeElems;
	domain.numNode() = edgeNodes*edgeNodes*edgeNodes;

    Index_t domElems = domain.numElem();

    /* allocate field memory */
    domain.AllocateElemPersistent(domElems);
    domain.AllocateElemTemporary(domElems);
    domain.AllocateNodalPersistent(domain.numNode());
    domain.AllocateNodesets(edgeNodes*edgeNodes);

    /* initialize nodal coordinates */
    nidx = 0 ;
	tz  = Real_t(0.) ;
	for (Index_t plane=0; plane<edgeNodes; ++plane) {
		ty = Real_t(0.) ;
		for (Index_t row=0; row<edgeNodes; ++row) {
			tx = Real_t(0.) ;
			for (Index_t col=0; col<edgeNodes; ++col) {
				domain.m_x[nidx] = tx;
				domain.m_y[nidx] = ty;
				domain.m_z[nidx] = tz;
				 ++nidx ;
				tx = Real_t(1.125)*Real_t(col+1)/Real_t(edgeElems) ;
			}
			ty = Real_t(1.125)*Real_t(row+1)/Real_t(edgeElems) ;
		}
		tz = Real_t(1.125)*Real_t(plane+1)/Real_t(edgeElems) ;

	}
    /* embed hexehedral elements in nodal point lattice */
    nidx = 0;
    zidx = 0;
    for (Index_t plane=0; plane<edgeElems; ++plane) {
        for (Index_t row=0; row<edgeElems; ++row) {
            for (Index_t col=0; col<edgeElems; ++col) {
                Index_t pos = Index_t(8)*zidx;
                domain.m_nodelist[pos](nidx);
                domain.m_nodelist[pos+1] = nidx+1;
                domain.m_nodelist[pos+2] = nidx+edgeNodes+1;
                domain.m_nodelist[pos+3] = nidx+edgeNodes;
                domain.m_nodelist[pos+4] = nidx+edgeNodes*edgeNodes;
                domain.m_nodelist[pos+5] = nidx+edgeNodes*edgeNodes+1;
                domain.m_nodelist[pos+6] = nidx+edgeNodes*edgeNodes+edgeNodes+1;
                domain.m_nodelist[pos+7] = nidx+edgeNodes*edgeNodes+edgeNodes;
                ++zidx;
                ++nidx;
            }
            ++nidx;
        }
        nidx += edgeNodes;
    }

    domain.AllocateNodeElemIndexes();

    /* initialize material parameters */
    domain.dtfixed() = Real_t(-1.0e-7);
    domain.deltatime() = Real_t(1.0e-7);
    domain.deltatimemultlb() = Real_t(1.1);
    domain.deltatimemultub() = Real_t(1.2);
    domain.stoptime() = Real_t(1.0e-2);
    domain.dtcourant() = Real_t(1.0e+20);
    domain.dthydro() = Real_t(1.0e+20);
    domain.dtmax() = Real_t(1.0e-2);
    domain.time() = Real_t(0.);
    domain.cycle() = 0;

    domain.e_cut() = Real_t(1.0e-7);
    domain.p_cut() = Real_t(1.0e-7);
    domain.q_cut() = Real_t(1.0e-7);
    domain.u_cut() = Real_t(1.0e-7);
    domain.v_cut() = Real_t(1.0e-10);

    domain.hgcoef() = Real_t(3.0);
    domain.ss4o3() = Real_t(4.0)/Real_t(3.0);

    domain.qstop() = Real_t(1.0e+12);
    domain.monoq_max_slope() = Real_t(1.0);
    domain.monoq_limiter_mult() = Real_t(2.0);
    domain.qlc_monoq() = Real_t(0.5);
    domain.qqc_monoq() = Real_t(2.0)/Real_t(3.0);
    domain.qqc() = Real_t(2.0);

    domain.pmin() = Real_t(0.);
    domain.emin() = Real_t(-1.0e+15);

    domain.dvovmax() = Real_t(0.1);

    domain.eosvmax() = Real_t(1.0e+9);
    domain.eosvmin() = Real_t(1.0e-9);

    domain.refdens() = Real_t(1.0);

    /* initialize field data */
    for (Index_t i=0; i<domElems; ++i) {
		Real_t x_local[8], y_local[8], z_local[8] ;
		for( Index_t lnode=0 ; lnode<8 ; ++lnode ) {
            Index_t gnode = scalar<Index_t>(domain.m_nodelist[Index_t(8)*i+lnode]);
			x_local[lnode] = scalar<Real_t>(domain.m_x[gnode]);
			y_local[lnode] = scalar<Real_t>(domain.m_y[gnode]);
			z_local[lnode] = scalar<Real_t>(domain.m_z[gnode]);
		}

		// volume calculations
		Real_t volume = CalcElemVolume(x_local, y_local, z_local );

        domain.m_volo[i] = volume ;
		domain.m_elemMass[i] = volume ;
		for (Index_t j=0; j<8; ++j) {
            Index_t idx = scalar<Index_t>(domain.m_nodelist[Index_t(8)*i+j]);
			domain.m_nodalMass[idx] += volume / Real_t(8.0) ;
		}
	}

    /* deposit energy */
    domain.m_e[0] = Real_t(3.948746e+7);

    nidx = 0 ;
	for (Index_t i=0; i<edgeNodes; ++i) {
		Index_t planeInc = i*edgeNodes*edgeNodes;
		Index_t rowInc   = i*edgeNodes;
		for (Index_t j=0; j<edgeNodes; ++j) {
			domain.m_symmX[nidx] = planeInc + j*edgeNodes;
			domain.m_symmY[nidx] = planeInc + j;
			domain.m_symmZ[nidx] = rowInc + j;
			++nidx ;
		}
	}

    domain.m_lxim[0] = 0;
	for (Index_t i=1; i<domElems; ++i) {
		domain.m_lxim[i] = i-1 ;
		domain.m_lxip[i-1] = i ;
	}
	domain.m_lxip[domElems-1] = domElems-1 ;

    for (Index_t i=0; i<edgeElems; ++i) {
        domain.m_letam[i] = i;
        domain.m_letap[domElems-edgeElems+i] = domElems-edgeElems+i ;
    }

    for (Index_t i=edgeElems; i<domElems; ++i) {
        domain.m_letam[i] = i-edgeElems ;
        domain.m_letap[i-edgeElems] = i ;
    }

    for (Index_t i=0; i<edgeElems*edgeElems; ++i) {
        domain.m_lzetam[i] = i;
        domain.m_lzetap[domElems-edgeElems*edgeElems+i] = domElems-edgeElems*edgeElems+i ;
    }

    for (Index_t i=edgeElems*edgeElems; i<domElems; ++i) {
        domain.m_lzetam[i] = i - edgeElems*edgeElems ;
        domain.m_lzetap[i-edgeElems*edgeElems] = i ;
    }

    /* set up boundary condition information */
    domain.m_elemBC = zeros<Int_t>(domElems);

    /* faces on "external" boundaries will be */
    /* symmetry plane or free surface BCs */
    for (Index_t i=0; i<edgeElems; ++i) {
        Index_t planeInc = i*edgeElems*edgeElems ;
        Index_t rowInc = i*edgeElems ;
        for (Index_t j=0; j<edgeElems; ++j) {
            domain.m_elemBC[planeInc+j*edgeElems] |= XI_M_SYMM ;
            domain.m_elemBC[planeInc+j*edgeElems+edgeElems-1] |= XI_P_FREE ;
            domain.m_elemBC[planeInc+j] |= ETA_M_SYMM ;
            domain.m_elemBC[planeInc+j+edgeElems*edgeElems-edgeElems] |= ETA_P_FREE ;
            domain.m_elemBC[rowInc+j] |= ZETA_M_SYMM ;
            domain.m_elemBC[rowInc+j+domElems-edgeElems*edgeElems] |= ZETA_P_FREE ;
        }
    }

    timeval start, end;
    gettimeofday(&start, NULL);

    Runtime::instance().flush();
    bp.timer_start();                               // Start timer

    while(domain.time() < domain.stoptime() ) {
        if (maxCycles && (domain.cycle() > maxCycles)) {
            printf("Stopping before running cycle %d.\n", domain.cycle());
            break;
        }
        TimeIncrement();
        LagrangeLeapFrog();

#if LULESH_SHOW_PROGRESS
        printf("time = %.20f, dt=%.20f\n",
               double(domain.time()), double(domain.deltatime()) ) ;
#endif
    }

    Runtime::instance().flush();
    bp.timer_stop();                                // Stop timer

    gettimeofday(&end, NULL);
    if (bp.args.verbose) {
        double elapsed_time = double(end.tv_sec - start.tv_sec) + double(end.tv_usec - start.tv_usec) *1e-6;

        printf("\n\nElapsed time = %12.6e\n\n", elapsed_time);

        Index_t ElemId = 0;
        printf("Run completed:\n");
        printf("   Problem size        =  %i \n", edgeElems);
        printf("   Iteration count     =  %i \n", domain.cycle());
        printf("   Final Origin Energy = %12.6e \n", scalar<Real_t>(domain.m_e[ElemId]));

        Real_t   MaxAbsDiff = Real_t(0.0);
        Real_t TotalAbsDiff = Real_t(0.0);
        Real_t   MaxRelDiff = Real_t(0.0);

        for (Index_t j=0; j<edgeElems; ++j) {
            for (Index_t k=j+1; k<edgeElems; ++k) {
                Real_t AbsDiff = FABS(scalar<Real_t>(domain.m_e[j*edgeElems+k])
                        - scalar<Real_t>(domain.m_e[k*edgeElems+j]));
                TotalAbsDiff += AbsDiff;

                if (MaxAbsDiff < AbsDiff)
                    MaxAbsDiff = AbsDiff;

                Real_t RelDiff = AbsDiff / scalar<Real_t>(domain.m_e[k*edgeElems+j]);
                if (MaxRelDiff < RelDiff)
                    MaxRelDiff = RelDiff;
            }
        }

        printf("Testing Plane 0 of Energy Array:\n");
        printf("   MaxAbsDiff   = %12.6e\n", MaxAbsDiff);
        printf("   TotalAbsDiff = %12.6e\n", TotalAbsDiff);
        printf("   MaxRelDiff   = %12.6e\n\n", MaxRelDiff);
    }
    bp.print("lulesh(cpp11_bxx)");
	return 0;
}








Cpp11 Omp

//
//  LULESH.OMP.h
//  
//
//  Created by McGraw, Jim on 1/18/12.
//  Copyright 2012 __MyCompanyName__. All rights reserved.
//

/*
 
 Copyright (c) 2010.
 Lawrence Livermore National Security, LLC.
 Produced at the Lawrence Livermore National Laboratory.
 LLNL-CODE-461231
 All rights reserved.
 
 This file is part of LULESH, Version 1.0.
 Please also read this link -- http://www.opensource.org/licenses/index.php
 
 Redistribution and use in source and binary forms, with or without
 modification, are permitted provided that the following conditions
 are met:
 
 * Redistributions of source code must retain the above copyright
 notice, this list of conditions and the disclaimer below.
 
 * Redistributions in binary form must reproduce the above copyright
 notice, this list of conditions and the disclaimer (as noted below)
 in the documentation and/or other materials provided with the
 distribution.
 
 * Neither the name of the LLNS/LLNL nor the names of its contributors
 may be used to endorse or promote products derived from this software
 without specific prior written permission.
 
 THIS SOFTWARE IS PROVIDED BY THE COPYRIGHT HOLDERS AND CONTRIBUTORS "AS IS"
 AND ANY EXPRESS OR IMPLIED WARRANTIES, INCLUDING, BUT NOT LIMITED TO, THE
 IMPLIED WARRANTIES OF MERCHANTABILITY AND FITNESS FOR A PARTICULAR PURPOSE
 ARE DISCLAIMED. IN NO EVENT SHALL LAWRENCE LIVERMORE NATIONAL SECURITY, LLC,
 THE U.S. DEPARTMENT OF ENERGY OR CONTRIBUTORS BE LIABLE FOR ANY DIRECT,
 INDIRECT, INCIDENTAL, SPECIAL, EXEMPLARY, OR CONSEQUENTIAL DAMAGES (INCLUDING,
 BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
 DATA, OR PROFITS; OR BUSINESS INTERRUPTION) HOWEVER CAUSED AND ON ANY THEORY
 OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING
 NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS SOFTWARE,
 EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.
 
 
 Additional BSD Notice
 
 1. This notice is required to be provided under our contract with the U.S.
 Department of Energy (DOE). This work was produced at Lawrence Livermore
 National Laboratory under Contract No. DE-AC52-07NA27344 with the DOE.
 
 2. Neither the United States Government nor Lawrence Livermore National
 Security, LLC nor any of their employees, makes any warranty, express
 or implied, or assumes any liability or responsibility for the accuracy,
 completeness, or usefulness of any information, apparatus, product, or
 process disclosed, or represents that its use would not infringe
 privately-owned rights.
 
 3. Also, reference herein to any specific commercial products, process, or
 services by trade name, trademark, manufacturer or otherwise does not
 necessarily constitute or imply its endorsement, recommendation, or
 favoring by the United States Government or Lawrence Livermore National
 Security, LLC. The views and opinions of authors expressed herein do not
 necessarily state or reflect those of the United States Government or
 Lawrence Livermore National Security, LLC, and shall not be used for
 advertising or product endorsement purposes.
 
 */

#include <vector>
#include <math.h>
#include <stdio.h>
#include <stdlib.h>
#include <sys/time.h>
#include <bp_util.h>

#if defined(_OPENMP)
#include <omp.h>
#else
inline int omp_get_max_threads() { return 1; }
inline int omp_get_thread_num()  { return 0; }
inline int omp_get_num_threads() { return 1; }
#endif


#define LULESH_SHOW_PROGRESS 0

enum { VolumeError = -1, QStopError = -2 } ;

/****************************************************/
/* Allow flexibility for arithmetic representations */
/****************************************************/

/* Could also support fixed point and interval arithmetic types */
typedef float        real4 ;
typedef double       real8 ;
typedef long double  real10 ;  /* 10 bytes on x86 */

typedef int    Index_t ; /* array subscript and loop index */
typedef real8  Real_t ;  /* floating point representation */
typedef int    Int_t ;   /* integer representation */

inline real4  SQRT(real4  arg) { return sqrtf(arg) ; }
inline real8  SQRT(real8  arg) { return sqrt(arg) ; }
inline real10 SQRT(real10 arg) { return sqrtl(arg) ; }

inline real4  CBRT(real4  arg) { return cbrtf(arg) ; }
inline real8  CBRT(real8  arg) { return cbrt(arg) ; }
inline real10 CBRT(real10 arg) { return cbrtl(arg) ; }

inline real4  FABS(real4  arg) { return fabsf(arg) ; }
inline real8  FABS(real8  arg) { return fabs(arg) ; }
inline real10 FABS(real10 arg) { return fabsl(arg) ; }


/************************************************************/
/* Allow for flexible data layout experiments by separating */
/* array interface from underlying implementation.          */
/************************************************************/

struct Domain {
	
	/* This first implementation allows for runnable code */
	/* and is not meant to be optimal. Final implementation */
	/* should separate declaration and allocation phases */
	/* so that allocation can be scheduled in a cache conscious */
	/* manner. */
	
public:
	
	/**************/
	/* Allocation */
	/**************/
	
	void AllocateNodalPersistent(size_t size)
	{
		m_x.resize(size) ;
		m_y.resize(size) ;
		m_z.resize(size) ;
		
		m_xd.resize(size, Real_t(0.)) ;
		m_yd.resize(size, Real_t(0.)) ;
		m_zd.resize(size, Real_t(0.)) ;
		
		m_xdd.resize(size, Real_t(0.)) ;
		m_ydd.resize(size, Real_t(0.)) ;
		m_zdd.resize(size, Real_t(0.)) ;
		
		m_fx.resize(size) ;
		m_fy.resize(size) ;
		m_fz.resize(size) ;
		
		m_nodalMass.resize(size, Real_t(0.)) ;
	}
	
	void AllocateElemPersistent(size_t size)
	{
		m_matElemlist.resize(size) ;
		m_nodelist.resize(8*size) ;
		
		m_lxim.resize(size) ;
		m_lxip.resize(size) ;
		m_letam.resize(size) ;
		m_letap.resize(size) ;
		m_lzetam.resize(size) ;
		m_lzetap.resize(size) ;
		
		m_elemBC.resize(size) ;
		
		m_e.resize(size, Real_t(0.)) ;
		
		m_p.resize(size, Real_t(0.)) ;
		m_q.resize(size) ;
		m_ql.resize(size) ;
		m_qq.resize(size) ;
		
		m_v.resize(size, 1.0) ;
		m_volo.resize(size) ;
		m_delv.resize(size) ;
		m_vdov.resize(size) ;
		
		m_arealg.resize(size) ;
		
		m_ss.resize(size) ;
		
		m_elemMass.resize(size) ;
	}
	
	/* Temporaries should not be initialized in bulk but */
	/* this is a runnable placeholder for now */
	void AllocateElemTemporary(size_t size)
	{
		m_dxx.resize(size) ;
		m_dyy.resize(size) ;
		m_dzz.resize(size) ;
		
		m_delv_xi.resize(size) ;
		m_delv_eta.resize(size) ;
		m_delv_zeta.resize(size) ;
		
		m_delx_xi.resize(size) ;
		m_delx_eta.resize(size) ;
		m_delx_zeta.resize(size) ;
		
		m_vnew.resize(size) ;
	}
	
	void AllocateNodesets(size_t size)
	{
		m_symmX.resize(size) ;
		m_symmY.resize(size) ;
		m_symmZ.resize(size) ;
	}
	
	void AllocateNodeElemIndexes()
	{
		Index_t m;
		Index_t numElem = this->numElem() ;
		Index_t numNode = this->numNode() ;
		
		/* set up node-centered indexing of elements */
		m_nodeElemCount.resize(numNode);
		
		for (Index_t i=0;i<numNode;++i) {
			nodeElemCount(i)=0;
		}
		
		for (Index_t i=0; i<numElem; ++i) {
			Index_t *nl = nodelist(i) ;
			for (Index_t j=0; j < 8; ++j) {
				++nodeElemCount(nl[j]);
			}
		}
		
		m_nodeElemStart.resize(numNode);
		
		nodeElemStart(0)=0;
		
		for (Index_t i=1; i < numNode; ++i) {
			nodeElemStart(i) = nodeElemStart(i-1) + nodeElemCount(i-1) ;
		}
		
		//       m_nodeElemList.resize(nodeElemStart(numNode-1) +
		//                             nodeElemCount(numNode-1));
		
		m_nodeElemCornerList.resize(nodeElemStart(numNode-1) +
									nodeElemCount(numNode-1));
		
		for (Index_t i=0; i < numNode; ++i) {
			nodeElemCount(i)=0;
		}
		
		for (Index_t i=0; i < numElem; ++i) {
			Index_t *nl = nodelist(i) ;
			for (Index_t j=0; j < 8; ++j) {
				Index_t m = nl[j];
				Index_t k = i*8 + j ;
				Index_t offset = nodeElemStart(m)+nodeElemCount(m) ;
				//             nodeElemList(offset) = i;
				nodeElemCornerList(offset) = k;
				++nodeElemCount(m);
			}
		}
		
		Index_t clSize = m_nodeElemCornerList.size() ;
		for (Index_t i=0; i < clSize; ++i) {
			Index_t clv = nodeElemCornerList(i) ;
			if ((clv < 0) || (clv > numElem*8)) {
				fprintf(stderr,
						"AllocateNodeElemIndexes(): nodeElemCornerList entry out of range!\n");
				exit(1);
			}
		}
	}
	
	
	/**********/
	/* Access */
	/**********/
	
	/* Node-centered */
	
	Real_t& x(Index_t idx)    { return m_x[idx] ; }
	Real_t& y(Index_t idx)    { return m_y[idx] ; }
	Real_t& z(Index_t idx)    { return m_z[idx] ; }
	
	Real_t& xd(Index_t idx)   { return m_xd[idx] ; }
	Real_t& yd(Index_t idx)   { return m_yd[idx] ; }
	Real_t& zd(Index_t idx)   { return m_zd[idx] ; }
	
	Real_t& xdd(Index_t idx)  { return m_xdd[idx] ; }
	Real_t& ydd(Index_t idx)  { return m_ydd[idx] ; }
	Real_t& zdd(Index_t idx)  { return m_zdd[idx] ; }
	
	Real_t& fx(Index_t idx)   { return m_fx[idx] ; }
	Real_t& fy(Index_t idx)   { return m_fy[idx] ; }
	Real_t& fz(Index_t idx)   { return m_fz[idx] ; }
	
	Real_t& nodalMass(Index_t idx) { return m_nodalMass[idx] ; }
	
	Index_t& symmX(Index_t idx) { return m_symmX[idx] ; }
	Index_t& symmY(Index_t idx) { return m_symmY[idx] ; }
	Index_t& symmZ(Index_t idx) { return m_symmZ[idx] ; }
	
	Index_t& nodeElemCount(Index_t idx) { return m_nodeElemCount[idx] ; }
	Index_t& nodeElemStart(Index_t idx) { return m_nodeElemStart[idx] ; }
	//   Index_t& nodeElemList(Index_t idx)  { return m_nodeElemList[idx] ; }
	Index_t& nodeElemCornerList(Index_t i) { return m_nodeElemCornerList[i] ; }
	
	/* Element-centered */
	
	Index_t&  matElemlist(Index_t idx) { return m_matElemlist[idx] ; }
	Index_t*  nodelist(Index_t idx)    { return &m_nodelist[Index_t(8)*idx] ; }
	
	Index_t&  lxim(Index_t idx) { return m_lxim[idx] ; }
	Index_t&  lxip(Index_t idx) { return m_lxip[idx] ; }
	Index_t&  letam(Index_t idx) { return m_letam[idx] ; }
	Index_t&  letap(Index_t idx) { return m_letap[idx] ; }
	Index_t&  lzetam(Index_t idx) { return m_lzetam[idx] ; }
	Index_t&  lzetap(Index_t idx) { return m_lzetap[idx] ; }
	
	Int_t&  elemBC(Index_t idx) { return m_elemBC[idx] ; }
	
	Real_t& dxx(Index_t idx)  { return m_dxx[idx] ; }
	Real_t& dyy(Index_t idx)  { return m_dyy[idx] ; }
	Real_t& dzz(Index_t idx)  { return m_dzz[idx] ; }
	
	Real_t& delv_xi(Index_t idx)    { return m_delv_xi[idx] ; }
	Real_t& delv_eta(Index_t idx)   { return m_delv_eta[idx] ; }
	Real_t& delv_zeta(Index_t idx)  { return m_delv_zeta[idx] ; }
	
	Real_t& delx_xi(Index_t idx)    { return m_delx_xi[idx] ; }
	Real_t& delx_eta(Index_t idx)   { return m_delx_eta[idx] ; }
	Real_t& delx_zeta(Index_t idx)  { return m_delx_zeta[idx] ; }
	
	Real_t& e(Index_t idx)          { return m_e[idx] ; }
	
	Real_t& p(Index_t idx)          { return m_p[idx] ; }
	Real_t& q(Index_t idx)          { return m_q[idx] ; }
	Real_t& ql(Index_t idx)         { return m_ql[idx] ; }
	Real_t& qq(Index_t idx)         { return m_qq[idx] ; }
	
	Real_t& v(Index_t idx)          { return m_v[idx] ; }
	Real_t& volo(Index_t idx)       { return m_volo[idx] ; }
	Real_t& vnew(Index_t idx)       { return m_vnew[idx] ; }
	Real_t& delv(Index_t idx)       { return m_delv[idx] ; }
	Real_t& vdov(Index_t idx)       { return m_vdov[idx] ; }
	
	Real_t& arealg(Index_t idx)     { return m_arealg[idx] ; }
	
	Real_t& ss(Index_t idx)         { return m_ss[idx] ; }
	
	Real_t& elemMass(Index_t idx)  { return m_elemMass[idx] ; }
	
	/* Params */
	
	Real_t& dtfixed()              { return m_dtfixed ; }
	Real_t& time()                 { return m_time ; }
	Real_t& deltatime()            { return m_deltatime ; }
	Real_t& deltatimemultlb()      { return m_deltatimemultlb ; }
	Real_t& deltatimemultub()      { return m_deltatimemultub ; }
	Real_t& stoptime()             { return m_stoptime ; }
	
	Real_t& u_cut()                { return m_u_cut ; }
	Real_t& hgcoef()               { return m_hgcoef ; }
	Real_t& qstop()                { return m_qstop ; }
	Real_t& monoq_max_slope()      { return m_monoq_max_slope ; }
	Real_t& monoq_limiter_mult()   { return m_monoq_limiter_mult ; }
	Real_t& e_cut()                { return m_e_cut ; }
	Real_t& p_cut()                { return m_p_cut ; }
	Real_t& ss4o3()                { return m_ss4o3 ; }
	Real_t& q_cut()                { return m_q_cut ; }
	Real_t& v_cut()                { return m_v_cut ; }
	Real_t& qlc_monoq()            { return m_qlc_monoq ; }
	Real_t& qqc_monoq()            { return m_qqc_monoq ; }
	Real_t& qqc()                  { return m_qqc ; }
	Real_t& eosvmax()              { return m_eosvmax ; }
	Real_t& eosvmin()              { return m_eosvmin ; }
	Real_t& pmin()                 { return m_pmin ; }
	Real_t& emin()                 { return m_emin ; }
	Real_t& dvovmax()              { return m_dvovmax ; }
	Real_t& refdens()              { return m_refdens ; }
	
	Real_t& dtcourant()            { return m_dtcourant ; }
	Real_t& dthydro()              { return m_dthydro ; }
	Real_t& dtmax()                { return m_dtmax ; }
	
	Int_t&  cycle()                { return m_cycle ; }
	
	Index_t&  sizeX()              { return m_sizeX ; }
	Index_t&  sizeY()              { return m_sizeY ; }
	Index_t&  sizeZ()              { return m_sizeZ ; }
	Index_t&  numElem()            { return m_numElem ; }
	Index_t&  numNode()            { return m_numNode ; }
	
private:
	
	/******************/
	/* Implementation */
	/******************/
	
	/* Node-centered */
	
	std::vector<Real_t> m_x ;  /* coordinates */
	std::vector<Real_t> m_y ;
	std::vector<Real_t> m_z ;
	
	std::vector<Real_t> m_xd ; /* velocities */
	std::vector<Real_t> m_yd ;
	std::vector<Real_t> m_zd ;
	
	std::vector<Real_t> m_xdd ; /* accelerations */
	std::vector<Real_t> m_ydd ;
	std::vector<Real_t> m_zdd ;
	
	std::vector<Real_t> m_fx ;  /* forces */
	std::vector<Real_t> m_fy ;
	std::vector<Real_t> m_fz ;
	
	std::vector<Real_t> m_nodalMass ;  /* mass */
	
	std::vector<Index_t> m_symmX ;  /* symmetry plane nodesets */
	std::vector<Index_t> m_symmY ;
	std::vector<Index_t> m_symmZ ;
	
	std::vector<Index_t> m_nodeElemCount ;
	std::vector<Index_t> m_nodeElemStart ;
	//   std::vector<Index_t> m_nodeElemList ;
	std::vector<Index_t> m_nodeElemCornerList ;
	
	/* Element-centered */
	
	std::vector<Index_t>  m_matElemlist ;  /* material indexset */
	std::vector<Index_t>  m_nodelist ;     /* elemToNode connectivity */
	
	std::vector<Index_t>  m_lxim ;  /* element connectivity across each face */
	std::vector<Index_t>  m_lxip ;
	std::vector<Index_t>  m_letam ;
	std::vector<Index_t>  m_letap ;
	std::vector<Index_t>  m_lzetam ;
	std::vector<Index_t>  m_lzetap ;
	
	std::vector<Int_t>    m_elemBC ;  /* symmetry/free-surface flags for each elem face */
	
	std::vector<Real_t> m_dxx ;  /* principal strains -- temporary */
	std::vector<Real_t> m_dyy ;
	std::vector<Real_t> m_dzz ;
	
	std::vector<Real_t> m_delv_xi ;    /* velocity gradient -- temporary */
	std::vector<Real_t> m_delv_eta ;
	std::vector<Real_t> m_delv_zeta ;
	
	std::vector<Real_t> m_delx_xi ;    /* coordinate gradient -- temporary */
	std::vector<Real_t> m_delx_eta ;
	std::vector<Real_t> m_delx_zeta ;
	
	std::vector<Real_t> m_e ;   /* energy */
	
	std::vector<Real_t> m_p ;   /* pressure */
	std::vector<Real_t> m_q ;   /* q */
	std::vector<Real_t> m_ql ;  /* linear term for q */
	std::vector<Real_t> m_qq ;  /* quadratic term for q */
	
	std::vector<Real_t> m_v ;     /* relative volume */
	std::vector<Real_t> m_volo ;  /* reference volume */
	std::vector<Real_t> m_vnew ;  /* new relative volume -- temporary */
	std::vector<Real_t> m_delv ;  /* m_vnew - m_v */
	std::vector<Real_t> m_vdov ;  /* volume derivative over volume */
	
	std::vector<Real_t> m_arealg ;  /* characteristic length of an element */
	
	std::vector<Real_t> m_ss ;      /* "sound speed" */
	
	std::vector<Real_t> m_elemMass ;  /* mass */
	
	/* Parameters */
	
	Real_t  m_dtfixed ;           /* fixed time increment */
	Real_t  m_time ;              /* current time */
	Real_t  m_deltatime ;         /* variable time increment */
	Real_t  m_deltatimemultlb ;
	Real_t  m_deltatimemultub ;
	Real_t  m_stoptime ;          /* end time for simulation */
	
	Real_t  m_u_cut ;             /* velocity tolerance */
	Real_t  m_hgcoef ;            /* hourglass control */
	Real_t  m_qstop ;             /* excessive q indicator */
	Real_t  m_monoq_max_slope ;
	Real_t  m_monoq_limiter_mult ;
	Real_t  m_e_cut ;             /* energy tolerance */
	Real_t  m_p_cut ;             /* pressure tolerance */
	Real_t  m_ss4o3 ;
	Real_t  m_q_cut ;             /* q tolerance */
	Real_t  m_v_cut ;             /* relative volume tolerance */
	Real_t  m_qlc_monoq ;         /* linear term coef for q */
	Real_t  m_qqc_monoq ;         /* quadratic term coef for q */
	Real_t  m_qqc ;
	Real_t  m_eosvmax ;
	Real_t  m_eosvmin ;
	Real_t  m_pmin ;              /* pressure floor */
	Real_t  m_emin ;              /* energy floor */
	Real_t  m_dvovmax ;           /* maximum allowable volume change */
	Real_t  m_refdens ;           /* reference density */
	
	Real_t  m_dtcourant ;         /* courant constraint */
	Real_t  m_dthydro ;           /* volume change constraint */
	Real_t  m_dtmax ;             /* maximum allowable time increment */
	
	Int_t   m_cycle ;             /* iteration count for simulation */
	
	Index_t   m_sizeX ;           /* X,Y,Z extent of this block */
	Index_t   m_sizeY ;
	Index_t   m_sizeZ ;
	
	Index_t   m_numElem ;         /* Elements/Nodes in this domain */
	Index_t   m_numNode ;
} domain ;


template <typename T>
T *Allocate(size_t size)
{
	return static_cast<T *>(malloc(sizeof(T)*size)) ;
}

template <typename T>
void Release(T **ptr)
{
	if (*ptr != NULL) {
		free(*ptr) ;
		*ptr = NULL ;
	}
}


/* Stuff needed for boundary conditions */
/* 2 BCs on each of 6 hexahedral faces (12 bits) */
#define XI_M        0x003
#define XI_M_SYMM   0x001
#define XI_M_FREE   0x002

#define XI_P        0x00c
#define XI_P_SYMM   0x004
#define XI_P_FREE   0x008

#define ETA_M       0x030
#define ETA_M_SYMM  0x010
#define ETA_M_FREE  0x020

#define ETA_P       0x0c0
#define ETA_P_SYMM  0x040
#define ETA_P_FREE  0x080

#define ZETA_M      0x300
#define ZETA_M_SYMM 0x100
#define ZETA_M_FREE 0x200

#define ZETA_P      0xc00
#define ZETA_P_SYMM 0x400
#define ZETA_P_FREE 0x800


static inline
void TimeIncrement()
{
	Real_t targetdt = domain.stoptime() - domain.time() ;
	
	if ((domain.dtfixed() <= Real_t(0.0)) && (domain.cycle() != Int_t(0))) {
		Real_t ratio ;
		Real_t olddt = domain.deltatime() ;
		
		/* This will require a reduction in parallel */
		Real_t newdt = Real_t(1.0e+20) ;
		if (domain.dtcourant() < newdt) {
			newdt = domain.dtcourant() / Real_t(2.0) ;
		}
		if (domain.dthydro() < newdt) {
			newdt = domain.dthydro() * Real_t(2.0) / Real_t(3.0) ;
		}
		
		ratio = newdt / olddt ;
		if (ratio >= Real_t(1.0)) {
			if (ratio < domain.deltatimemultlb()) {
				newdt = olddt ;
			}
			else if (ratio > domain.deltatimemultub()) {
				newdt = olddt*domain.deltatimemultub() ;
			}
		}
		
		if (newdt > domain.dtmax()) {
			newdt = domain.dtmax() ;
		}
		domain.deltatime() = newdt ;
	}
	
	/* TRY TO PREVENT VERY SMALL SCALING ON THE NEXT CYCLE */
	if ((targetdt > domain.deltatime()) &&
		(targetdt < (Real_t(4.0) * domain.deltatime() / Real_t(3.0))) ) {
		targetdt = Real_t(2.0) * domain.deltatime() / Real_t(3.0) ;
	}
	
	if (targetdt < domain.deltatime()) {
		domain.deltatime() = targetdt ;
	}
	
	domain.time() += domain.deltatime() ;
	
	++domain.cycle() ;
}

static inline
void InitStressTermsForElems(Index_t numElem, 
                             Real_t *sigxx, Real_t *sigyy, Real_t *sigzz)
{
	//
	// pull in the stresses appropriate to the hydro integration
	//
#pragma omp parallel for firstprivate(numElem)
	for (Index_t i = 0 ; i < numElem ; ++i){
		sigxx[i] =  sigyy[i] = sigzz[i] =  - domain.p(i) - domain.q(i) ;
	}
}

static inline
void CalcElemShapeFunctionDerivatives( const Real_t* const x,
									  const Real_t* const y,
									  const Real_t* const z,
									  Real_t b[][8],
									  Real_t* const volume )
{
	const Real_t x0 = x[0] ;   const Real_t x1 = x[1] ;
	const Real_t x2 = x[2] ;   const Real_t x3 = x[3] ;
	const Real_t x4 = x[4] ;   const Real_t x5 = x[5] ;
	const Real_t x6 = x[6] ;   const Real_t x7 = x[7] ;
	
	const Real_t y0 = y[0] ;   const Real_t y1 = y[1] ;
	const Real_t y2 = y[2] ;   const Real_t y3 = y[3] ;
	const Real_t y4 = y[4] ;   const Real_t y5 = y[5] ;
	const Real_t y6 = y[6] ;   const Real_t y7 = y[7] ;
	
	const Real_t z0 = z[0] ;   const Real_t z1 = z[1] ;
	const Real_t z2 = z[2] ;   const Real_t z3 = z[3] ;
	const Real_t z4 = z[4] ;   const Real_t z5 = z[5] ;
	const Real_t z6 = z[6] ;   const Real_t z7 = z[7] ;
	
	Real_t fjxxi, fjxet, fjxze;
	Real_t fjyxi, fjyet, fjyze;
	Real_t fjzxi, fjzet, fjzze;
	Real_t cjxxi, cjxet, cjxze;
	Real_t cjyxi, cjyet, cjyze;
	Real_t cjzxi, cjzet, cjzze;
	
	fjxxi = .125 * ( (x6-x0) + (x5-x3) - (x7-x1) - (x4-x2) );
	fjxet = .125 * ( (x6-x0) - (x5-x3) + (x7-x1) - (x4-x2) );
	fjxze = .125 * ( (x6-x0) + (x5-x3) + (x7-x1) + (x4-x2) );
	
	fjyxi = .125 * ( (y6-y0) + (y5-y3) - (y7-y1) - (y4-y2) );
	fjyet = .125 * ( (y6-y0) - (y5-y3) + (y7-y1) - (y4-y2) );
	fjyze = .125 * ( (y6-y0) + (y5-y3) + (y7-y1) + (y4-y2) );
	
	fjzxi = .125 * ( (z6-z0) + (z5-z3) - (z7-z1) - (z4-z2) );
	fjzet = .125 * ( (z6-z0) - (z5-z3) + (z7-z1) - (z4-z2) );
	fjzze = .125 * ( (z6-z0) + (z5-z3) + (z7-z1) + (z4-z2) );
	
	/* compute cofactors */
	cjxxi =    (fjyet * fjzze) - (fjzet * fjyze);
	cjxet =  - (fjyxi * fjzze) + (fjzxi * fjyze);
	cjxze =    (fjyxi * fjzet) - (fjzxi * fjyet);
	
	cjyxi =  - (fjxet * fjzze) + (fjzet * fjxze);
	cjyet =    (fjxxi * fjzze) - (fjzxi * fjxze);
	cjyze =  - (fjxxi * fjzet) + (fjzxi * fjxet);
	
	cjzxi =    (fjxet * fjyze) - (fjyet * fjxze);
	cjzet =  - (fjxxi * fjyze) + (fjyxi * fjxze);
	cjzze =    (fjxxi * fjyet) - (fjyxi * fjxet);
	
	/* calculate partials :
     this need only be done for l = 0,1,2,3   since , by symmetry ,
     (6,7,4,5) = - (0,1,2,3) .
	 */
	b[0][0] =   -  cjxxi  -  cjxet  -  cjxze;
	b[0][1] =      cjxxi  -  cjxet  -  cjxze;
	b[0][2] =      cjxxi  +  cjxet  -  cjxze;
	b[0][3] =   -  cjxxi  +  cjxet  -  cjxze;
	b[0][4] = -b[0][2];
	b[0][5] = -b[0][3];
	b[0][6] = -b[0][0];
	b[0][7] = -b[0][1];
	
	b[1][0] =   -  cjyxi  -  cjyet  -  cjyze;
	b[1][1] =      cjyxi  -  cjyet  -  cjyze;
	b[1][2] =      cjyxi  +  cjyet  -  cjyze;
	b[1][3] =   -  cjyxi  +  cjyet  -  cjyze;
	b[1][4] = -b[1][2];
	b[1][5] = -b[1][3];
	b[1][6] = -b[1][0];
	b[1][7] = -b[1][1];
	
	b[2][0] =   -  cjzxi  -  cjzet  -  cjzze;
	b[2][1] =      cjzxi  -  cjzet  -  cjzze;
	b[2][2] =      cjzxi  +  cjzet  -  cjzze;
	b[2][3] =   -  cjzxi  +  cjzet  -  cjzze;
	b[2][4] = -b[2][2];
	b[2][5] = -b[2][3];
	b[2][6] = -b[2][0];
	b[2][7] = -b[2][1];
	
	/* calculate jacobian determinant (volume) */
	*volume = Real_t(8.) * ( fjxet * cjxet + fjyet * cjyet + fjzet * cjzet);
}

static inline
void SumElemFaceNormal(Real_t *normalX0, Real_t *normalY0, Real_t *normalZ0,
                       Real_t *normalX1, Real_t *normalY1, Real_t *normalZ1,
                       Real_t *normalX2, Real_t *normalY2, Real_t *normalZ2,
                       Real_t *normalX3, Real_t *normalY3, Real_t *normalZ3,
                       const Real_t x0, const Real_t y0, const Real_t z0,
                       const Real_t x1, const Real_t y1, const Real_t z1,
                       const Real_t x2, const Real_t y2, const Real_t z2,
                       const Real_t x3, const Real_t y3, const Real_t z3)
{
	Real_t bisectX0 = Real_t(0.5) * (x3 + x2 - x1 - x0);
	Real_t bisectY0 = Real_t(0.5) * (y3 + y2 - y1 - y0);
	Real_t bisectZ0 = Real_t(0.5) * (z3 + z2 - z1 - z0);
	Real_t bisectX1 = Real_t(0.5) * (x2 + x1 - x3 - x0);
	Real_t bisectY1 = Real_t(0.5) * (y2 + y1 - y3 - y0);
	Real_t bisectZ1 = Real_t(0.5) * (z2 + z1 - z3 - z0);
	Real_t areaX = Real_t(0.25) * (bisectY0 * bisectZ1 - bisectZ0 * bisectY1);
	Real_t areaY = Real_t(0.25) * (bisectZ0 * bisectX1 - bisectX0 * bisectZ1);
	Real_t areaZ = Real_t(0.25) * (bisectX0 * bisectY1 - bisectY0 * bisectX1);
	
	*normalX0 += areaX;
	*normalX1 += areaX;
	*normalX2 += areaX;
	*normalX3 += areaX;
	
	*normalY0 += areaY;
	*normalY1 += areaY;
	*normalY2 += areaY;
	*normalY3 += areaY;
	
	*normalZ0 += areaZ;
	*normalZ1 += areaZ;
	*normalZ2 += areaZ;
	*normalZ3 += areaZ;
}

static inline
void CalcElemNodeNormals(Real_t pfx[8],
                         Real_t pfy[8],
                         Real_t pfz[8],
                         const Real_t x[8],
                         const Real_t y[8],
                         const Real_t z[8])
{
	for (Index_t i = 0 ; i < 8 ; ++i) {
		pfx[i] = Real_t(0.0);
		pfy[i] = Real_t(0.0);
		pfz[i] = Real_t(0.0);
	}
	/* evaluate face one: nodes 0, 1, 2, 3 */
	SumElemFaceNormal(&pfx[0], &pfy[0], &pfz[0],
					  &pfx[1], &pfy[1], &pfz[1],
					  &pfx[2], &pfy[2], &pfz[2],
					  &pfx[3], &pfy[3], &pfz[3],
					  x[0], y[0], z[0], x[1], y[1], z[1],
					  x[2], y[2], z[2], x[3], y[3], z[3]);
	/* evaluate face two: nodes 0, 4, 5, 1 */
	SumElemFaceNormal(&pfx[0], &pfy[0], &pfz[0],
					  &pfx[4], &pfy[4], &pfz[4],
					  &pfx[5], &pfy[5], &pfz[5],
					  &pfx[1], &pfy[1], &pfz[1],
					  x[0], y[0], z[0], x[4], y[4], z[4],
					  x[5], y[5], z[5], x[1], y[1], z[1]);
	/* evaluate face three: nodes 1, 5, 6, 2 */
	SumElemFaceNormal(&pfx[1], &pfy[1], &pfz[1],
					  &pfx[5], &pfy[5], &pfz[5],
					  &pfx[6], &pfy[6], &pfz[6],
					  &pfx[2], &pfy[2], &pfz[2],
					  x[1], y[1], z[1], x[5], y[5], z[5],
					  x[6], y[6], z[6], x[2], y[2], z[2]);
	/* evaluate face four: nodes 2, 6, 7, 3 */
	SumElemFaceNormal(&pfx[2], &pfy[2], &pfz[2],
					  &pfx[6], &pfy[6], &pfz[6],
					  &pfx[7], &pfy[7], &pfz[7],
					  &pfx[3], &pfy[3], &pfz[3],
					  x[2], y[2], z[2], x[6], y[6], z[6],
					  x[7], y[7], z[7], x[3], y[3], z[3]);
	/* evaluate face five: nodes 3, 7, 4, 0 */
	SumElemFaceNormal(&pfx[3], &pfy[3], &pfz[3],
					  &pfx[7], &pfy[7], &pfz[7],
					  &pfx[4], &pfy[4], &pfz[4],
					  &pfx[0], &pfy[0], &pfz[0],
					  x[3], y[3], z[3], x[7], y[7], z[7],
					  x[4], y[4], z[4], x[0], y[0], z[0]);
	/* evaluate face six: nodes 4, 7, 6, 5 */
	SumElemFaceNormal(&pfx[4], &pfy[4], &pfz[4],
					  &pfx[7], &pfy[7], &pfz[7],
					  &pfx[6], &pfy[6], &pfz[6],
					  &pfx[5], &pfy[5], &pfz[5],
					  x[4], y[4], z[4], x[7], y[7], z[7],
					  x[6], y[6], z[6], x[5], y[5], z[5]);
}

static inline
void SumElemStressesToNodeForces( const Real_t B[][8],
								 const Real_t stress_xx,
								 const Real_t stress_yy,
								 const Real_t stress_zz,
								 Real_t* const fx,
								 Real_t* const fy,
								 Real_t* const fz )
{
	Real_t pfx0 = B[0][0] ;   Real_t pfx1 = B[0][1] ;
	Real_t pfx2 = B[0][2] ;   Real_t pfx3 = B[0][3] ;
	Real_t pfx4 = B[0][4] ;   Real_t pfx5 = B[0][5] ;
	Real_t pfx6 = B[0][6] ;   Real_t pfx7 = B[0][7] ;
	
	Real_t pfy0 = B[1][0] ;   Real_t pfy1 = B[1][1] ;
	Real_t pfy2 = B[1][2] ;   Real_t pfy3 = B[1][3] ;
	Real_t pfy4 = B[1][4] ;   Real_t pfy5 = B[1][5] ;
	Real_t pfy6 = B[1][6] ;   Real_t pfy7 = B[1][7] ;
	
	Real_t pfz0 = B[2][0] ;   Real_t pfz1 = B[2][1] ;
	Real_t pfz2 = B[2][2] ;   Real_t pfz3 = B[2][3] ;
	Real_t pfz4 = B[2][4] ;   Real_t pfz5 = B[2][5] ;
	Real_t pfz6 = B[2][6] ;   Real_t pfz7 = B[2][7] ;
	
	fx[0] = -( stress_xx * pfx0 );
	fx[1] = -( stress_xx * pfx1 );
	fx[2] = -( stress_xx * pfx2 );
	fx[3] = -( stress_xx * pfx3 );
	fx[4] = -( stress_xx * pfx4 );
	fx[5] = -( stress_xx * pfx5 );
	fx[6] = -( stress_xx * pfx6 );
	fx[7] = -( stress_xx * pfx7 );
	
	fy[0] = -( stress_yy * pfy0  );
	fy[1] = -( stress_yy * pfy1  );
	fy[2] = -( stress_yy * pfy2  );
	fy[3] = -( stress_yy * pfy3  );
	fy[4] = -( stress_yy * pfy4  );
	fy[5] = -( stress_yy * pfy5  );
	fy[6] = -( stress_yy * pfy6  );
	fy[7] = -( stress_yy * pfy7  );
	
	fz[0] = -( stress_zz * pfz0 );
	fz[1] = -( stress_zz * pfz1 );
	fz[2] = -( stress_zz * pfz2 );
	fz[3] = -( stress_zz * pfz3 );
	fz[4] = -( stress_zz * pfz4 );
	fz[5] = -( stress_zz * pfz5 );
	fz[6] = -( stress_zz * pfz6 );
	fz[7] = -( stress_zz * pfz7 );
}

static inline
void IntegrateStressForElems( Index_t numElem,
							 Real_t *sigxx, Real_t *sigyy, Real_t *sigzz,
							 Real_t *determ)
{
	Index_t numElem8 = numElem * 8 ;
	Real_t *fx_elem = Allocate<Real_t>(numElem8) ;
	Real_t *fy_elem = Allocate<Real_t>(numElem8) ;
	Real_t *fz_elem = Allocate<Real_t>(numElem8) ;
	
	// loop over all elements
#pragma omp parallel for firstprivate(numElem)
	for( Index_t k=0 ; k<numElem ; ++k )
	{
		Real_t B[3][8] ;// shape function derivatives
		Real_t x_local[8] ;
		Real_t y_local[8] ;
		Real_t z_local[8] ;
		
		const Index_t* const elemNodes = domain.nodelist(k);
		
		// get nodal coordinates from global arrays and copy into local arrays.
		for( Index_t lnode=0 ; lnode<8 ; ++lnode )
		{
			Index_t gnode = elemNodes[lnode];
			x_local[lnode] = domain.x(gnode);
			y_local[lnode] = domain.y(gnode);
			z_local[lnode] = domain.z(gnode);
		}
		
		/* Volume calculation involves extra work for numerical consistency. */
		CalcElemShapeFunctionDerivatives(x_local, y_local, z_local,
                                         B, &determ[k]);
		
		CalcElemNodeNormals( B[0] , B[1], B[2],
							x_local, y_local, z_local );
		
		SumElemStressesToNodeForces( B, sigxx[k], sigyy[k], sigzz[k],
									&fx_elem[k*8], &fy_elem[k*8], &fz_elem[k*8] ) ;
		
#if 0
		// copy nodal force contributions to global force arrray.
		for( Index_t lnode=0 ; lnode<8 ; ++lnode )
		{
			Index_t gnode = elemNodes[lnode];
			domain.fx(gnode) += fx_local[lnode];
			domain.fy(gnode) += fy_local[lnode];
			domain.fz(gnode) += fz_local[lnode];
		}
#endif
	}
	
	{
		Index_t numNode = domain.numNode() ;
		
#pragma omp parallel for firstprivate(numNode)
		for( Index_t gnode=0 ; gnode<numNode ; ++gnode )
		{
			Index_t count = domain.nodeElemCount(gnode) ;
			Index_t start = domain.nodeElemStart(gnode) ;
			Real_t fx = Real_t(0.0) ;
			Real_t fy = Real_t(0.0) ;
			Real_t fz = Real_t(0.0) ;
			for (Index_t i=0 ; i < count ; ++i) {
				Index_t elem = domain.nodeElemCornerList(start+i) ;
				fx += fx_elem[elem] ;
				fy += fy_elem[elem] ;
				fz += fz_elem[elem] ;
			}
			domain.fx(gnode) = fx ;
			domain.fy(gnode) = fy ;
			domain.fz(gnode) = fz ;
		}
	}
	
	Release(&fz_elem) ;
	Release(&fy_elem) ;
	Release(&fx_elem) ;
}


static inline
void CollectDomainNodesToElemNodes(const Index_t* elemToNode,
                                   Real_t elemX[8],
                                   Real_t elemY[8],
                                   Real_t elemZ[8])
{
	Index_t nd0i = elemToNode[0] ;
	Index_t nd1i = elemToNode[1] ;
	Index_t nd2i = elemToNode[2] ;
	Index_t nd3i = elemToNode[3] ;
	Index_t nd4i = elemToNode[4] ;
	Index_t nd5i = elemToNode[5] ;
	Index_t nd6i = elemToNode[6] ;
	Index_t nd7i = elemToNode[7] ;
	
	elemX[0] = domain.x(nd0i);
	elemX[1] = domain.x(nd1i);
	elemX[2] = domain.x(nd2i);
	elemX[3] = domain.x(nd3i);
	elemX[4] = domain.x(nd4i);
	elemX[5] = domain.x(nd5i);
	elemX[6] = domain.x(nd6i);
	elemX[7] = domain.x(nd7i);
	
	elemY[0] = domain.y(nd0i);
	elemY[1] = domain.y(nd1i);
	elemY[2] = domain.y(nd2i);
	elemY[3] = domain.y(nd3i);
	elemY[4] = domain.y(nd4i);
	elemY[5] = domain.y(nd5i);
	elemY[6] = domain.y(nd6i);
	elemY[7] = domain.y(nd7i);
	
	elemZ[0] = domain.z(nd0i);
	elemZ[1] = domain.z(nd1i);
	elemZ[2] = domain.z(nd2i);
	elemZ[3] = domain.z(nd3i);
	elemZ[4] = domain.z(nd4i);
	elemZ[5] = domain.z(nd5i);
	elemZ[6] = domain.z(nd6i);
	elemZ[7] = domain.z(nd7i);
	
}

static inline
void VoluDer(const Real_t x0, const Real_t x1, const Real_t x2,
             const Real_t x3, const Real_t x4, const Real_t x5,
             const Real_t y0, const Real_t y1, const Real_t y2,
             const Real_t y3, const Real_t y4, const Real_t y5,
             const Real_t z0, const Real_t z1, const Real_t z2,
             const Real_t z3, const Real_t z4, const Real_t z5,
             Real_t* dvdx, Real_t* dvdy, Real_t* dvdz)
{
	const Real_t twelfth = Real_t(1.0) / Real_t(12.0) ;
	
	*dvdx =
	(y1 + y2) * (z0 + z1) - (y0 + y1) * (z1 + z2) +
	(y0 + y4) * (z3 + z4) - (y3 + y4) * (z0 + z4) -
	(y2 + y5) * (z3 + z5) + (y3 + y5) * (z2 + z5);
	*dvdy =
	- (x1 + x2) * (z0 + z1) + (x0 + x1) * (z1 + z2) -
	(x0 + x4) * (z3 + z4) + (x3 + x4) * (z0 + z4) +
	(x2 + x5) * (z3 + z5) - (x3 + x5) * (z2 + z5);
	
	*dvdz =
	- (y1 + y2) * (x0 + x1) + (y0 + y1) * (x1 + x2) -
	(y0 + y4) * (x3 + x4) + (y3 + y4) * (x0 + x4) +
	(y2 + y5) * (x3 + x5) - (y3 + y5) * (x2 + x5);
	
	*dvdx *= twelfth;
	*dvdy *= twelfth;
	*dvdz *= twelfth;
}

static inline
void CalcElemVolumeDerivative(Real_t dvdx[8],
                              Real_t dvdy[8],
                              Real_t dvdz[8],
                              const Real_t x[8],
                              const Real_t y[8],
                              const Real_t z[8])
{
	VoluDer(x[1], x[2], x[3], x[4], x[5], x[7],
			y[1], y[2], y[3], y[4], y[5], y[7],
			z[1], z[2], z[3], z[4], z[5], z[7],
			&dvdx[0], &dvdy[0], &dvdz[0]);
	VoluDer(x[0], x[1], x[2], x[7], x[4], x[6],
			y[0], y[1], y[2], y[7], y[4], y[6],
			z[0], z[1], z[2], z[7], z[4], z[6],
			&dvdx[3], &dvdy[3], &dvdz[3]);
	VoluDer(x[3], x[0], x[1], x[6], x[7], x[5],
			y[3], y[0], y[1], y[6], y[7], y[5],
			z[3], z[0], z[1], z[6], z[7], z[5],
			&dvdx[2], &dvdy[2], &dvdz[2]);
	VoluDer(x[2], x[3], x[0], x[5], x[6], x[4],
			y[2], y[3], y[0], y[5], y[6], y[4],
			z[2], z[3], z[0], z[5], z[6], z[4],
			&dvdx[1], &dvdy[1], &dvdz[1]);
	VoluDer(x[7], x[6], x[5], x[0], x[3], x[1],
			y[7], y[6], y[5], y[0], y[3], y[1],
			z[7], z[6], z[5], z[0], z[3], z[1],
			&dvdx[4], &dvdy[4], &dvdz[4]);
	VoluDer(x[4], x[7], x[6], x[1], x[0], x[2],
			y[4], y[7], y[6], y[1], y[0], y[2],
			z[4], z[7], z[6], z[1], z[0], z[2],
			&dvdx[5], &dvdy[5], &dvdz[5]);
	VoluDer(x[5], x[4], x[7], x[2], x[1], x[3],
			y[5], y[4], y[7], y[2], y[1], y[3],
			z[5], z[4], z[7], z[2], z[1], z[3],
			&dvdx[6], &dvdy[6], &dvdz[6]);
	VoluDer(x[6], x[5], x[4], x[3], x[2], x[0],
			y[6], y[5], y[4], y[3], y[2], y[0],
			z[6], z[5], z[4], z[3], z[2], z[0],
			&dvdx[7], &dvdy[7], &dvdz[7]);
}

static inline
void CalcElemFBHourglassForce(Real_t *xd, Real_t *yd, Real_t *zd,  Real_t *hourgam0,
                              Real_t *hourgam1, Real_t *hourgam2, Real_t *hourgam3,
                              Real_t *hourgam4, Real_t *hourgam5, Real_t *hourgam6,
                              Real_t *hourgam7, Real_t coefficient,
                              Real_t *hgfx, Real_t *hgfy, Real_t *hgfz )
{
	Index_t i00=0;
	Index_t i01=1;
	Index_t i02=2;
	Index_t i03=3;
	
	Real_t h00 =
	hourgam0[i00] * xd[0] + hourgam1[i00] * xd[1] +
	hourgam2[i00] * xd[2] + hourgam3[i00] * xd[3] +
	hourgam4[i00] * xd[4] + hourgam5[i00] * xd[5] +
	hourgam6[i00] * xd[6] + hourgam7[i00] * xd[7];
	
	Real_t h01 =
	hourgam0[i01] * xd[0] + hourgam1[i01] * xd[1] +
	hourgam2[i01] * xd[2] + hourgam3[i01] * xd[3] +
	hourgam4[i01] * xd[4] + hourgam5[i01] * xd[5] +
	hourgam6[i01] * xd[6] + hourgam7[i01] * xd[7];
	
	Real_t h02 =
	hourgam0[i02] * xd[0] + hourgam1[i02] * xd[1]+
	hourgam2[i02] * xd[2] + hourgam3[i02] * xd[3]+
	hourgam4[i02] * xd[4] + hourgam5[i02] * xd[5]+
	hourgam6[i02] * xd[6] + hourgam7[i02] * xd[7];
	
	Real_t h03 =
	hourgam0[i03] * xd[0] + hourgam1[i03] * xd[1] +
	hourgam2[i03] * xd[2] + hourgam3[i03] * xd[3] +
	hourgam4[i03] * xd[4] + hourgam5[i03] * xd[5] +
	hourgam6[i03] * xd[6] + hourgam7[i03] * xd[7];
	
	hgfx[0] = coefficient *
	(hourgam0[i00] * h00 + hourgam0[i01] * h01 +
	 hourgam0[i02] * h02 + hourgam0[i03] * h03);
	
	hgfx[1] = coefficient *
	(hourgam1[i00] * h00 + hourgam1[i01] * h01 +
	 hourgam1[i02] * h02 + hourgam1[i03] * h03);
	
	hgfx[2] = coefficient *
	(hourgam2[i00] * h00 + hourgam2[i01] * h01 +
	 hourgam2[i02] * h02 + hourgam2[i03] * h03);
	
	hgfx[3] = coefficient *
	(hourgam3[i00] * h00 + hourgam3[i01] * h01 +
	 hourgam3[i02] * h02 + hourgam3[i03] * h03);
	
	hgfx[4] = coefficient *
	(hourgam4[i00] * h00 + hourgam4[i01] * h01 +
	 hourgam4[i02] * h02 + hourgam4[i03] * h03);
	
	hgfx[5] = coefficient *
	(hourgam5[i00] * h00 + hourgam5[i01] * h01 +
	 hourgam5[i02] * h02 + hourgam5[i03] * h03);
	
	hgfx[6] = coefficient *
	(hourgam6[i00] * h00 + hourgam6[i01] * h01 +
	 hourgam6[i02] * h02 + hourgam6[i03] * h03);
	
	hgfx[7] = coefficient *
	(hourgam7[i00] * h00 + hourgam7[i01] * h01 +
	 hourgam7[i02] * h02 + hourgam7[i03] * h03);
	
	h00 =
	hourgam0[i00] * yd[0] + hourgam1[i00] * yd[1] +
	hourgam2[i00] * yd[2] + hourgam3[i00] * yd[3] +
	hourgam4[i00] * yd[4] + hourgam5[i00] * yd[5] +
	hourgam6[i00] * yd[6] + hourgam7[i00] * yd[7];
	
	h01 =
	hourgam0[i01] * yd[0] + hourgam1[i01] * yd[1] +
	hourgam2[i01] * yd[2] + hourgam3[i01] * yd[3] +
	hourgam4[i01] * yd[4] + hourgam5[i01] * yd[5] +
	hourgam6[i01] * yd[6] + hourgam7[i01] * yd[7];
	
	h02 =
	hourgam0[i02] * yd[0] + hourgam1[i02] * yd[1]+
	hourgam2[i02] * yd[2] + hourgam3[i02] * yd[3]+
	hourgam4[i02] * yd[4] + hourgam5[i02] * yd[5]+
	hourgam6[i02] * yd[6] + hourgam7[i02] * yd[7];
	
	h03 =
	hourgam0[i03] * yd[0] + hourgam1[i03] * yd[1] +
	hourgam2[i03] * yd[2] + hourgam3[i03] * yd[3] +
	hourgam4[i03] * yd[4] + hourgam5[i03] * yd[5] +
	hourgam6[i03] * yd[6] + hourgam7[i03] * yd[7];
	
	
	hgfy[0] = coefficient *
	(hourgam0[i00] * h00 + hourgam0[i01] * h01 +
	 hourgam0[i02] * h02 + hourgam0[i03] * h03);
	
	hgfy[1] = coefficient *
	(hourgam1[i00] * h00 + hourgam1[i01] * h01 +
	 hourgam1[i02] * h02 + hourgam1[i03] * h03);
	
	hgfy[2] = coefficient *
	(hourgam2[i00] * h00 + hourgam2[i01] * h01 +
	 hourgam2[i02] * h02 + hourgam2[i03] * h03);
	
	hgfy[3] = coefficient *
	(hourgam3[i00] * h00 + hourgam3[i01] * h01 +
	 hourgam3[i02] * h02 + hourgam3[i03] * h03);
	
	hgfy[4] = coefficient *
	(hourgam4[i00] * h00 + hourgam4[i01] * h01 +
	 hourgam4[i02] * h02 + hourgam4[i03] * h03);
	
	hgfy[5] = coefficient *
	(hourgam5[i00] * h00 + hourgam5[i01] * h01 +
	 hourgam5[i02] * h02 + hourgam5[i03] * h03);
	
	hgfy[6] = coefficient *
	(hourgam6[i00] * h00 + hourgam6[i01] * h01 +
	 hourgam6[i02] * h02 + hourgam6[i03] * h03);
	
	hgfy[7] = coefficient *
	(hourgam7[i00] * h00 + hourgam7[i01] * h01 +
	 hourgam7[i02] * h02 + hourgam7[i03] * h03);
	
	h00 =
	hourgam0[i00] * zd[0] + hourgam1[i00] * zd[1] +
	hourgam2[i00] * zd[2] + hourgam3[i00] * zd[3] +
	hourgam4[i00] * zd[4] + hourgam5[i00] * zd[5] +
	hourgam6[i00] * zd[6] + hourgam7[i00] * zd[7];
	
	h01 =
	hourgam0[i01] * zd[0] + hourgam1[i01] * zd[1] +
	hourgam2[i01] * zd[2] + hourgam3[i01] * zd[3] +
	hourgam4[i01] * zd[4] + hourgam5[i01] * zd[5] +
	hourgam6[i01] * zd[6] + hourgam7[i01] * zd[7];
	
	h02 =
	hourgam0[i02] * zd[0] + hourgam1[i02] * zd[1]+
	hourgam2[i02] * zd[2] + hourgam3[i02] * zd[3]+
	hourgam4[i02] * zd[4] + hourgam5[i02] * zd[5]+
	hourgam6[i02] * zd[6] + hourgam7[i02] * zd[7];
	
	h03 =
	hourgam0[i03] * zd[0] + hourgam1[i03] * zd[1] +
	hourgam2[i03] * zd[2] + hourgam3[i03] * zd[3] +
	hourgam4[i03] * zd[4] + hourgam5[i03] * zd[5] +
	hourgam6[i03] * zd[6] + hourgam7[i03] * zd[7];
	
	
	hgfz[0] = coefficient *
	(hourgam0[i00] * h00 + hourgam0[i01] * h01 +
	 hourgam0[i02] * h02 + hourgam0[i03] * h03);
	
	hgfz[1] = coefficient *
	(hourgam1[i00] * h00 + hourgam1[i01] * h01 +
	 hourgam1[i02] * h02 + hourgam1[i03] * h03);
	
	hgfz[2] = coefficient *
	(hourgam2[i00] * h00 + hourgam2[i01] * h01 +
	 hourgam2[i02] * h02 + hourgam2[i03] * h03);
	
	hgfz[3] = coefficient *
	(hourgam3[i00] * h00 + hourgam3[i01] * h01 +
	 hourgam3[i02] * h02 + hourgam3[i03] * h03);
	
	hgfz[4] = coefficient *
	(hourgam4[i00] * h00 + hourgam4[i01] * h01 +
	 hourgam4[i02] * h02 + hourgam4[i03] * h03);
	
	hgfz[5] = coefficient *
	(hourgam5[i00] * h00 + hourgam5[i01] * h01 +
	 hourgam5[i02] * h02 + hourgam5[i03] * h03);
	
	hgfz[6] = coefficient *
	(hourgam6[i00] * h00 + hourgam6[i01] * h01 +
	 hourgam6[i02] * h02 + hourgam6[i03] * h03);
	
	hgfz[7] = coefficient *
	(hourgam7[i00] * h00 + hourgam7[i01] * h01 +
	 hourgam7[i02] * h02 + hourgam7[i03] * h03);
}

static inline
void CalcFBHourglassForceForElems(Real_t *determ,
								  Real_t *x8n,      Real_t *y8n,      Real_t *z8n,
								  Real_t *dvdx,     Real_t *dvdy,     Real_t *dvdz,
								  Real_t hourg)
{
	/*************************************************
	 *
	 *     FUNCTION: Calculates the Flanagan-Belytschko anti-hourglass
	 *               force.
	 *
	 *************************************************/
	
	Index_t numElem = domain.numElem() ;
	Index_t numElem8 = numElem * 8 ;
	Real_t *fx_elem = Allocate<Real_t>(numElem8) ;
	Real_t *fy_elem = Allocate<Real_t>(numElem8) ;
	Real_t *fz_elem = Allocate<Real_t>(numElem8) ;
	
	Real_t  gamma[4][8];
	
	gamma[0][0] = Real_t( 1.);
	gamma[0][1] = Real_t( 1.);
	gamma[0][2] = Real_t(-1.);
	gamma[0][3] = Real_t(-1.);
	gamma[0][4] = Real_t(-1.);
	gamma[0][5] = Real_t(-1.);
	gamma[0][6] = Real_t( 1.);
	gamma[0][7] = Real_t( 1.);
	gamma[1][0] = Real_t( 1.);
	gamma[1][1] = Real_t(-1.);
	gamma[1][2] = Real_t(-1.);
	gamma[1][3] = Real_t( 1.);
	gamma[1][4] = Real_t(-1.);
	gamma[1][5] = Real_t( 1.);
	gamma[1][6] = Real_t( 1.);
	gamma[1][7] = Real_t(-1.);
	gamma[2][0] = Real_t( 1.);
	gamma[2][1] = Real_t(-1.);
	gamma[2][2] = Real_t( 1.);
	gamma[2][3] = Real_t(-1.);
	gamma[2][4] = Real_t( 1.);
	gamma[2][5] = Real_t(-1.);
	gamma[2][6] = Real_t( 1.);
	gamma[2][7] = Real_t(-1.);
	gamma[3][0] = Real_t(-1.);
	gamma[3][1] = Real_t( 1.);
	gamma[3][2] = Real_t(-1.);
	gamma[3][3] = Real_t( 1.);
	gamma[3][4] = Real_t( 1.);
	gamma[3][5] = Real_t(-1.);
	gamma[3][6] = Real_t( 1.);
	gamma[3][7] = Real_t(-1.);
	
	/*************************************************/
	/*    compute the hourglass modes */
	
	
#pragma omp parallel for firstprivate(numElem, hourg) 
	for(Index_t i2=0; i2<numElem; ++i2){
		Real_t *fx_local, *fy_local, *fz_local ;
		Real_t hgfx[8], hgfy[8], hgfz[8] ;
		
		Real_t coefficient;
		
		Real_t hourgam0[4], hourgam1[4], hourgam2[4], hourgam3[4] ;
		Real_t hourgam4[4], hourgam5[4], hourgam6[4], hourgam7[4];
		Real_t xd1[8], yd1[8], zd1[8] ;
		
		const Index_t *elemToNode = domain.nodelist(i2);
		Index_t i3=8*i2;
		Real_t volinv=Real_t(1.0)/determ[i2];
		Real_t ss1, mass1, volume13 ;
		for(Index_t i1=0;i1<4;++i1){
			
			Real_t hourmodx =
            x8n[i3] * gamma[i1][0] + x8n[i3+1] * gamma[i1][1] +
            x8n[i3+2] * gamma[i1][2] + x8n[i3+3] * gamma[i1][3] +
            x8n[i3+4] * gamma[i1][4] + x8n[i3+5] * gamma[i1][5] +
            x8n[i3+6] * gamma[i1][6] + x8n[i3+7] * gamma[i1][7];
			
			Real_t hourmody =
            y8n[i3] * gamma[i1][0] + y8n[i3+1] * gamma[i1][1] +
            y8n[i3+2] * gamma[i1][2] + y8n[i3+3] * gamma[i1][3] +
            y8n[i3+4] * gamma[i1][4] + y8n[i3+5] * gamma[i1][5] +
            y8n[i3+6] * gamma[i1][6] + y8n[i3+7] * gamma[i1][7];
			
			Real_t hourmodz =
            z8n[i3] * gamma[i1][0] + z8n[i3+1] * gamma[i1][1] +
            z8n[i3+2] * gamma[i1][2] + z8n[i3+3] * gamma[i1][3] +
            z8n[i3+4] * gamma[i1][4] + z8n[i3+5] * gamma[i1][5] +
            z8n[i3+6] * gamma[i1][6] + z8n[i3+7] * gamma[i1][7];
			
			hourgam0[i1] = gamma[i1][0] -  volinv*(dvdx[i3  ] * hourmodx +
												   dvdy[i3  ] * hourmody +
												   dvdz[i3  ] * hourmodz );
			
			hourgam1[i1] = gamma[i1][1] -  volinv*(dvdx[i3+1] * hourmodx +
												   dvdy[i3+1] * hourmody +
												   dvdz[i3+1] * hourmodz );
			
			hourgam2[i1] = gamma[i1][2] -  volinv*(dvdx[i3+2] * hourmodx +
												   dvdy[i3+2] * hourmody +
												   dvdz[i3+2] * hourmodz );
			
			hourgam3[i1] = gamma[i1][3] -  volinv*(dvdx[i3+3] * hourmodx +
												   dvdy[i3+3] * hourmody +
												   dvdz[i3+3] * hourmodz );
			
			hourgam4[i1] = gamma[i1][4] -  volinv*(dvdx[i3+4] * hourmodx +
												   dvdy[i3+4] * hourmody +
												   dvdz[i3+4] * hourmodz );
			
			hourgam5[i1] = gamma[i1][5] -  volinv*(dvdx[i3+5] * hourmodx +
												   dvdy[i3+5] * hourmody +
												   dvdz[i3+5] * hourmodz );
			
			hourgam6[i1] = gamma[i1][6] -  volinv*(dvdx[i3+6] * hourmodx +
												   dvdy[i3+6] * hourmody +
												   dvdz[i3+6] * hourmodz );
			
			hourgam7[i1] = gamma[i1][7] -  volinv*(dvdx[i3+7] * hourmodx +
												   dvdy[i3+7] * hourmody +
												   dvdz[i3+7] * hourmodz );
			
		}
		
		/* compute forces */
		/* store forces into h arrays (force arrays) */
		
		ss1=domain.ss(i2);
		mass1=domain.elemMass(i2);
		volume13=CBRT(determ[i2]);
		
		Index_t n0si2 = elemToNode[0];
		Index_t n1si2 = elemToNode[1];
		Index_t n2si2 = elemToNode[2];
		Index_t n3si2 = elemToNode[3];
		Index_t n4si2 = elemToNode[4];
		Index_t n5si2 = elemToNode[5];
		Index_t n6si2 = elemToNode[6];
		Index_t n7si2 = elemToNode[7];
		
		xd1[0] = domain.xd(n0si2);
		xd1[1] = domain.xd(n1si2);
		xd1[2] = domain.xd(n2si2);
		xd1[3] = domain.xd(n3si2);
		xd1[4] = domain.xd(n4si2);
		xd1[5] = domain.xd(n5si2);
		xd1[6] = domain.xd(n6si2);
		xd1[7] = domain.xd(n7si2);
		
		yd1[0] = domain.yd(n0si2);
		yd1[1] = domain.yd(n1si2);
		yd1[2] = domain.yd(n2si2);
		yd1[3] = domain.yd(n3si2);
		yd1[4] = domain.yd(n4si2);
		yd1[5] = domain.yd(n5si2);
		yd1[6] = domain.yd(n6si2);
		yd1[7] = domain.yd(n7si2);
		
		zd1[0] = domain.zd(n0si2);
		zd1[1] = domain.zd(n1si2);
		zd1[2] = domain.zd(n2si2);
		zd1[3] = domain.zd(n3si2);
		zd1[4] = domain.zd(n4si2);
		zd1[5] = domain.zd(n5si2);
		zd1[6] = domain.zd(n6si2);
		zd1[7] = domain.zd(n7si2);
		
		coefficient = - hourg * Real_t(0.01) * ss1 * mass1 / volume13;
		
		CalcElemFBHourglassForce(xd1,yd1,zd1,
								 hourgam0,hourgam1,hourgam2,hourgam3,
								 hourgam4,hourgam5,hourgam6,hourgam7,
								 coefficient, hgfx, hgfy, hgfz);
		
		fx_local = &fx_elem[i3] ;
		fx_local[0] = hgfx[0];
		fx_local[1] = hgfx[1];
		fx_local[2] = hgfx[2];
		fx_local[3] = hgfx[3];
		fx_local[4] = hgfx[4];
		fx_local[5] = hgfx[5];
		fx_local[6] = hgfx[6];
		fx_local[7] = hgfx[7];
		
		fy_local = &fy_elem[i3] ;
		fy_local[0] = hgfy[0];
		fy_local[1] = hgfy[1];
		fy_local[2] = hgfy[2];
		fy_local[3] = hgfy[3];
		fy_local[4] = hgfy[4];
		fy_local[5] = hgfy[5];
		fy_local[6] = hgfy[6];
		fy_local[7] = hgfy[7];
		
		fz_local = &fz_elem[i3] ;
		fz_local[0] = hgfz[0];
		fz_local[1] = hgfz[1];
		fz_local[2] = hgfz[2];
		fz_local[3] = hgfz[3];
		fz_local[4] = hgfz[4];
		fz_local[5] = hgfz[5];
		fz_local[6] = hgfz[6];
		fz_local[7] = hgfz[7];
		
#if 0
		domain.fx(n0si2) += hgfx[0];
		domain.fy(n0si2) += hgfy[0];
		domain.fz(n0si2) += hgfz[0];
		
		domain.fx(n1si2) += hgfx[1];
		domain.fy(n1si2) += hgfy[1];
		domain.fz(n1si2) += hgfz[1];
		
		domain.fx(n2si2) += hgfx[2];
		domain.fy(n2si2) += hgfy[2];
		domain.fz(n2si2) += hgfz[2];
		
		domain.fx(n3si2) += hgfx[3];
		domain.fy(n3si2) += hgfy[3];
		domain.fz(n3si2) += hgfz[3];
		
		domain.fx(n4si2) += hgfx[4];
		domain.fy(n4si2) += hgfy[4];
		domain.fz(n4si2) += hgfz[4];
		
		domain.fx(n5si2) += hgfx[5];
		domain.fy(n5si2) += hgfy[5];
		domain.fz(n5si2) += hgfz[5];
		
		domain.fx(n6si2) += hgfx[6];
		domain.fy(n6si2) += hgfy[6];
		domain.fz(n6si2) += hgfz[6];
		
		domain.fx(n7si2) += hgfx[7];
		domain.fy(n7si2) += hgfy[7];
		domain.fz(n7si2) += hgfz[7];
#endif
	}
	
	{
		Index_t numNode = domain.numNode() ;
		
#pragma omp parallel for firstprivate(numNode)
		for( Index_t gnode=0 ; gnode<numNode ; ++gnode )
		{
			Index_t count = domain.nodeElemCount(gnode) ;
			Index_t start = domain.nodeElemStart(gnode) ;
			Real_t fx = Real_t(0.0) ;
			Real_t fy = Real_t(0.0) ;
			Real_t fz = Real_t(0.0) ;
			for (Index_t i=0 ; i < count ; ++i) {
				Index_t elem = domain.nodeElemCornerList(start+i) ;
				fx += fx_elem[elem] ;
				fy += fy_elem[elem] ;
				fz += fz_elem[elem] ;
			}
			domain.fx(gnode) += fx ;
			domain.fy(gnode) += fy ;
			domain.fz(gnode) += fz ;
		}
	}
	
	Release(&fz_elem) ;
	Release(&fy_elem) ;
	Release(&fx_elem) ;
}

static inline
void CalcHourglassControlForElems(Real_t determ[], Real_t hgcoef)
{
	Index_t numElem = domain.numElem() ;
	Index_t numElem8 = numElem * 8 ;
	Real_t *dvdx = Allocate<Real_t>(numElem8) ;
	Real_t *dvdy = Allocate<Real_t>(numElem8) ;
	Real_t *dvdz = Allocate<Real_t>(numElem8) ;
	Real_t *x8n  = Allocate<Real_t>(numElem8) ;
	Real_t *y8n  = Allocate<Real_t>(numElem8) ;
	Real_t *z8n  = Allocate<Real_t>(numElem8) ;
	
	/* start loop over elements */
#pragma omp parallel for firstprivate(numElem)
	for (Index_t i=0 ; i<numElem ; ++i){
		Real_t  x1[8],  y1[8],  z1[8] ;
		Real_t pfx[8], pfy[8], pfz[8] ;
		
		Index_t* elemToNode = domain.nodelist(i);
		CollectDomainNodesToElemNodes(elemToNode, x1, y1, z1);
		
		CalcElemVolumeDerivative(pfx, pfy, pfz, x1, y1, z1);
		
		/* load into temporary storage for FB Hour Glass control */
		for(Index_t ii=0;ii<8;++ii){
			Index_t jj=8*i+ii;
			
			dvdx[jj] = pfx[ii];
			dvdy[jj] = pfy[ii];
			dvdz[jj] = pfz[ii];
			x8n[jj]  = x1[ii];
			y8n[jj]  = y1[ii];
			z8n[jj]  = z1[ii];
		}
		
		determ[i] = domain.volo(i) * domain.v(i);
		
		/* Do a check for negative volumes */
		if ( domain.v(i) <= Real_t(0.0) ) {
			exit(VolumeError) ;
		}
	}
	
	if ( hgcoef > Real_t(0.) ) {
		CalcFBHourglassForceForElems(determ,x8n,y8n,z8n,dvdx,dvdy,dvdz,hgcoef) ;
	}
	
	Release(&z8n) ;
	Release(&y8n) ;
	Release(&x8n) ;
	Release(&dvdz) ;
	Release(&dvdy) ;
	Release(&dvdx) ;
	
	return ;
}

static inline
void CalcVolumeForceForElems()
{
	Index_t numElem = domain.numElem() ;
	if (numElem != 0) {
		Real_t  hgcoef = domain.hgcoef() ;
		Real_t *sigxx  = Allocate<Real_t>(numElem) ;
		Real_t *sigyy  = Allocate<Real_t>(numElem) ;
		Real_t *sigzz  = Allocate<Real_t>(numElem) ;
		Real_t *determ = Allocate<Real_t>(numElem) ;
		
		/* Sum contributions to total stress tensor */
		InitStressTermsForElems(numElem, sigxx, sigyy, sigzz);
		
		// call elemlib stress integration loop to produce nodal forces from
		// material stresses.
		IntegrateStressForElems( numElem, sigxx, sigyy, sigzz, determ) ;
		
		// check for negative element volume
#pragma omp parallel for firstprivate(numElem)
		for ( Index_t k=0 ; k<numElem ; ++k ) {
			if (determ[k] <= Real_t(0.0)) {
				exit(VolumeError) ;
			}
		}
		
		CalcHourglassControlForElems(determ, hgcoef) ;
		
		Release(&determ) ;
		Release(&sigzz) ;
		Release(&sigyy) ;
		Release(&sigxx) ;
	}
}

static inline void CalcForceForNodes()
{
	Index_t numNode = domain.numNode() ;
#pragma omp parallel for firstprivate(numNode)
	for (Index_t i=0; i<numNode; ++i) {
		domain.fx(i) = Real_t(0.0) ;
		domain.fy(i) = Real_t(0.0) ;
		domain.fz(i) = Real_t(0.0) ;
	}
	
	/* Calcforce calls partial, force, hourq */
	CalcVolumeForceForElems() ;
	
	/* Calculate Nodal Forces at domain boundaries */
	/* problem->commSBN->Transfer(CommSBN::forces); */
	
}

static inline
void CalcAccelerationForNodes()
{
	Index_t numNode = domain.numNode() ;
#pragma omp parallel for firstprivate(numNode)
	for (Index_t i = 0; i < numNode; ++i) {
		domain.xdd(i) = domain.fx(i) / domain.nodalMass(i);
		domain.ydd(i) = domain.fy(i) / domain.nodalMass(i);
		domain.zdd(i) = domain.fz(i) / domain.nodalMass(i);
	}
}


static inline
void ApplyAccelerationBoundaryConditionsForNodes()
{
	Index_t numNodeBC = (domain.sizeX()+1)*(domain.sizeX()+1) ;
	
#pragma omp parallel
	{
#pragma omp for nowait firstprivate(numNodeBC)
		for(Index_t i=0 ; i<numNodeBC ; ++i)
			domain.xdd(domain.symmX(i)) = Real_t(0.0) ;
		
#pragma omp for nowait firstprivate(numNodeBC)
		for(Index_t i=0 ; i<numNodeBC ; ++i)
			domain.ydd(domain.symmY(i)) = Real_t(0.0) ;
		
#pragma omp for firstprivate(numNodeBC)
		for(Index_t i=0 ; i<numNodeBC ; ++i)
			domain.zdd(domain.symmZ(i)) = Real_t(0.0) ;
	}
}

static inline
void CalcVelocityForNodes(const Real_t dt, const Real_t u_cut)
{
	Index_t numNode = domain.numNode() ;
	
#pragma omp parallel for firstprivate(numNode)
	for ( Index_t i = 0 ; i < numNode ; ++i )
	{
		Real_t xdtmp, ydtmp, zdtmp ;
		
		xdtmp = domain.xd(i) + domain.xdd(i) * dt ;
		if( FABS(xdtmp) < u_cut ) xdtmp = Real_t(0.0);
		domain.xd(i) = xdtmp ;
		
		ydtmp = domain.yd(i) + domain.ydd(i) * dt ;
		if( FABS(ydtmp) < u_cut ) ydtmp = Real_t(0.0);
		domain.yd(i) = ydtmp ;
		
		zdtmp = domain.zd(i) + domain.zdd(i) * dt ;
		if( FABS(zdtmp) < u_cut ) zdtmp = Real_t(0.0);
		domain.zd(i) = zdtmp ;
	}
}

static inline
void CalcPositionForNodes(const Real_t dt)
{
	Index_t numNode = domain.numNode() ;
	
#pragma omp parallel for firstprivate(numNode)
	for ( Index_t i = 0 ; i < numNode ; ++i )
	{
		domain.x(i) += domain.xd(i) * dt ;
		domain.y(i) += domain.yd(i) * dt ;
		domain.z(i) += domain.zd(i) * dt ;
	}
}

static inline
void LagrangeNodal()
{
	const Real_t delt = domain.deltatime() ;
	Real_t u_cut = domain.u_cut() ;
	
	/* time of boundary condition evaluation is beginning of step for force and
	 * acceleration boundary conditions. */
	CalcForceForNodes();
	
	CalcAccelerationForNodes();
	
	ApplyAccelerationBoundaryConditionsForNodes();
	
	CalcVelocityForNodes( delt, u_cut ) ;
	
	CalcPositionForNodes( delt );
	
	return;
}

static inline
Real_t CalcElemVolume( const Real_t x0, const Real_t x1,
					  const Real_t x2, const Real_t x3,
					  const Real_t x4, const Real_t x5,
					  const Real_t x6, const Real_t x7,
					  const Real_t y0, const Real_t y1,
					  const Real_t y2, const Real_t y3,
					  const Real_t y4, const Real_t y5,
					  const Real_t y6, const Real_t y7,
					  const Real_t z0, const Real_t z1,
					  const Real_t z2, const Real_t z3,
					  const Real_t z4, const Real_t z5,
					  const Real_t z6, const Real_t z7 )
{
	Real_t twelveth = Real_t(1.0)/Real_t(12.0);
	
	Real_t dx61 = x6 - x1;
	Real_t dy61 = y6 - y1;
	Real_t dz61 = z6 - z1;
	
	Real_t dx70 = x7 - x0;
	Real_t dy70 = y7 - y0;
	Real_t dz70 = z7 - z0;
	
	Real_t dx63 = x6 - x3;
	Real_t dy63 = y6 - y3;
	Real_t dz63 = z6 - z3;
	
	Real_t dx20 = x2 - x0;
	Real_t dy20 = y2 - y0;
	Real_t dz20 = z2 - z0;
	
	Real_t dx50 = x5 - x0;
	Real_t dy50 = y5 - y0;
	Real_t dz50 = z5 - z0;
	
	Real_t dx64 = x6 - x4;
	Real_t dy64 = y6 - y4;
	Real_t dz64 = z6 - z4;
	
	Real_t dx31 = x3 - x1;
	Real_t dy31 = y3 - y1;
	Real_t dz31 = z3 - z1;
	
	Real_t dx72 = x7 - x2;
	Real_t dy72 = y7 - y2;
	Real_t dz72 = z7 - z2;
	
	Real_t dx43 = x4 - x3;
	Real_t dy43 = y4 - y3;
	Real_t dz43 = z4 - z3;
	
	Real_t dx57 = x5 - x7;
	Real_t dy57 = y5 - y7;
	Real_t dz57 = z5 - z7;
	
	Real_t dx14 = x1 - x4;
	Real_t dy14 = y1 - y4;
	Real_t dz14 = z1 - z4;
	
	Real_t dx25 = x2 - x5;
	Real_t dy25 = y2 - y5;
	Real_t dz25 = z2 - z5;
	
#define TRIPLE_PRODUCT(x1, y1, z1, x2, y2, z2, x3, y3, z3) \
((x1)*((y2)*(z3) - (z2)*(y3)) + (x2)*((z1)*(y3) - (y1)*(z3)) + (x3)*((y1)*(z2) - (z1)*(y2)))
	
	Real_t volume =
    TRIPLE_PRODUCT(dx31 + dx72, dx63, dx20,
				   dy31 + dy72, dy63, dy20,
				   dz31 + dz72, dz63, dz20) +
    TRIPLE_PRODUCT(dx43 + dx57, dx64, dx70,
				   dy43 + dy57, dy64, dy70,
				   dz43 + dz57, dz64, dz70) +
    TRIPLE_PRODUCT(dx14 + dx25, dx61, dx50,
				   dy14 + dy25, dy61, dy50,
				   dz14 + dz25, dz61, dz50);
	
#undef TRIPLE_PRODUCT
	
	volume *= twelveth;
	
	return volume ;
}

static inline
Real_t CalcElemVolume( const Real_t x[8], const Real_t y[8], const Real_t z[8] )
{
	return CalcElemVolume( x[0], x[1], x[2], x[3], x[4], x[5], x[6], x[7],
						  y[0], y[1], y[2], y[3], y[4], y[5], y[6], y[7],
						  z[0], z[1], z[2], z[3], z[4], z[5], z[6], z[7]);
}

static inline
Real_t AreaFace( const Real_t x0, const Real_t x1,
				const Real_t x2, const Real_t x3,
				const Real_t y0, const Real_t y1,
				const Real_t y2, const Real_t y3,
				const Real_t z0, const Real_t z1,
				const Real_t z2, const Real_t z3)
{
	Real_t fx = (x2 - x0) - (x3 - x1);
	Real_t fy = (y2 - y0) - (y3 - y1);
	Real_t fz = (z2 - z0) - (z3 - z1);
	Real_t gx = (x2 - x0) + (x3 - x1);
	Real_t gy = (y2 - y0) + (y3 - y1);
	Real_t gz = (z2 - z0) + (z3 - z1);
	Real_t area =
	(fx * fx + fy * fy + fz * fz) *
	(gx * gx + gy * gy + gz * gz) -
	(fx * gx + fy * gy + fz * gz) *
	(fx * gx + fy * gy + fz * gz);
	return area ;
}

static inline
Real_t CalcElemCharacteristicLength( const Real_t x[8],
									const Real_t y[8],
									const Real_t z[8],
									const Real_t volume)
{
	Real_t a, charLength = Real_t(0.0);
	
	a = AreaFace(x[0],x[1],x[2],x[3],
				 y[0],y[1],y[2],y[3],
				 z[0],z[1],z[2],z[3]) ;
	charLength = std::max(a,charLength) ;
	
	a = AreaFace(x[4],x[5],x[6],x[7],
				 y[4],y[5],y[6],y[7],
				 z[4],z[5],z[6],z[7]) ;
	charLength = std::max(a,charLength) ;
	
	a = AreaFace(x[0],x[1],x[5],x[4],
				 y[0],y[1],y[5],y[4],
				 z[0],z[1],z[5],z[4]) ;
	charLength = std::max(a,charLength) ;
	
	a = AreaFace(x[1],x[2],x[6],x[5],
				 y[1],y[2],y[6],y[5],
				 z[1],z[2],z[6],z[5]) ;
	charLength = std::max(a,charLength) ;
	
	a = AreaFace(x[2],x[3],x[7],x[6],
				 y[2],y[3],y[7],y[6],
				 z[2],z[3],z[7],z[6]) ;
	charLength = std::max(a,charLength) ;
	
	a = AreaFace(x[3],x[0],x[4],x[7],
				 y[3],y[0],y[4],y[7],
				 z[3],z[0],z[4],z[7]) ;
	charLength = std::max(a,charLength) ;
	
	charLength = Real_t(4.0) * volume / SQRT(charLength);
	
	return charLength;
}

static inline
void CalcElemVelocityGrandient( const Real_t* const xvel,
							   const Real_t* const yvel,
							   const Real_t* const zvel,
							   const Real_t b[][8],
							   const Real_t detJ,
							   Real_t* const d )
{
	const Real_t inv_detJ = Real_t(1.0) / detJ ;
	Real_t dyddx, dxddy, dzddx, dxddz, dzddy, dyddz;
	const Real_t* const pfx = b[0];
	const Real_t* const pfy = b[1];
	const Real_t* const pfz = b[2];
	
	d[0] = inv_detJ * ( pfx[0] * (xvel[0]-xvel[6])
					   + pfx[1] * (xvel[1]-xvel[7])
					   + pfx[2] * (xvel[2]-xvel[4])
					   + pfx[3] * (xvel[3]-xvel[5]) );
	
	d[1] = inv_detJ * ( pfy[0] * (yvel[0]-yvel[6])
					   + pfy[1] * (yvel[1]-yvel[7])
					   + pfy[2] * (yvel[2]-yvel[4])
					   + pfy[3] * (yvel[3]-yvel[5]) );
	
	d[2] = inv_detJ * ( pfz[0] * (zvel[0]-zvel[6])
					   + pfz[1] * (zvel[1]-zvel[7])
					   + pfz[2] * (zvel[2]-zvel[4])
					   + pfz[3] * (zvel[3]-zvel[5]) );
	
	dyddx  = inv_detJ * ( pfx[0] * (yvel[0]-yvel[6])
						 + pfx[1] * (yvel[1]-yvel[7])
						 + pfx[2] * (yvel[2]-yvel[4])
						 + pfx[3] * (yvel[3]-yvel[5]) );
	
	dxddy  = inv_detJ * ( pfy[0] * (xvel[0]-xvel[6])
						 + pfy[1] * (xvel[1]-xvel[7])
						 + pfy[2] * (xvel[2]-xvel[4])
						 + pfy[3] * (xvel[3]-xvel[5]) );
	
	dzddx  = inv_detJ * ( pfx[0] * (zvel[0]-zvel[6])
						 + pfx[1] * (zvel[1]-zvel[7])
						 + pfx[2] * (zvel[2]-zvel[4])
						 + pfx[3] * (zvel[3]-zvel[5]) );
	
	dxddz  = inv_detJ * ( pfz[0] * (xvel[0]-xvel[6])
						 + pfz[1] * (xvel[1]-xvel[7])
						 + pfz[2] * (xvel[2]-xvel[4])
						 + pfz[3] * (xvel[3]-xvel[5]) );
	
	dzddy  = inv_detJ * ( pfy[0] * (zvel[0]-zvel[6])
						 + pfy[1] * (zvel[1]-zvel[7])
						 + pfy[2] * (zvel[2]-zvel[4])
						 + pfy[3] * (zvel[3]-zvel[5]) );
	
	dyddz  = inv_detJ * ( pfz[0] * (yvel[0]-yvel[6])
						 + pfz[1] * (yvel[1]-yvel[7])
						 + pfz[2] * (yvel[2]-yvel[4])
						 + pfz[3] * (yvel[3]-yvel[5]) );
	d[5]  = Real_t( .5) * ( dxddy + dyddx );
	d[4]  = Real_t( .5) * ( dxddz + dzddx );
	d[3]  = Real_t( .5) * ( dzddy + dyddz );
}

static inline
void CalcKinematicsForElems( Index_t numElem, Real_t dt )
{
	// loop over all elements
#pragma omp parallel for firstprivate(numElem, dt)
	for( Index_t k=0 ; k<numElem ; ++k )
	{
		Real_t B[3][8] ; /** shape function derivatives */
		Real_t D[6] ;
		Real_t x_local[8] ;
		Real_t y_local[8] ;
		Real_t z_local[8] ;
		Real_t xd_local[8] ;
		Real_t yd_local[8] ;
		Real_t zd_local[8] ;
		Real_t detJ = Real_t(0.0) ;
		
		Real_t volume ;
		Real_t relativeVolume ;
		const Index_t* const elemToNode = domain.nodelist(k) ;
		
		// get nodal coordinates from global arrays and copy into local arrays.
		for( Index_t lnode=0 ; lnode<8 ; ++lnode )
		{
			Index_t gnode = elemToNode[lnode];
			x_local[lnode] = domain.x(gnode);
			y_local[lnode] = domain.y(gnode);
			z_local[lnode] = domain.z(gnode);
		}
		
		// volume calculations
		volume = CalcElemVolume(x_local, y_local, z_local );
		relativeVolume = volume / domain.volo(k) ;
		domain.vnew(k) = relativeVolume ;
		domain.delv(k) = relativeVolume - domain.v(k) ;
		
		// set characteristic length
		domain.arealg(k) = CalcElemCharacteristicLength(x_local,
														y_local,
														z_local,
														volume);
		
		// get nodal velocities from global array and copy into local arrays.
		for( Index_t lnode=0 ; lnode<8 ; ++lnode )
		{
			Index_t gnode = elemToNode[lnode];
			xd_local[lnode] = domain.xd(gnode);
			yd_local[lnode] = domain.yd(gnode);
			zd_local[lnode] = domain.zd(gnode);
		}
		
		Real_t dt2 = Real_t(0.5) * dt;
		for ( Index_t j=0 ; j<8 ; ++j )
		{
			x_local[j] -= dt2 * xd_local[j];
			y_local[j] -= dt2 * yd_local[j];
			z_local[j] -= dt2 * zd_local[j];
		}
		
		CalcElemShapeFunctionDerivatives( x_local,
										 y_local,
										 z_local,
										 B, &detJ );
		
		CalcElemVelocityGrandient( xd_local,
								  yd_local,
								  zd_local,
								  B, detJ, D );
		
		// put velocity gradient quantities into their global arrays.
		domain.dxx(k) = D[0];
		domain.dyy(k) = D[1];
		domain.dzz(k) = D[2];
	}
}

static inline
void CalcLagrangeElements(Real_t deltatime)
{
	Index_t numElem = domain.numElem() ;
	if (numElem > 0) {
		CalcKinematicsForElems(numElem, deltatime) ;
		
		// element loop to do some stuff not included in the elemlib function.
		
#pragma omp parallel for firstprivate(numElem)
		for ( Index_t k=0 ; k<numElem ; ++k )
		{
			// calc strain rate and apply as constraint (only done in FB element)
			Real_t vdov = domain.dxx(k) + domain.dyy(k) + domain.dzz(k) ;
			Real_t vdovthird = vdov/Real_t(3.0) ;
			
			// make the rate of deformation tensor deviatoric
			domain.vdov(k) = vdov ;
			domain.dxx(k) -= vdovthird ;
			domain.dyy(k) -= vdovthird ;
			domain.dzz(k) -= vdovthird ;
			
			// See if any volumes are negative, and take appropriate action.
			if (domain.vnew(k) <= Real_t(0.0))
			{
				exit(VolumeError) ;
			}
		}
	}
}

static inline
void CalcMonotonicQGradientsForElems()
{
#define SUM4(a,b,c,d) (a + b + c + d)
	Index_t numElem = domain.numElem() ;
	
#pragma omp parallel for firstprivate(numElem)
	for (Index_t i = 0 ; i < numElem ; ++i ) {
		const Real_t ptiny = Real_t(1.e-36) ;
		Real_t ax,ay,az ;
		Real_t dxv,dyv,dzv ;
		
		const Index_t *elemToNode = domain.nodelist(i);
		Index_t n0 = elemToNode[0] ;
		Index_t n1 = elemToNode[1] ;
		Index_t n2 = elemToNode[2] ;
		Index_t n3 = elemToNode[3] ;
		Index_t n4 = elemToNode[4] ;
		Index_t n5 = elemToNode[5] ;
		Index_t n6 = elemToNode[6] ;
		Index_t n7 = elemToNode[7] ;
		
		Real_t x0 = domain.x(n0) ;
		Real_t x1 = domain.x(n1) ;
		Real_t x2 = domain.x(n2) ;
		Real_t x3 = domain.x(n3) ;
		Real_t x4 = domain.x(n4) ;
		Real_t x5 = domain.x(n5) ;
		Real_t x6 = domain.x(n6) ;
		Real_t x7 = domain.x(n7) ;
		
		Real_t y0 = domain.y(n0) ;
		Real_t y1 = domain.y(n1) ;
		Real_t y2 = domain.y(n2) ;
		Real_t y3 = domain.y(n3) ;
		Real_t y4 = domain.y(n4) ;
		Real_t y5 = domain.y(n5) ;
		Real_t y6 = domain.y(n6) ;
		Real_t y7 = domain.y(n7) ;
		
		Real_t z0 = domain.z(n0) ;
		Real_t z1 = domain.z(n1) ;
		Real_t z2 = domain.z(n2) ;
		Real_t z3 = domain.z(n3) ;
		Real_t z4 = domain.z(n4) ;
		Real_t z5 = domain.z(n5) ;
		Real_t z6 = domain.z(n6) ;
		Real_t z7 = domain.z(n7) ;
		
		Real_t xv0 = domain.xd(n0) ;
		Real_t xv1 = domain.xd(n1) ;
		Real_t xv2 = domain.xd(n2) ;
		Real_t xv3 = domain.xd(n3) ;
		Real_t xv4 = domain.xd(n4) ;
		Real_t xv5 = domain.xd(n5) ;
		Real_t xv6 = domain.xd(n6) ;
		Real_t xv7 = domain.xd(n7) ;
		
		Real_t yv0 = domain.yd(n0) ;
		Real_t yv1 = domain.yd(n1) ;
		Real_t yv2 = domain.yd(n2) ;
		Real_t yv3 = domain.yd(n3) ;
		Real_t yv4 = domain.yd(n4) ;
		Real_t yv5 = domain.yd(n5) ;
		Real_t yv6 = domain.yd(n6) ;
		Real_t yv7 = domain.yd(n7) ;
		
		Real_t zv0 = domain.zd(n0) ;
		Real_t zv1 = domain.zd(n1) ;
		Real_t zv2 = domain.zd(n2) ;
		Real_t zv3 = domain.zd(n3) ;
		Real_t zv4 = domain.zd(n4) ;
		Real_t zv5 = domain.zd(n5) ;
		Real_t zv6 = domain.zd(n6) ;
		Real_t zv7 = domain.zd(n7) ;
		
		Real_t vol = domain.volo(i)*domain.vnew(i) ;
		Real_t norm = Real_t(1.0) / ( vol + ptiny ) ;
		
		Real_t dxj = Real_t(-0.25)*(SUM4(x0,x1,x5,x4) - SUM4(x3,x2,x6,x7)) ;
		Real_t dyj = Real_t(-0.25)*(SUM4(y0,y1,y5,y4) - SUM4(y3,y2,y6,y7)) ;
		Real_t dzj = Real_t(-0.25)*(SUM4(z0,z1,z5,z4) - SUM4(z3,z2,z6,z7)) ;
		
		Real_t dxi = Real_t( 0.25)*(SUM4(x1,x2,x6,x5) - SUM4(x0,x3,x7,x4)) ;
		Real_t dyi = Real_t( 0.25)*(SUM4(y1,y2,y6,y5) - SUM4(y0,y3,y7,y4)) ;
		Real_t dzi = Real_t( 0.25)*(SUM4(z1,z2,z6,z5) - SUM4(z0,z3,z7,z4)) ;
		
		Real_t dxk = Real_t( 0.25)*(SUM4(x4,x5,x6,x7) - SUM4(x0,x1,x2,x3)) ;
		Real_t dyk = Real_t( 0.25)*(SUM4(y4,y5,y6,y7) - SUM4(y0,y1,y2,y3)) ;
		Real_t dzk = Real_t( 0.25)*(SUM4(z4,z5,z6,z7) - SUM4(z0,z1,z2,z3)) ;
		
		/* find delvk and delxk ( i cross j ) */
		
		ax = dyi*dzj - dzi*dyj ;
		ay = dzi*dxj - dxi*dzj ;
		az = dxi*dyj - dyi*dxj ;
		
		domain.delx_zeta(i) = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;
		
		ax *= norm ;
		ay *= norm ;
		az *= norm ;
		
		dxv = Real_t(0.25)*(SUM4(xv4,xv5,xv6,xv7) - SUM4(xv0,xv1,xv2,xv3)) ;
		dyv = Real_t(0.25)*(SUM4(yv4,yv5,yv6,yv7) - SUM4(yv0,yv1,yv2,yv3)) ;
		dzv = Real_t(0.25)*(SUM4(zv4,zv5,zv6,zv7) - SUM4(zv0,zv1,zv2,zv3)) ;
		
		domain.delv_zeta(i) = ax*dxv + ay*dyv + az*dzv ;
		
		/* find delxi and delvi ( j cross k ) */
		
		ax = dyj*dzk - dzj*dyk ;
		ay = dzj*dxk - dxj*dzk ;
		az = dxj*dyk - dyj*dxk ;
		
		domain.delx_xi(i) = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;
		
		ax *= norm ;
		ay *= norm ;
		az *= norm ;
		
		dxv = Real_t(0.25)*(SUM4(xv1,xv2,xv6,xv5) - SUM4(xv0,xv3,xv7,xv4)) ;
		dyv = Real_t(0.25)*(SUM4(yv1,yv2,yv6,yv5) - SUM4(yv0,yv3,yv7,yv4)) ;
		dzv = Real_t(0.25)*(SUM4(zv1,zv2,zv6,zv5) - SUM4(zv0,zv3,zv7,zv4)) ;
		
		domain.delv_xi(i) = ax*dxv + ay*dyv + az*dzv ;
		
		/* find delxj and delvj ( k cross i ) */
		
		ax = dyk*dzi - dzk*dyi ;
		ay = dzk*dxi - dxk*dzi ;
		az = dxk*dyi - dyk*dxi ;
		
		domain.delx_eta(i) = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;
		
		ax *= norm ;
		ay *= norm ;
		az *= norm ;
		
		dxv = Real_t(-0.25)*(SUM4(xv0,xv1,xv5,xv4) - SUM4(xv3,xv2,xv6,xv7)) ;
		dyv = Real_t(-0.25)*(SUM4(yv0,yv1,yv5,yv4) - SUM4(yv3,yv2,yv6,yv7)) ;
		dzv = Real_t(-0.25)*(SUM4(zv0,zv1,zv5,zv4) - SUM4(zv3,zv2,zv6,zv7)) ;
		
		domain.delv_eta(i) = ax*dxv + ay*dyv + az*dzv ;
	}
#undef SUM4
}

static inline
void CalcMonotonicQRegionForElems(// parameters
								  Real_t qlc_monoq,
								  Real_t qqc_monoq,
								  Real_t monoq_limiter_mult,
								  Real_t monoq_max_slope,
								  Real_t ptiny,
								  
								  // the elementset length
								  Index_t elength )
{
#pragma omp parallel for firstprivate(elength, qlc_monoq, qqc_monoq, monoq_limiter_mult, monoq_max_slope, ptiny)
	for ( Index_t ielem = 0 ; ielem < elength; ++ielem ) {
		Real_t qlin, qquad ;
		Real_t phixi, phieta, phizeta ;
		Index_t i = domain.matElemlist(ielem);
		Int_t bcMask = domain.elemBC(i) ;
		Real_t delvm, delvp ;
		
		/*  phixi     */
		Real_t norm = Real_t(1.) / ( domain.delv_xi(i) + ptiny ) ;
		
		switch (bcMask & XI_M) {
			case 0:         delvm = domain.delv_xi(domain.lxim(i)) ; break ;
			case XI_M_SYMM: delvm = domain.delv_xi(i) ;            break ;
			case XI_M_FREE: delvm = Real_t(0.0) ;                break ;
			default:        /* ERROR */ ;                        break ;
		}
		switch (bcMask & XI_P) {
			case 0:         delvp = domain.delv_xi(domain.lxip(i)) ; break ;
			case XI_P_SYMM: delvp = domain.delv_xi(i) ;            break ;
			case XI_P_FREE: delvp = Real_t(0.0) ;                break ;
			default:        /* ERROR */ ;                        break ;
		}
		
		delvm = delvm * norm ;
		delvp = delvp * norm ;
		
		phixi = Real_t(.5) * ( delvm + delvp ) ;
		
		delvm *= monoq_limiter_mult ;
		delvp *= monoq_limiter_mult ;
		
		if ( delvm < phixi ) phixi = delvm ;
		if ( delvp < phixi ) phixi = delvp ;
		if ( phixi < Real_t(0.)) phixi = Real_t(0.) ;
		if ( phixi > monoq_max_slope) phixi = monoq_max_slope;
		
		
		/*  phieta     */
		norm = Real_t(1.) / ( domain.delv_eta(i) + ptiny ) ;
		
		switch (bcMask & ETA_M) {
			case 0:          delvm = domain.delv_eta(domain.letam(i)) ; break ;
			case ETA_M_SYMM: delvm = domain.delv_eta(i) ;             break ;
			case ETA_M_FREE: delvm = Real_t(0.0) ;                  break ;
			default:         /* ERROR */ ;                          break ;
		}
		switch (bcMask & ETA_P) {
			case 0:          delvp = domain.delv_eta(domain.letap(i)) ; break ;
			case ETA_P_SYMM: delvp = domain.delv_eta(i) ;             break ;
			case ETA_P_FREE: delvp = Real_t(0.0) ;                  break ;
			default:         /* ERROR */ ;                          break ;
		}
		
		delvm = delvm * norm ;
		delvp = delvp * norm ;
		
		phieta = Real_t(.5) * ( delvm + delvp ) ;
		
		delvm *= monoq_limiter_mult ;
		delvp *= monoq_limiter_mult ;
		
		if ( delvm  < phieta ) phieta = delvm ;
		if ( delvp  < phieta ) phieta = delvp ;
		if ( phieta < Real_t(0.)) phieta = Real_t(0.) ;
		if ( phieta > monoq_max_slope)  phieta = monoq_max_slope;
		
		/*  phizeta     */
		norm = Real_t(1.) / ( domain.delv_zeta(i) + ptiny ) ;
		
		switch (bcMask & ZETA_M) {
			case 0:           delvm = domain.delv_zeta(domain.lzetam(i)) ; break ;
			case ZETA_M_SYMM: delvm = domain.delv_zeta(i) ;              break ;
			case ZETA_M_FREE: delvm = Real_t(0.0) ;                    break ;
			default:          /* ERROR */ ;                            break ;
		}
		switch (bcMask & ZETA_P) {
			case 0:           delvp = domain.delv_zeta(domain.lzetap(i)) ; break ;
			case ZETA_P_SYMM: delvp = domain.delv_zeta(i) ;              break ;
			case ZETA_P_FREE: delvp = Real_t(0.0) ;                    break ;
			default:          /* ERROR */ ;                            break ;
		}
		
		delvm = delvm * norm ;
		delvp = delvp * norm ;
		
		phizeta = Real_t(.5) * ( delvm + delvp ) ;
		
		delvm *= monoq_limiter_mult ;
		delvp *= monoq_limiter_mult ;
		
		if ( delvm   < phizeta ) phizeta = delvm ;
		if ( delvp   < phizeta ) phizeta = delvp ;
		if ( phizeta < Real_t(0.)) phizeta = Real_t(0.);
		if ( phizeta > monoq_max_slope  ) phizeta = monoq_max_slope;
		
		/* Remove length scale */
		
		if ( domain.vdov(i) > Real_t(0.) )  {
			qlin  = Real_t(0.) ;
			qquad = Real_t(0.) ;
		}
		else {
			Real_t delvxxi   = domain.delv_xi(i)   * domain.delx_xi(i)   ;
			Real_t delvxeta  = domain.delv_eta(i)  * domain.delx_eta(i)  ;
			Real_t delvxzeta = domain.delv_zeta(i) * domain.delx_zeta(i) ;
			
			if ( delvxxi   > Real_t(0.) ) delvxxi   = Real_t(0.) ;
			if ( delvxeta  > Real_t(0.) ) delvxeta  = Real_t(0.) ;
			if ( delvxzeta > Real_t(0.) ) delvxzeta = Real_t(0.) ;
			
			Real_t rho = domain.elemMass(i) / (domain.volo(i) * domain.vnew(i)) ;
			
			qlin = -qlc_monoq * rho *
            (  delvxxi   * (Real_t(1.) - phixi) +
			 delvxeta  * (Real_t(1.) - phieta) +
			 delvxzeta * (Real_t(1.) - phizeta)  ) ;
			
			qquad = qqc_monoq * rho *
            (  delvxxi*delvxxi     * (Real_t(1.) - phixi*phixi) +
			 delvxeta*delvxeta   * (Real_t(1.) - phieta*phieta) +
			 delvxzeta*delvxzeta * (Real_t(1.) - phizeta*phizeta)  ) ;
		}
		
		domain.qq(i) = qquad ;
		domain.ql(i) = qlin  ;
	}
}

static inline
void CalcMonotonicQForElems()
{  
	//
	// initialize parameters
	// 
	const Real_t ptiny        = Real_t(1.e-36) ;
	Real_t monoq_max_slope    = domain.monoq_max_slope() ;
	Real_t monoq_limiter_mult = domain.monoq_limiter_mult() ;
	
	//
	// calculate the monotonic q for pure regions
	//
	Index_t elength = domain.numElem() ;
	if (elength > 0) {
		Real_t qlc_monoq = domain.qlc_monoq();
		Real_t qqc_monoq = domain.qqc_monoq();
		CalcMonotonicQRegionForElems(// parameters
									 qlc_monoq,
									 qqc_monoq,
									 monoq_limiter_mult,
									 monoq_max_slope,
									 ptiny,
									 
									 // the elemset length
									 elength );
	}
}

static inline
void CalcQForElems()
{
	Real_t qstop = domain.qstop() ;
	Index_t numElem = domain.numElem() ;
	
	//
	// MONOTONIC Q option
	//
	
	/* Calculate velocity gradients */
	CalcMonotonicQGradientsForElems() ;
	
	/* Transfer veloctiy gradients in the first order elements */
	/* problem->commElements->Transfer(CommElements::monoQ) ; */
	CalcMonotonicQForElems() ;
	
	/* Don't allow excessive artificial viscosity */
	if (numElem != 0) {
		Index_t idx = -1; 
		for (Index_t i=0; i<numElem; ++i) {
			if ( domain.q(i) > qstop ) {
				idx = i ;
				break ;
			}
		}
		
		if(idx >= 0) {
			exit(QStopError) ;
		}
	}
}

static inline
void CalcPressureForElems(Real_t* p_new, Real_t* bvc,
                          Real_t* pbvc, Real_t* e_old,
                          Real_t* compression, Real_t *vnewc,
                          Real_t pmin,
                          Real_t p_cut, Real_t eosvmax,
                          Index_t length)
{
	
#pragma omp parallel for firstprivate(length)
	for (Index_t i = 0; i < length ; ++i) {
		Real_t c1s = Real_t(2.0)/Real_t(3.0) ;
		bvc[i] = c1s * (compression[i] + Real_t(1.));
		pbvc[i] = c1s;
	}
	
#pragma omp parallel for firstprivate(length, pmin, p_cut, eosvmax)
	for (Index_t i = 0 ; i < length ; ++i){
		p_new[i] = bvc[i] * e_old[i] ;
		
		if    (FABS(p_new[i]) <  p_cut   )
			p_new[i] = Real_t(0.0) ;
		
		if    ( vnewc[i] >= eosvmax ) /* impossible condition here? */
			p_new[i] = Real_t(0.0) ;
		
		if    (p_new[i]       <  pmin)
			p_new[i]   = pmin ;
	}
}

static inline
void CalcEnergyForElems(Real_t* p_new, Real_t* e_new, Real_t* q_new,
                        Real_t* bvc, Real_t* pbvc,
                        Real_t* p_old, Real_t* e_old, Real_t* q_old,
                        Real_t* compression, Real_t* compHalfStep,
                        Real_t* vnewc, Real_t* work, Real_t* delvc, Real_t pmin,
                        Real_t p_cut, Real_t  e_cut, Real_t q_cut, Real_t emin,
                        Real_t* qq, Real_t* ql,
                        Real_t rho0,
                        Real_t eosvmax,
                        Index_t length)
{
	Real_t *pHalfStep = Allocate<Real_t>(length) ;
	
#pragma omp parallel for firstprivate(length, emin)
	for (Index_t i = 0 ; i < length ; ++i) {
		e_new[i] = e_old[i] - Real_t(0.5) * delvc[i] * (p_old[i] + q_old[i])
		+ Real_t(0.5) * work[i];
		
		if (e_new[i]  < emin ) {
			e_new[i] = emin ;
		}
	}
	
	CalcPressureForElems(pHalfStep, bvc, pbvc, e_new, compHalfStep, vnewc,
						 pmin, p_cut, eosvmax, length);
	
#pragma omp parallel for firstprivate(length, rho0)
	for (Index_t i = 0 ; i < length ; ++i) {
		Real_t vhalf = Real_t(1.) / (Real_t(1.) + compHalfStep[i]) ;
		
		if ( delvc[i] > Real_t(0.) ) {
			q_new[i] /* = qq[i] = ql[i] */ = Real_t(0.) ;
		}
		else {
			Real_t ssc = ( pbvc[i] * e_new[i]
						  + vhalf * vhalf * bvc[i] * pHalfStep[i] ) / rho0 ;
			
			if ( ssc <= Real_t(.111111e-36) ) {
				ssc =Real_t(.333333e-18) ;
			} else {
				ssc = SQRT(ssc) ;
			}
			
			q_new[i] = (ssc*ql[i] + qq[i]) ;
		}
		
		e_new[i] = e_new[i] + Real_t(0.5) * delvc[i]
		* (  Real_t(3.0)*(p_old[i]     + q_old[i])
		   - Real_t(4.0)*(pHalfStep[i] + q_new[i])) ;
	}
	
#pragma omp parallel for firstprivate(length, emin, e_cut)
	for (Index_t i = 0 ; i < length ; ++i) {
		
		e_new[i] += Real_t(0.5) * work[i];
		
		if (FABS(e_new[i]) < e_cut) {
			e_new[i] = Real_t(0.)  ;
		}
		if (     e_new[i]  < emin ) {
			e_new[i] = emin ;
		}
	}
	
	CalcPressureForElems(p_new, bvc, pbvc, e_new, compression, vnewc,
						 pmin, p_cut, eosvmax, length);
	
#pragma omp parallel for firstprivate(length, rho0, emin, e_cut)
	for (Index_t i = 0 ; i < length ; ++i){
		const Real_t sixth = Real_t(1.0) / Real_t(6.0) ;
		Real_t q_tilde ;
		
		if (delvc[i] > Real_t(0.)) {
			q_tilde = Real_t(0.) ;
		}
		else {
			Real_t ssc = ( pbvc[i] * e_new[i]
						  + vnewc[i] * vnewc[i] * bvc[i] * p_new[i] ) / rho0 ;
			
			if ( ssc <= Real_t(.111111e-36) ) {
				ssc = Real_t(.333333e-18) ;
			} else {
				ssc = SQRT(ssc) ;
			}
			
			q_tilde = (ssc*ql[i] + qq[i]) ;
		}
		
		e_new[i] = e_new[i] - (  Real_t(7.0)*(p_old[i]     + q_old[i])
                               - Real_t(8.0)*(pHalfStep[i] + q_new[i])
                               + (p_new[i] + q_tilde)) * delvc[i]*sixth ;
		
		if (FABS(e_new[i]) < e_cut) {
			e_new[i] = Real_t(0.)  ;
		}
		if (     e_new[i]  < emin ) {
			e_new[i] = emin ;
		}
	}
	
	CalcPressureForElems(p_new, bvc, pbvc, e_new, compression, vnewc,
						 pmin, p_cut, eosvmax, length);
	
#pragma omp parallel for firstprivate(length, rho0, q_cut)
	for (Index_t i = 0 ; i < length ; ++i){
		
		if ( delvc[i] <= Real_t(0.) ) {
			Real_t ssc = ( pbvc[i] * e_new[i]
						  + vnewc[i] * vnewc[i] * bvc[i] * p_new[i] ) / rho0 ;
			
			if ( ssc <= Real_t(.111111e-36) ) {
				ssc = Real_t(.333333e-18) ;
			} else {
				ssc = SQRT(ssc) ;
			}
			
			q_new[i] = (ssc*ql[i] + qq[i]) ;
			
			if (FABS(q_new[i]) < q_cut) q_new[i] = Real_t(0.) ;
		}
	}
	
	Release(&pHalfStep) ;
	
	return ;
}

static inline
void CalcSoundSpeedForElems(Real_t *vnewc, Real_t rho0, Real_t *enewc,
                            Real_t *pnewc, Real_t *pbvc,
                            Real_t *bvc, Real_t ss4o3, Index_t nz)
{
#pragma omp parallel for firstprivate(nz, rho0, ss4o3)
	for (Index_t i = 0; i < nz ; ++i) {
		Index_t iz = domain.matElemlist(i);
		Real_t ssTmp = (pbvc[i] * enewc[i] + vnewc[i] * vnewc[i] *
						bvc[i] * pnewc[i]) / rho0;
		if (ssTmp <= Real_t(.111111e-36)) {
			ssTmp = Real_t(.333333e-18);
		}
		else {
			ssTmp = SQRT(ssTmp);
		}
		domain.ss(iz) = ssTmp;
	}
}

static inline
void EvalEOSForElems(Real_t *vnewc, Index_t length)
{
	Real_t  e_cut = domain.e_cut();
	Real_t  p_cut = domain.p_cut();
	Real_t  ss4o3 = domain.ss4o3();
	Real_t  q_cut = domain.q_cut();
	
	Real_t eosvmax = domain.eosvmax() ;
	Real_t eosvmin = domain.eosvmin() ;
	Real_t pmin    = domain.pmin() ;
	Real_t emin    = domain.emin() ;
	Real_t rho0    = domain.refdens() ;
	
	Real_t *e_old = Allocate<Real_t>(length) ;
	Real_t *delvc = Allocate<Real_t>(length) ;
	Real_t *p_old = Allocate<Real_t>(length) ;
	Real_t *q_old = Allocate<Real_t>(length) ;
	Real_t *compression = Allocate<Real_t>(length) ;
	Real_t *compHalfStep = Allocate<Real_t>(length) ;
	Real_t *qq = Allocate<Real_t>(length) ;
	Real_t *ql = Allocate<Real_t>(length) ;
	Real_t *work = Allocate<Real_t>(length) ;
	Real_t *p_new = Allocate<Real_t>(length) ;
	Real_t *e_new = Allocate<Real_t>(length) ;
	Real_t *q_new = Allocate<Real_t>(length) ;
	Real_t *bvc = Allocate<Real_t>(length) ;
	Real_t *pbvc = Allocate<Real_t>(length) ;
	
	/* compress data, minimal set */
#pragma omp parallel
	{
#pragma omp for nowait firstprivate(length)
		for (Index_t i=0; i<length; ++i) {
			Index_t zidx = domain.matElemlist(i) ;
			e_old[i] = domain.e(zidx) ;
		}
		
#pragma omp for nowait firstprivate(length)
		for (Index_t i=0; i<length; ++i) {
			Index_t zidx = domain.matElemlist(i) ;
			delvc[i] = domain.delv(zidx) ;
		}
		
#pragma omp for nowait firstprivate(length)
		for (Index_t i=0; i<length; ++i) {
			Index_t zidx = domain.matElemlist(i) ;
			p_old[i] = domain.p(zidx) ;
		}
		
#pragma omp for nowait firstprivate(length)
		for (Index_t i=0; i<length; ++i) {
			Index_t zidx = domain.matElemlist(i) ;
			q_old[i] = domain.q(zidx) ;
		}
		
#pragma omp for nowait firstprivate(length)
		for (Index_t i = 0; i < length ; ++i) {
			Real_t vchalf ;
			compression[i] = Real_t(1.) / vnewc[i] - Real_t(1.);
			vchalf = vnewc[i] - delvc[i] * Real_t(.5);
			compHalfStep[i] = Real_t(1.) / vchalf - Real_t(1.);
		}
		
		/* Check for v > eosvmax or v < eosvmin */
		if ( eosvmin != Real_t(0.) ) {
#pragma omp for nowait firstprivate(length,eosvmin)
			for(Index_t i=0 ; i<length ; ++i) {
				if (vnewc[i] <= eosvmin) { /* impossible due to calling func? */
					compHalfStep[i] = compression[i] ;
				}
			}
		}
		if ( eosvmax != Real_t(0.) ) {
#pragma omp for nowait firstprivate(length,eosvmax)
			for(Index_t i=0 ; i<length ; ++i) {
				if (vnewc[i] >= eosvmax) { /* impossible due to calling func? */
					p_old[i]        = Real_t(0.) ;
					compression[i]  = Real_t(0.) ;
					compHalfStep[i] = Real_t(0.) ;
				}
			}
		}
		
#pragma omp for firstprivate(length)
		for (Index_t i = 0 ; i < length ; ++i) {
			Index_t zidx = domain.matElemlist(i) ;
			qq[i] = domain.qq(zidx) ;
			ql[i] = domain.ql(zidx) ;
			work[i] = Real_t(0.) ; 
		}
	}
	
	CalcEnergyForElems(p_new, e_new, q_new, bvc, pbvc,
					   p_old, e_old,  q_old, compression, compHalfStep,
					   vnewc, work,  delvc, pmin,
					   p_cut, e_cut, q_cut, emin,
					   qq, ql, rho0, eosvmax, length);
	
	
#pragma omp parallel
	{
#pragma omp for nowait firstprivate(length)
		for (Index_t i=0; i<length; ++i) {
			Index_t zidx = domain.matElemlist(i) ;
			domain.p(zidx) = p_new[i] ;
		}
		
#pragma omp for nowait firstprivate(length)
		for (Index_t i=0; i<length; ++i) {
			Index_t zidx = domain.matElemlist(i) ;
			domain.e(zidx) = e_new[i] ;
		}
		
#pragma omp for firstprivate(length)
		for (Index_t i=0; i<length; ++i) {
			Index_t zidx = domain.matElemlist(i) ;
			domain.q(zidx) = q_new[i] ;
		}
	}
	
	CalcSoundSpeedForElems(vnewc, rho0, e_new, p_new,
						   pbvc, bvc, ss4o3, length) ;
	
	Release(&pbvc) ;
	Release(&bvc) ;
	Release(&q_new) ;
	Release(&e_new) ;
	Release(&p_new) ;
	Release(&work) ;
	Release(&ql) ;
	Release(&qq) ;
	Release(&compHalfStep) ;
	Release(&compression) ;
	Release(&q_old) ;
	Release(&p_old) ;
	Release(&delvc) ;
	Release(&e_old) ;
}

static inline
void ApplyMaterialPropertiesForElems()
{
	Index_t length = domain.numElem() ;
	
	if (length != 0) {
		/* Expose all of the variables needed for material evaluation */
		Real_t eosvmin = domain.eosvmin() ;
		Real_t eosvmax = domain.eosvmax() ;
		Real_t *vnewc = Allocate<Real_t>(length) ;
		
#pragma omp parallel
		{
#pragma omp for nowait firstprivate(length)
			for (Index_t i=0 ; i<length ; ++i) {
				Index_t zn = domain.matElemlist(i) ;
				vnewc[i] = domain.vnew(zn) ;
			}
			
			if (eosvmin != Real_t(0.)) {
#pragma omp for nowait firstprivate(length,eosvmin)
				for(Index_t i=0 ; i<length ; ++i) {
					if (vnewc[i] < eosvmin)
						vnewc[i] = eosvmin ;
				}
			}
			
			if (eosvmax != Real_t(0.)) {
#pragma omp for nowait firstprivate(length,eosvmax)
				for(Index_t i=0 ; i<length ; ++i) {
					if (vnewc[i] > eosvmax)
						vnewc[i] = eosvmax ;
				}
			}
			
#pragma omp for firstprivate(length,eosvmin,eosvmax)
			for (Index_t i=0; i<length; ++i) {
				Index_t zn = domain.matElemlist(i) ;
				Real_t vc = domain.v(zn) ;
				if (eosvmin != Real_t(0.)) {
					if (vc < eosvmin)
						vc = eosvmin ;
				}
				if (eosvmax != Real_t(0.)) {
					if (vc > eosvmax)
						vc = eosvmax ;
				}
				if (vc <= 0.) {
					exit(VolumeError) ;
				}
			}
		}
		
		EvalEOSForElems(vnewc, length);
		
		Release(&vnewc) ;
		
	}
}

static inline
void UpdateVolumesForElems()
{
	Index_t numElem = domain.numElem();
	if (numElem != 0) {
		Real_t v_cut = domain.v_cut();
		
#pragma omp parallel for firstprivate(numElem,v_cut)
		for(Index_t i=0 ; i<numElem ; ++i) {
			Real_t tmpV ;
			tmpV = domain.vnew(i) ;
			
			if ( FABS(tmpV - Real_t(1.0)) < v_cut )
				tmpV = Real_t(1.0) ;
			domain.v(i) = tmpV ;
		}
	}
	
	return ;
}

static inline
void LagrangeElements()
{
	const Real_t deltatime = domain.deltatime() ;
	
	CalcLagrangeElements(deltatime) ;
	
	/* Calculate Q.  (Monotonic q option requires communication) */
	CalcQForElems() ;
	
	ApplyMaterialPropertiesForElems() ;
	
	UpdateVolumesForElems() ;
}

static inline
void CalcCourantConstraintForElems()
{
	Real_t dtcourant = Real_t(1.0e+20) ;
	Index_t   courant_elem = -1 ;
	Real_t      qqc = domain.qqc() ;
	Index_t length = domain.numElem() ;
	
	Real_t  qqc2 = Real_t(64.0) * qqc * qqc ;

        Index_t threads = omp_get_max_threads();

        //  For sequential run (non OpenMP, replace line above with next line.  
        //Index_t threads = Index_t (1);

        Index_t courant_elem_per_thread[threads];
        Real_t  dtcourant_per_thread[threads];

        for (Index_t i = 0; i < threads; i++) {
                courant_elem_per_thread[i] = -1;
                dtcourant_per_thread[i] =  Real_t(1.0e+20);
        }

	
#pragma omp parallel for firstprivate(length,qqc2), shared(dtcourant,courant_elem)
	for (Index_t i = 0 ; i < length ; ++i) {
		Index_t indx = domain.matElemlist(i) ;
		
		Real_t dtf = domain.ss(indx) * domain.ss(indx) ;
		
		if ( domain.vdov(indx) < Real_t(0.) ) {
			
			dtf = dtf
            + qqc2 * domain.arealg(indx) * domain.arealg(indx)
            * domain.vdov(indx) * domain.vdov(indx) ;
		}
		
		dtf = SQRT(dtf) ;
		
		dtf = domain.arealg(indx) / dtf ;
		
		/* determine minimum timestep with its corresponding elem */
		if (domain.vdov(indx) != Real_t(0.)) {
			{
				Index_t thread_num = omp_get_thread_num();

				 //  For sequential run (non OpenMP, replace line above with next line.  
	                        //Index_t thread_num = Index_t (0);


        	                if ( dtf < dtcourant_per_thread[thread_num] ) {
                	        {
                        	        dtcourant_per_thread[thread_num] = dtf ;
                                        courant_elem_per_thread[thread_num] = indx ;
                                }
                        }

			}
		}
	}
	for (Index_t i = 0; i < threads; i++) {
                if(dtcourant_per_thread[i] < dtcourant) {
                        dtcourant = dtcourant_per_thread[i];
                        courant_elem =  courant_elem_per_thread[i];
                }
        }

	
	/* Don't try to register a time constraint if none of the elements
	 * were active */
	if (courant_elem != -1) {
		domain.dtcourant() = dtcourant ;
	}
	
	return ;
}

static inline
void CalcHydroConstraintForElems()
{
	Real_t dthydro = Real_t(1.0e+20) ;
	Index_t hydro_elem = -1 ;
	Real_t dvovmax = domain.dvovmax() ;
	Index_t length = domain.numElem() ;

	Index_t threads = omp_get_max_threads();

        //  For sequential run (non OpenMP, replace line above with next line.  
        //Index_t threads = Index_t (1);

        Real_t  dthydro_per_thread[threads];
        Index_t hydro_elem_per_thread[threads];

        for (Index_t i = 0; i < threads; i++) {
                hydro_elem_per_thread[i] = -1;
                dthydro_per_thread[i] =  Real_t(1.0e+20);
        }


#pragma omp parallel for firstprivate(length), shared(dthydro,hydro_elem)
        for (Index_t i = 0 ; i < length ; ++i) {
                Index_t indx = domain.matElemlist(i) ;

                if (domain.vdov(indx) != Real_t(0.)) {
                        Real_t dtdvov = dvovmax / (FABS(domain.vdov(indx))+Real_t(1.e-20)) ;

                        Index_t thread_num = omp_get_thread_num();

                        //  For sequential run (non OpenMP, replace line above with next line.  
                        //  Index_t thread_num = Index_t (0);

                        if ( dthydro_per_thread[thread_num] > dtdvov ) {
                                {
                                        dthydro_per_thread[thread_num] = dtdvov ;
                                        hydro_elem_per_thread[thread_num] = indx ;
                                }
                        }
                }
        }

        for (Index_t i = 0; i < threads; i++) {
                if(dthydro_per_thread[i] < dthydro) {
                        dthydro = dthydro_per_thread[i];
                        hydro_elem =  hydro_elem_per_thread[i];
                }
        }

	
	
	if (hydro_elem != -1) {
		domain.dthydro() = dthydro ;
	}
	
	return ;
}

static inline
void CalcTimeConstraintsForElems() {
	/* evaluate time constraint */
	CalcCourantConstraintForElems() ;
	
	/* check hydro constraint */
	CalcHydroConstraintForElems() ;
}

static inline
void LagrangeLeapFrog()
{
	/* calculate nodal forces, accelerations, velocities, positions, with
	 * applied boundary conditions and slide surface considerations */
	LagrangeNodal();
	
	/* calculate element quantities (i.e. velocity gradient & q), and update
	 * material states */
	LagrangeElements();
	
	CalcTimeConstraintsForElems();
	
	// LagrangeRelease() ;  Creation/destruction of temps may be important to capture 
}

int main(int argc, char *argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }

    Index_t edgeElems = bp.args.sizes[0];
	Index_t edgeNodes = edgeElems+1 ;

    Index_t maxCycles = bp.args.sizes[1];

	// Real_t ds = Real_t(1.125)/Real_t(edgeElems) ; /* may accumulate roundoff */
	Real_t tx, ty, tz ;
	Index_t nidx, zidx ;
	Index_t domElems ;
	
	/* get run options to measure various metrics */
	
	/* ... */
	
	/****************************/
	/*   Initialize Sedov Mesh  */
	/****************************/
	
	/* construct a uniform box for this processor */
	
	domain.sizeX()   = edgeElems ;
	domain.sizeY()   = edgeElems ;
	domain.sizeZ()   = edgeElems ;
	domain.numElem() = edgeElems*edgeElems*edgeElems ;
	domain.numNode() = edgeNodes*edgeNodes*edgeNodes ;
	
	domElems = domain.numElem() ;
	
	
	/* allocate field memory */
	
	domain.AllocateElemPersistent(domain.numElem()) ;
	domain.AllocateElemTemporary (domain.numElem()) ;
	
	domain.AllocateNodalPersistent(domain.numNode()) ;
	domain.AllocateNodesets(edgeNodes*edgeNodes) ;
	
	/* initialize nodal coordinates */
	
	nidx = 0 ;
	tz  = Real_t(0.) ;
	for (Index_t plane=0; plane<edgeNodes; ++plane) {
		ty = Real_t(0.) ;
		for (Index_t row=0; row<edgeNodes; ++row) {
			tx = Real_t(0.) ;
			for (Index_t col=0; col<edgeNodes; ++col) {
				domain.x(nidx) = tx ;
				domain.y(nidx) = ty ;
				domain.z(nidx) = tz ;
				++nidx ;
				// tx += ds ; /* may accumulate roundoff... */
				tx = Real_t(1.125)*Real_t(col+1)/Real_t(edgeElems) ;
			}
			// ty += ds ;  /* may accumulate roundoff... */
			ty = Real_t(1.125)*Real_t(row+1)/Real_t(edgeElems) ;
		}
		// tz += ds ;  /* may accumulate roundoff... */
		tz = Real_t(1.125)*Real_t(plane+1)/Real_t(edgeElems) ;
	}
	
	
	/* embed hexehedral elements in nodal point lattice */
	
	nidx = 0 ;
	zidx = 0 ;
	for (Index_t plane=0; plane<edgeElems; ++plane) {
		for (Index_t row=0; row<edgeElems; ++row) {
			for (Index_t col=0; col<edgeElems; ++col) {
				Index_t *localNode = domain.nodelist(zidx) ;
				localNode[0] = nidx                                       ;
				localNode[1] = nidx                                   + 1 ;
				localNode[2] = nidx                       + edgeNodes + 1 ;
				localNode[3] = nidx                       + edgeNodes     ;
				localNode[4] = nidx + edgeNodes*edgeNodes                 ;
				localNode[5] = nidx + edgeNodes*edgeNodes             + 1 ;
				localNode[6] = nidx + edgeNodes*edgeNodes + edgeNodes + 1 ;
				localNode[7] = nidx + edgeNodes*edgeNodes + edgeNodes     ;
				++zidx ;
				++nidx ;
			}
			++nidx ;
		}
		nidx += edgeNodes ;
	}
	
	domain.AllocateNodeElemIndexes() ;
	
	/* Create a material IndexSet (entire domain same material for now) */
	for (Index_t i=0; i<domElems; ++i) {
		domain.matElemlist(i) = i ;
	}
	
	/* initialize material parameters */
	domain.dtfixed() = Real_t(-1.0e-7) ;
	domain.deltatime() = Real_t(1.0e-7) ;
	domain.deltatimemultlb() = Real_t(1.1) ;
	domain.deltatimemultub() = Real_t(1.2) ;
	domain.stoptime()  = Real_t(1.0e-2) ;
	domain.dtcourant() = Real_t(1.0e+20) ;
	domain.dthydro()   = Real_t(1.0e+20) ;
	domain.dtmax()     = Real_t(1.0e-2) ;
	domain.time()    = Real_t(0.) ;
	domain.cycle()   = 0 ;
	
	domain.e_cut() = Real_t(1.0e-7) ;
	domain.p_cut() = Real_t(1.0e-7) ;
	domain.q_cut() = Real_t(1.0e-7) ;
	domain.u_cut() = Real_t(1.0e-7) ;
	domain.v_cut() = Real_t(1.0e-10) ;
	
	domain.hgcoef()      = Real_t(3.0) ;
	domain.ss4o3()       = Real_t(4.0)/Real_t(3.0) ;
	
	domain.qstop()              =  Real_t(1.0e+12) ;
	domain.monoq_max_slope()    =  Real_t(1.0) ;
	domain.monoq_limiter_mult() =  Real_t(2.0) ;
	domain.qlc_monoq()          = Real_t(0.5) ;
	domain.qqc_monoq()          = Real_t(2.0)/Real_t(3.0) ;
	domain.qqc()                = Real_t(2.0) ;
	
	domain.pmin() =  Real_t(0.) ;
	domain.emin() = Real_t(-1.0e+15) ;
	
	domain.dvovmax() =  Real_t(0.1) ;
	
	domain.eosvmax() =  Real_t(1.0e+9) ;
	domain.eosvmin() =  Real_t(1.0e-9) ;
	
	domain.refdens() =  Real_t(1.0) ;
	
	/* initialize field data */
	for (Index_t i=0; i<domElems; ++i) {
		Real_t x_local[8], y_local[8], z_local[8] ;
		Index_t *elemToNode = domain.nodelist(i) ;
		for( Index_t lnode=0 ; lnode<8 ; ++lnode )
		{
			Index_t gnode = elemToNode[lnode];
			x_local[lnode] = domain.x(gnode);
			y_local[lnode] = domain.y(gnode);
			z_local[lnode] = domain.z(gnode);
		}
		
		// volume calculations
		Real_t volume = CalcElemVolume(x_local, y_local, z_local );
		domain.volo(i) = volume ;
		domain.elemMass(i) = volume ;
		for (Index_t j=0; j<8; ++j) {
			Index_t idx = elemToNode[j] ;
			domain.nodalMass(idx) += volume / Real_t(8.0) ;
		}
	}
	
	/* deposit energy */
	domain.e(0) = Real_t(3.948746e+7) ;
	
	/* set up symmetry nodesets */
	nidx = 0 ;
	for (Index_t i=0; i<edgeNodes; ++i) {
		Index_t planeInc = i*edgeNodes*edgeNodes ;
		Index_t rowInc   = i*edgeNodes ;
		for (Index_t j=0; j<edgeNodes; ++j) {
			domain.symmX(nidx) = planeInc + j*edgeNodes ;
			domain.symmY(nidx) = planeInc + j ;
			domain.symmZ(nidx) = rowInc   + j ;
			++nidx ;
		}
	}
	
	/* set up elemement connectivity information */
	domain.lxim(0) = 0 ;
	for (Index_t i=1; i<domElems; ++i) {
		domain.lxim(i)   = i-1 ;
		domain.lxip(i-1) = i ;
	}
	domain.lxip(domElems-1) = domElems-1 ;
	
	for (Index_t i=0; i<edgeElems; ++i) {
		domain.letam(i) = i ; 
		domain.letap(domElems-edgeElems+i) = domElems-edgeElems+i ;
	}
	for (Index_t i=edgeElems; i<domElems; ++i) {
		domain.letam(i) = i-edgeElems ;
		domain.letap(i-edgeElems) = i ;
	}
	
	for (Index_t i=0; i<edgeElems*edgeElems; ++i) {
		domain.lzetam(i) = i ;
		domain.lzetap(domElems-edgeElems*edgeElems+i) = domElems-edgeElems*edgeElems+i ;
	}
	for (Index_t i=edgeElems*edgeElems; i<domElems; ++i) {
		domain.lzetam(i) = i - edgeElems*edgeElems ;
		domain.lzetap(i-edgeElems*edgeElems) = i ;
	}
	
	/* set up boundary condition information */
	for (Index_t i=0; i<domElems; ++i) {
		domain.elemBC(i) = 0 ;  /* clear BCs by default */
	}
	
	/* faces on "external" boundaries will be */
	/* symmetry plane or free surface BCs */
	for (Index_t i=0; i<edgeElems; ++i) {
		Index_t planeInc = i*edgeElems*edgeElems ;
		Index_t rowInc   = i*edgeElems ;
		for (Index_t j=0; j<edgeElems; ++j) {
			domain.elemBC(planeInc+j*edgeElems) |= XI_M_SYMM ;
			domain.elemBC(planeInc+j*edgeElems+edgeElems-1) |= XI_P_FREE ;
			domain.elemBC(planeInc+j) |= ETA_M_SYMM ;
			domain.elemBC(planeInc+j+edgeElems*edgeElems-edgeElems) |= ETA_P_FREE ;
			domain.elemBC(rowInc+j) |= ZETA_M_SYMM ;
			domain.elemBC(rowInc+j+domElems-edgeElems*edgeElems) |= ZETA_P_FREE ;
		}
	}
	
	/* timestep to solution */

	timeval start, end;
	gettimeofday(&start, NULL);

	bp.timer_start();                               // Start timer
    
	while(domain.time() < domain.stoptime() ) {
	    if (maxCycles && (domain.cycle() > maxCycles)) {
            printf("Stopping before running cycle %d.\n", domain.cycle());
            break;
        }	
		TimeIncrement() ;
		LagrangeLeapFrog() ;
		/* problem->commNodes->Transfer(CommNodes::syncposvel) ; */
#if LULESH_SHOW_PROGRESS
		printf("time = %e, dt=%e\n",
			   double(domain.time()), double(domain.deltatime()) ) ;
#endif
	}

	bp.timer_stop();                                // Stop timer
	gettimeofday(&end, NULL);
    if (bp.args.verbose) {
	double elapsed_time = double(end.tv_sec - start.tv_sec) + double(end.tv_usec - start.tv_usec) *1e-6;
	
	printf("\n\nElapsed time = %12.6e\n\n", elapsed_time);
    
	Index_t ElemId = 0;
	printf("Run completed:  \n");
	printf("   Problem size        =  %i \n",    edgeElems);
	printf("   Iteration count     =  %i \n",    domain.cycle());	
	printf("   Final Origin Energy = %12.6e \n", domain.e(ElemId));	
	
	Real_t   MaxAbsDiff = Real_t(0.0);
	Real_t TotalAbsDiff = Real_t(0.0);
	Real_t   MaxRelDiff = Real_t(0.0);
	
	for (Index_t j=0; j<edgeElems; ++j) {
		for (Index_t k=j+1; k<edgeElems; ++k) {
			Real_t AbsDiff = FABS(domain.e(j*edgeElems+k) - domain.e(k*edgeElems+j));
			TotalAbsDiff  += AbsDiff;
			
			if (MaxAbsDiff <AbsDiff) MaxAbsDiff = AbsDiff;
			
			Real_t RelDiff = AbsDiff / domain.e(k*edgeElems+j);
			
			if (MaxRelDiff <RelDiff)  MaxRelDiff = RelDiff;
		}		
	}	
	
	printf("   Testing Plane 0 of Energy Array:\n");
	printf("        MaxAbsDiff   = %12.6e\n",   MaxAbsDiff   );
	printf("        TotalAbsDiff = %12.6e\n",   TotalAbsDiff );
	printf("        MaxRelDiff   = %12.6e\n\n", MaxRelDiff   );
	}
    bp.print("lulesh(cpp11_omp)");
	return 0 ;
}








Cpp11 Seq
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                 Copyright (c) 2010.
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                All rights reserved.

This file is part of LULESH, Version 1.0.
Please also read this link -- http://www.opensource.org/licenses/index.php

Redistribution and use in source and binary forms, with or without
modification, are permitted provided that the following conditions
are met:

   * Redistributions of source code must retain the above copyright
     notice, this list of conditions and the disclaimer below.

   * Redistributions in binary form must reproduce the above copyright
     notice, this list of conditions and the disclaimer (as noted below)
     in the documentation and/or other materials provided with the
     distribution.

   * Neither the name of the LLNS/LLNL nor the names of its contributors
     may be used to endorse or promote products derived from this software
     without specific prior written permission.
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BUT NOT LIMITED TO, PROCUREMENT OF SUBSTITUTE GOODS OR SERVICES; LOSS OF USE,
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OF LIABILITY, WHETHER IN CONTRACT, STRICT LIABILITY, OR TORT (INCLUDING
NEGLIGENCE OR OTHERWISE) ARISING IN ANY WAY OUT OF THE USE OF THIS SOFTWARE,
EVEN IF ADVISED OF THE POSSIBILITY OF SUCH DAMAGE.


Additional BSD Notice
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   Security, LLC nor any of their employees, makes any warranty, express
   or implied, or assumes any liability or responsibility for the accuracy,
   completeness, or usefulness of any information, apparatus, product, or
   process disclosed, or represents that its use would not infringe
   privately-owned rights.

3. Also, reference herein to any specific commercial products, process, or
   services by trade name, trademark, manufacturer or otherwise does not
   necessarily constitute or imply its endorsement, recommendation, or
   favoring by the United States Government or Lawrence Livermore National
   Security, LLC. The views and opinions of authors expressed herein do not
   necessarily state or reflect those of the United States Government or
   Lawrence Livermore National Security, LLC, and shall not be used for
   advertising or product endorsement purposes.
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#include <vector>
#include <math.h>
#include <stdio.h>
#include <stdlib.h>
#include <sys/time.h>
#include <bp_util.h>

//#define LULESH_SHOW_PROGRESS 1

enum { VolumeError = -1, QStopError = -2 } ;

/****************************************************/
/* Allow flexibility for arithmetic representations */
/****************************************************/

/* Could also support fixed point and interval arithmetic types */
typedef float        real4 ;
typedef double       real8 ;
typedef long double  real10 ;  /* 10 bytes on x86 */

typedef int    Index_t ; /* array subscript and loop index */
typedef real8  Real_t ;  /* floating point representation */
typedef int    Int_t ;   /* integer representation */

inline real4  SQRT(real4  arg) { return sqrtf(arg) ; }
inline real8  SQRT(real8  arg) { return sqrt(arg) ; }
inline real10 SQRT(real10 arg) { return sqrtl(arg) ; }

inline real4  CBRT(real4  arg) { return cbrtf(arg) ; }
inline real8  CBRT(real8  arg) { return cbrt(arg) ; }
inline real10 CBRT(real10 arg) { return cbrtl(arg) ; }

inline real4  FABS(real4  arg) { return fabsf(arg) ; }
inline real8  FABS(real8  arg) { return fabs(arg) ; }
inline real10 FABS(real10 arg) { return fabsl(arg) ; }


/************************************************************/
/* Allow for flexible data layout experiments by separating */
/* array interface from underlying implementation.          */
/************************************************************/

struct Mesh {

/* This first implementation allows for runnable code */
/* and is not meant to be optimal. Final implementation */
/* should separate declaration and allocation phases */
/* so that allocation can be scheduled in a cache conscious */
/* manner. */

public:

   /**************/
   /* Allocation */
   /**************/

   void AllocateNodalPersistent(size_t size)
   {
      m_x.resize(size) ;
      m_y.resize(size) ;
      m_z.resize(size) ;

      m_xd.resize(size, Real_t(0.)) ;
      m_yd.resize(size, Real_t(0.)) ;
      m_zd.resize(size, Real_t(0.)) ;

      m_xdd.resize(size, Real_t(0.)) ;
      m_ydd.resize(size, Real_t(0.)) ;
      m_zdd.resize(size, Real_t(0.)) ;

      m_fx.resize(size) ;
      m_fy.resize(size) ;
      m_fz.resize(size) ;

      m_nodalMass.resize(size, Real_t(0.)) ;
   }

   void AllocateElemPersistent(size_t size)
   {
      m_matElemlist.resize(size) ;
      m_nodelist.resize(8*size) ;

      m_lxim.resize(size) ;
      m_lxip.resize(size) ;
      m_letam.resize(size) ;
      m_letap.resize(size) ;
      m_lzetam.resize(size) ;
      m_lzetap.resize(size) ;

      m_elemBC.resize(size) ;

      m_e.resize(size, Real_t(0.)) ;

      m_p.resize(size, Real_t(0.)) ;
      m_q.resize(size) ;
      m_ql.resize(size) ;
      m_qq.resize(size) ;

      m_v.resize(size, 1.0) ;
      m_volo.resize(size) ;
      m_delv.resize(size) ;
      m_vdov.resize(size) ;

      m_arealg.resize(size) ;
   
      m_ss.resize(size) ;

      m_elemMass.resize(size) ;
   }

   /* Temporaries should not be initialized in bulk but */
   /* this is a runnable placeholder for now */
   void AllocateElemTemporary(size_t size)
   {
      m_dxx.resize(size) ;
      m_dyy.resize(size) ;
      m_dzz.resize(size) ;

      m_delv_xi.resize(size) ;
      m_delv_eta.resize(size) ;
      m_delv_zeta.resize(size) ;

      m_delx_xi.resize(size) ;
      m_delx_eta.resize(size) ;
      m_delx_zeta.resize(size) ;

      m_vnew.resize(size) ;
   }

   void AllocateNodesets(size_t size)
   {
      m_symmX.resize(size) ;
      m_symmY.resize(size) ;
      m_symmZ.resize(size) ;
   }
   
   /**********/
   /* Access */
   /**********/

   /* Node-centered */

   Real_t& x(Index_t idx)    { return m_x[idx] ; }
   Real_t& y(Index_t idx)    { return m_y[idx] ; }
   Real_t& z(Index_t idx)    { return m_z[idx] ; }

   Real_t& xd(Index_t idx)   { return m_xd[idx] ; }
   Real_t& yd(Index_t idx)   { return m_yd[idx] ; }
   Real_t& zd(Index_t idx)   { return m_zd[idx] ; }

   Real_t& xdd(Index_t idx)  { return m_xdd[idx] ; }
   Real_t& ydd(Index_t idx)  { return m_ydd[idx] ; }
   Real_t& zdd(Index_t idx)  { return m_zdd[idx] ; }

   Real_t& fx(Index_t idx)   { return m_fx[idx] ; }
   Real_t& fy(Index_t idx)   { return m_fy[idx] ; }
   Real_t& fz(Index_t idx)   { return m_fz[idx] ; }

   Real_t& nodalMass(Index_t idx) { return m_nodalMass[idx] ; }

   Index_t&  symmX(Index_t idx) { return m_symmX[idx] ; }
   Index_t&  symmY(Index_t idx) { return m_symmY[idx] ; }
   Index_t&  symmZ(Index_t idx) { return m_symmZ[idx] ; }

   /* Element-centered */

   Index_t&  matElemlist(Index_t idx) { return m_matElemlist[idx] ; }
   Index_t*  nodelist(Index_t idx)    { return &m_nodelist[Index_t(8)*idx] ; }

   Index_t&  lxim(Index_t idx) { return m_lxim[idx] ; }
   Index_t&  lxip(Index_t idx) { return m_lxip[idx] ; }
   Index_t&  letam(Index_t idx) { return m_letam[idx] ; }
   Index_t&  letap(Index_t idx) { return m_letap[idx] ; }
   Index_t&  lzetam(Index_t idx) { return m_lzetam[idx] ; }
   Index_t&  lzetap(Index_t idx) { return m_lzetap[idx] ; }

   Int_t&  elemBC(Index_t idx) { return m_elemBC[idx] ; }

   Real_t& dxx(Index_t idx)  { return m_dxx[idx] ; }
   Real_t& dyy(Index_t idx)  { return m_dyy[idx] ; }
   Real_t& dzz(Index_t idx)  { return m_dzz[idx] ; }

   Real_t& delv_xi(Index_t idx)    { return m_delv_xi[idx] ; }
   Real_t& delv_eta(Index_t idx)   { return m_delv_eta[idx] ; }
   Real_t& delv_zeta(Index_t idx)  { return m_delv_zeta[idx] ; }

   Real_t& delx_xi(Index_t idx)    { return m_delx_xi[idx] ; }
   Real_t& delx_eta(Index_t idx)   { return m_delx_eta[idx] ; }
   Real_t& delx_zeta(Index_t idx)  { return m_delx_zeta[idx] ; }

   Real_t& e(Index_t idx)          { return m_e[idx] ; }

   Real_t& p(Index_t idx)          { return m_p[idx] ; }
   Real_t& q(Index_t idx)          { return m_q[idx] ; }
   Real_t& ql(Index_t idx)         { return m_ql[idx] ; }
   Real_t& qq(Index_t idx)         { return m_qq[idx] ; }

   Real_t& v(Index_t idx)          { return m_v[idx] ; }
   Real_t& volo(Index_t idx)       { return m_volo[idx] ; }
   Real_t& vnew(Index_t idx)       { return m_vnew[idx] ; }
   Real_t& delv(Index_t idx)       { return m_delv[idx] ; }
   Real_t& vdov(Index_t idx)       { return m_vdov[idx] ; }

   Real_t& arealg(Index_t idx)     { return m_arealg[idx] ; }
   
   Real_t& ss(Index_t idx)         { return m_ss[idx] ; }

   Real_t& elemMass(Index_t idx)  { return m_elemMass[idx] ; }

   /* Params */

   Real_t& dtfixed()              { return m_dtfixed ; }
   Real_t& time()                 { return m_time ; }
   Real_t& deltatime()            { return m_deltatime ; }
   Real_t& deltatimemultlb()      { return m_deltatimemultlb ; }
   Real_t& deltatimemultub()      { return m_deltatimemultub ; }
   Real_t& stoptime()             { return m_stoptime ; }

   Real_t& u_cut()                { return m_u_cut ; }
   Real_t& hgcoef()               { return m_hgcoef ; }
   Real_t& qstop()                { return m_qstop ; }
   Real_t& monoq_max_slope()      { return m_monoq_max_slope ; }
   Real_t& monoq_limiter_mult()   { return m_monoq_limiter_mult ; }
   Real_t& e_cut()                { return m_e_cut ; }
   Real_t& p_cut()                { return m_p_cut ; }
   Real_t& ss4o3()                { return m_ss4o3 ; }
   Real_t& q_cut()                { return m_q_cut ; }
   Real_t& v_cut()                { return m_v_cut ; }
   Real_t& qlc_monoq()            { return m_qlc_monoq ; }
   Real_t& qqc_monoq()            { return m_qqc_monoq ; }
   Real_t& qqc()                  { return m_qqc ; }
   Real_t& eosvmax()              { return m_eosvmax ; }
   Real_t& eosvmin()              { return m_eosvmin ; }
   Real_t& pmin()                 { return m_pmin ; }
   Real_t& emin()                 { return m_emin ; }
   Real_t& dvovmax()              { return m_dvovmax ; }
   Real_t& refdens()              { return m_refdens ; }

   Real_t& dtcourant()            { return m_dtcourant ; }
   Real_t& dthydro()              { return m_dthydro ; }
   Real_t& dtmax()                { return m_dtmax ; }

   Int_t&  cycle()                { return m_cycle ; }

   Index_t&  sizeX()              { return m_sizeX ; }
   Index_t&  sizeY()              { return m_sizeY ; }
   Index_t&  sizeZ()              { return m_sizeZ ; }
   Index_t&  numElem()            { return m_numElem ; }
   Index_t&  numNode()            { return m_numNode ; }

private:

   /******************/
   /* Implementation */
   /******************/

   /* Node-centered */

   std::vector<Real_t> m_x ;  /* coordinates */
   std::vector<Real_t> m_y ;
   std::vector<Real_t> m_z ;

   std::vector<Real_t> m_xd ; /* velocities */
   std::vector<Real_t> m_yd ;
   std::vector<Real_t> m_zd ;

   std::vector<Real_t> m_xdd ; /* accelerations */
   std::vector<Real_t> m_ydd ;
   std::vector<Real_t> m_zdd ;

   std::vector<Real_t> m_fx ;  /* forces */
   std::vector<Real_t> m_fy ;
   std::vector<Real_t> m_fz ;

   std::vector<Real_t> m_nodalMass ;  /* mass */

   std::vector<Index_t> m_symmX ;  /* symmetry plane nodesets */
   std::vector<Index_t> m_symmY ;
   std::vector<Index_t> m_symmZ ;

   /* Element-centered */

   std::vector<Index_t>  m_matElemlist ;  /* material indexset */
   std::vector<Index_t>  m_nodelist ;     /* elemToNode connectivity */

   std::vector<Index_t>  m_lxim ;  /* element connectivity across each face */
   std::vector<Index_t>  m_lxip ;
   std::vector<Index_t>  m_letam ;
   std::vector<Index_t>  m_letap ;
   std::vector<Index_t>  m_lzetam ;
   std::vector<Index_t>  m_lzetap ;

   std::vector<Int_t>    m_elemBC ;  /* symmetry/free-surface flags for each elem face */

   std::vector<Real_t> m_dxx ;  /* principal strains -- temporary */
   std::vector<Real_t> m_dyy ;
   std::vector<Real_t> m_dzz ;

   std::vector<Real_t> m_delv_xi ;    /* velocity gradient -- temporary */
   std::vector<Real_t> m_delv_eta ;
   std::vector<Real_t> m_delv_zeta ;

   std::vector<Real_t> m_delx_xi ;    /* coordinate gradient -- temporary */
   std::vector<Real_t> m_delx_eta ;
   std::vector<Real_t> m_delx_zeta ;
   
   std::vector<Real_t> m_e ;   /* energy */

   std::vector<Real_t> m_p ;   /* pressure */
   std::vector<Real_t> m_q ;   /* q */
   std::vector<Real_t> m_ql ;  /* linear term for q */
   std::vector<Real_t> m_qq ;  /* quadratic term for q */

   std::vector<Real_t> m_v ;     /* relative volume */
   std::vector<Real_t> m_volo ;  /* reference volume */
   std::vector<Real_t> m_vnew ;  /* new relative volume -- temporary */
   std::vector<Real_t> m_delv ;  /* m_vnew - m_v */
   std::vector<Real_t> m_vdov ;  /* volume derivative over volume */

   std::vector<Real_t> m_arealg ;  /* characteristic length of an element */
   
   std::vector<Real_t> m_ss ;      /* "sound speed" */

   std::vector<Real_t> m_elemMass ;  /* mass */

   /* Parameters */

   Real_t  m_dtfixed ;           /* fixed time increment */
   Real_t  m_time ;              /* current time */
   Real_t  m_deltatime ;         /* variable time increment */
   Real_t  m_deltatimemultlb ;
   Real_t  m_deltatimemultub ;
   Real_t  m_stoptime ;          /* end time for simulation */

   Real_t  m_u_cut ;             /* velocity tolerance */
   Real_t  m_hgcoef ;            /* hourglass control */
   Real_t  m_qstop ;             /* excessive q indicator */
   Real_t  m_monoq_max_slope ;
   Real_t  m_monoq_limiter_mult ;
   Real_t  m_e_cut ;             /* energy tolerance */
   Real_t  m_p_cut ;             /* pressure tolerance */
   Real_t  m_ss4o3 ;
   Real_t  m_q_cut ;             /* q tolerance */
   Real_t  m_v_cut ;             /* relative volume tolerance */
   Real_t  m_qlc_monoq ;         /* linear term coef for q */
   Real_t  m_qqc_monoq ;         /* quadratic term coef for q */
   Real_t  m_qqc ;
   Real_t  m_eosvmax ;
   Real_t  m_eosvmin ;
   Real_t  m_pmin ;              /* pressure floor */
   Real_t  m_emin ;              /* energy floor */
   Real_t  m_dvovmax ;           /* maximum allowable volume change */
   Real_t  m_refdens ;           /* reference density */

   Real_t  m_dtcourant ;         /* courant constraint */
   Real_t  m_dthydro ;           /* volume change constraint */
   Real_t  m_dtmax ;             /* maximum allowable time increment */

   Int_t   m_cycle ;             /* iteration count for simulation */

   Index_t   m_sizeX ;           /* X,Y,Z extent of this block */
   Index_t   m_sizeY ;
   Index_t   m_sizeZ ;

   Index_t   m_numElem ;         /* Elements/Nodes in this domain */
   Index_t   m_numNode ;
} mesh ;


template <typename T>
T *Allocate(size_t size)
{
   return static_cast<T *>(malloc(sizeof(T)*size)) ;
}

template <typename T>
void Release(T **ptr)
{
   if (*ptr != NULL) {
      free(*ptr) ;
      *ptr = NULL ;
   }
}


/* Stuff needed for boundary conditions */
/* 2 BCs on each of 6 hexahedral faces (12 bits) */
#define XI_M        0x003
#define XI_M_SYMM   0x001
#define XI_M_FREE   0x002

#define XI_P        0x00c
#define XI_P_SYMM   0x004
#define XI_P_FREE   0x008

#define ETA_M       0x030
#define ETA_M_SYMM  0x010
#define ETA_M_FREE  0x020

#define ETA_P       0x0c0
#define ETA_P_SYMM  0x040
#define ETA_P_FREE  0x080

#define ZETA_M      0x300
#define ZETA_M_SYMM 0x100
#define ZETA_M_FREE 0x200

#define ZETA_P      0xc00
#define ZETA_P_SYMM 0x400
#define ZETA_P_FREE 0x800


static inline
void TimeIncrement()
{
   Real_t targetdt = mesh.stoptime() - mesh.time() ;

   if ((mesh.dtfixed() <= Real_t(0.0)) && (mesh.cycle() != Int_t(0))) {
      Real_t ratio ;
      Real_t olddt = mesh.deltatime() ;

      /* This will require a reduction in parallel */
      Real_t newdt = Real_t(1.0e+20) ;
      if (mesh.dtcourant() < newdt) {
         newdt = mesh.dtcourant() / Real_t(2.0) ;
      }
      if (mesh.dthydro() < newdt) {
         newdt = mesh.dthydro() * Real_t(2.0) / Real_t(3.0) ;
      }

      ratio = newdt / olddt ;
      if (ratio >= Real_t(1.0)) {
         if (ratio < mesh.deltatimemultlb()) {
            newdt = olddt ;
         }
         else if (ratio > mesh.deltatimemultub()) {
            newdt = olddt*mesh.deltatimemultub() ;
         }
      }

      if (newdt > mesh.dtmax()) {
         newdt = mesh.dtmax() ;
      }
      mesh.deltatime() = newdt ;
   }

   /* TRY TO PREVENT VERY SMALL SCALING ON THE NEXT CYCLE */
   if ((targetdt > mesh.deltatime()) &&
       (targetdt < (Real_t(4.0) * mesh.deltatime() / Real_t(3.0))) ) {
      targetdt = Real_t(2.0) * mesh.deltatime() / Real_t(3.0) ;
   }

   if (targetdt < mesh.deltatime()) {
      mesh.deltatime() = targetdt ;
   }

   mesh.time() += mesh.deltatime() ;

   ++mesh.cycle() ;
}

static inline
void InitStressTermsForElems(Index_t numElem, 
                             Real_t *sigxx, Real_t *sigyy, Real_t *sigzz)
{
   //
   // pull in the stresses appropriate to the hydro integration
   //
   for (Index_t i = 0 ; i < numElem ; ++i){
      sigxx[i] =  sigyy[i] = sigzz[i] =  - mesh.p(i) - mesh.q(i) ;
   }
}

static inline
void CalcElemShapeFunctionDerivatives( const Real_t* const x,
                                       const Real_t* const y,
                                       const Real_t* const z,
                                       Real_t b[][8],
                                       Real_t* const volume )
{
  const Real_t x0 = x[0] ;   const Real_t x1 = x[1] ;
  const Real_t x2 = x[2] ;   const Real_t x3 = x[3] ;
  const Real_t x4 = x[4] ;   const Real_t x5 = x[5] ;
  const Real_t x6 = x[6] ;   const Real_t x7 = x[7] ;

  const Real_t y0 = y[0] ;   const Real_t y1 = y[1] ;
  const Real_t y2 = y[2] ;   const Real_t y3 = y[3] ;
  const Real_t y4 = y[4] ;   const Real_t y5 = y[5] ;
  const Real_t y6 = y[6] ;   const Real_t y7 = y[7] ;

  const Real_t z0 = z[0] ;   const Real_t z1 = z[1] ;
  const Real_t z2 = z[2] ;   const Real_t z3 = z[3] ;
  const Real_t z4 = z[4] ;   const Real_t z5 = z[5] ;
  const Real_t z6 = z[6] ;   const Real_t z7 = z[7] ;

  Real_t fjxxi, fjxet, fjxze;
  Real_t fjyxi, fjyet, fjyze;
  Real_t fjzxi, fjzet, fjzze;
  Real_t cjxxi, cjxet, cjxze;
  Real_t cjyxi, cjyet, cjyze;
  Real_t cjzxi, cjzet, cjzze;

  fjxxi = .125 * ( (x6-x0) + (x5-x3) - (x7-x1) - (x4-x2) );
  fjxet = .125 * ( (x6-x0) - (x5-x3) + (x7-x1) - (x4-x2) );
  fjxze = .125 * ( (x6-x0) + (x5-x3) + (x7-x1) + (x4-x2) );

  fjyxi = .125 * ( (y6-y0) + (y5-y3) - (y7-y1) - (y4-y2) );
  fjyet = .125 * ( (y6-y0) - (y5-y3) + (y7-y1) - (y4-y2) );
  fjyze = .125 * ( (y6-y0) + (y5-y3) + (y7-y1) + (y4-y2) );

  fjzxi = .125 * ( (z6-z0) + (z5-z3) - (z7-z1) - (z4-z2) );
  fjzet = .125 * ( (z6-z0) - (z5-z3) + (z7-z1) - (z4-z2) );
  fjzze = .125 * ( (z6-z0) + (z5-z3) + (z7-z1) + (z4-z2) );

  /* compute cofactors */
  cjxxi =    (fjyet * fjzze) - (fjzet * fjyze);
  cjxet =  - (fjyxi * fjzze) + (fjzxi * fjyze);
  cjxze =    (fjyxi * fjzet) - (fjzxi * fjyet);

  cjyxi =  - (fjxet * fjzze) + (fjzet * fjxze);
  cjyet =    (fjxxi * fjzze) - (fjzxi * fjxze);
  cjyze =  - (fjxxi * fjzet) + (fjzxi * fjxet);

  cjzxi =    (fjxet * fjyze) - (fjyet * fjxze);
  cjzet =  - (fjxxi * fjyze) + (fjyxi * fjxze);
  cjzze =    (fjxxi * fjyet) - (fjyxi * fjxet);

  /* calculate partials :
     this need only be done for l = 0,1,2,3   since , by symmetry ,
     (6,7,4,5) = - (0,1,2,3) .
  */
  b[0][0] =   -  cjxxi  -  cjxet  -  cjxze;
  b[0][1] =      cjxxi  -  cjxet  -  cjxze;
  b[0][2] =      cjxxi  +  cjxet  -  cjxze;
  b[0][3] =   -  cjxxi  +  cjxet  -  cjxze;
  b[0][4] = -b[0][2];
  b[0][5] = -b[0][3];
  b[0][6] = -b[0][0];
  b[0][7] = -b[0][1];

  b[1][0] =   -  cjyxi  -  cjyet  -  cjyze;
  b[1][1] =      cjyxi  -  cjyet  -  cjyze;
  b[1][2] =      cjyxi  +  cjyet  -  cjyze;
  b[1][3] =   -  cjyxi  +  cjyet  -  cjyze;
  b[1][4] = -b[1][2];
  b[1][5] = -b[1][3];
  b[1][6] = -b[1][0];
  b[1][7] = -b[1][1];

  b[2][0] =   -  cjzxi  -  cjzet  -  cjzze;
  b[2][1] =      cjzxi  -  cjzet  -  cjzze;
  b[2][2] =      cjzxi  +  cjzet  -  cjzze;
  b[2][3] =   -  cjzxi  +  cjzet  -  cjzze;
  b[2][4] = -b[2][2];
  b[2][5] = -b[2][3];
  b[2][6] = -b[2][0];
  b[2][7] = -b[2][1];

  /* calculate jacobian determinant (volume) */
  *volume = Real_t(8.) * ( fjxet * cjxet + fjyet * cjyet + fjzet * cjzet);
}

static inline
void SumElemFaceNormal(Real_t *normalX0, Real_t *normalY0, Real_t *normalZ0,
                       Real_t *normalX1, Real_t *normalY1, Real_t *normalZ1,
                       Real_t *normalX2, Real_t *normalY2, Real_t *normalZ2,
                       Real_t *normalX3, Real_t *normalY3, Real_t *normalZ3,
                       const Real_t x0, const Real_t y0, const Real_t z0,
                       const Real_t x1, const Real_t y1, const Real_t z1,
                       const Real_t x2, const Real_t y2, const Real_t z2,
                       const Real_t x3, const Real_t y3, const Real_t z3)
{
   Real_t bisectX0 = Real_t(0.5) * (x3 + x2 - x1 - x0);
   Real_t bisectY0 = Real_t(0.5) * (y3 + y2 - y1 - y0);
   Real_t bisectZ0 = Real_t(0.5) * (z3 + z2 - z1 - z0);
   Real_t bisectX1 = Real_t(0.5) * (x2 + x1 - x3 - x0);
   Real_t bisectY1 = Real_t(0.5) * (y2 + y1 - y3 - y0);
   Real_t bisectZ1 = Real_t(0.5) * (z2 + z1 - z3 - z0);
   Real_t areaX = Real_t(0.25) * (bisectY0 * bisectZ1 - bisectZ0 * bisectY1);
   Real_t areaY = Real_t(0.25) * (bisectZ0 * bisectX1 - bisectX0 * bisectZ1);
   Real_t areaZ = Real_t(0.25) * (bisectX0 * bisectY1 - bisectY0 * bisectX1);

   *normalX0 += areaX;
   *normalX1 += areaX;
   *normalX2 += areaX;
   *normalX3 += areaX;

   *normalY0 += areaY;
   *normalY1 += areaY;
   *normalY2 += areaY;
   *normalY3 += areaY;

   *normalZ0 += areaZ;
   *normalZ1 += areaZ;
   *normalZ2 += areaZ;
   *normalZ3 += areaZ;
}

static inline
void CalcElemNodeNormals(Real_t pfx[8],
                         Real_t pfy[8],
                         Real_t pfz[8],
                         const Real_t x[8],
                         const Real_t y[8],
                         const Real_t z[8])
{
   for (Index_t i = 0 ; i < 8 ; ++i) {
      pfx[i] = Real_t(0.0);
      pfy[i] = Real_t(0.0);
      pfz[i] = Real_t(0.0);
   }
   /* evaluate face one: nodes 0, 1, 2, 3 */
   SumElemFaceNormal(&pfx[0], &pfy[0], &pfz[0],
                  &pfx[1], &pfy[1], &pfz[1],
                  &pfx[2], &pfy[2], &pfz[2],
                  &pfx[3], &pfy[3], &pfz[3],
                  x[0], y[0], z[0], x[1], y[1], z[1],
                  x[2], y[2], z[2], x[3], y[3], z[3]);
   /* evaluate face two: nodes 0, 4, 5, 1 */
   SumElemFaceNormal(&pfx[0], &pfy[0], &pfz[0],
                  &pfx[4], &pfy[4], &pfz[4],
                  &pfx[5], &pfy[5], &pfz[5],
                  &pfx[1], &pfy[1], &pfz[1],
                  x[0], y[0], z[0], x[4], y[4], z[4],
                  x[5], y[5], z[5], x[1], y[1], z[1]);
   /* evaluate face three: nodes 1, 5, 6, 2 */
   SumElemFaceNormal(&pfx[1], &pfy[1], &pfz[1],
                  &pfx[5], &pfy[5], &pfz[5],
                  &pfx[6], &pfy[6], &pfz[6],
                  &pfx[2], &pfy[2], &pfz[2],
                  x[1], y[1], z[1], x[5], y[5], z[5],
                  x[6], y[6], z[6], x[2], y[2], z[2]);
   /* evaluate face four: nodes 2, 6, 7, 3 */
   SumElemFaceNormal(&pfx[2], &pfy[2], &pfz[2],
                  &pfx[6], &pfy[6], &pfz[6],
                  &pfx[7], &pfy[7], &pfz[7],
                  &pfx[3], &pfy[3], &pfz[3],
                  x[2], y[2], z[2], x[6], y[6], z[6],
                  x[7], y[7], z[7], x[3], y[3], z[3]);
   /* evaluate face five: nodes 3, 7, 4, 0 */
   SumElemFaceNormal(&pfx[3], &pfy[3], &pfz[3],
                  &pfx[7], &pfy[7], &pfz[7],
                  &pfx[4], &pfy[4], &pfz[4],
                  &pfx[0], &pfy[0], &pfz[0],
                  x[3], y[3], z[3], x[7], y[7], z[7],
                  x[4], y[4], z[4], x[0], y[0], z[0]);
   /* evaluate face six: nodes 4, 7, 6, 5 */
   SumElemFaceNormal(&pfx[4], &pfy[4], &pfz[4],
                  &pfx[7], &pfy[7], &pfz[7],
                  &pfx[6], &pfy[6], &pfz[6],
                  &pfx[5], &pfy[5], &pfz[5],
                  x[4], y[4], z[4], x[7], y[7], z[7],
                  x[6], y[6], z[6], x[5], y[5], z[5]);
}

static inline
void SumElemStressesToNodeForces( const Real_t B[][8],
                                  const Real_t stress_xx,
                                  const Real_t stress_yy,
                                  const Real_t stress_zz,
                                  Real_t* const fx,
                                  Real_t* const fy,
                                  Real_t* const fz )
{
  Real_t pfx0 = B[0][0] ;   Real_t pfx1 = B[0][1] ;
  Real_t pfx2 = B[0][2] ;   Real_t pfx3 = B[0][3] ;
  Real_t pfx4 = B[0][4] ;   Real_t pfx5 = B[0][5] ;
  Real_t pfx6 = B[0][6] ;   Real_t pfx7 = B[0][7] ;

  Real_t pfy0 = B[1][0] ;   Real_t pfy1 = B[1][1] ;
  Real_t pfy2 = B[1][2] ;   Real_t pfy3 = B[1][3] ;
  Real_t pfy4 = B[1][4] ;   Real_t pfy5 = B[1][5] ;
  Real_t pfy6 = B[1][6] ;   Real_t pfy7 = B[1][7] ;

  Real_t pfz0 = B[2][0] ;   Real_t pfz1 = B[2][1] ;
  Real_t pfz2 = B[2][2] ;   Real_t pfz3 = B[2][3] ;
  Real_t pfz4 = B[2][4] ;   Real_t pfz5 = B[2][5] ;
  Real_t pfz6 = B[2][6] ;   Real_t pfz7 = B[2][7] ;

  fx[0] = -( stress_xx * pfx0 );
  fx[1] = -( stress_xx * pfx1 );
  fx[2] = -( stress_xx * pfx2 );
  fx[3] = -( stress_xx * pfx3 );
  fx[4] = -( stress_xx * pfx4 );
  fx[5] = -( stress_xx * pfx5 );
  fx[6] = -( stress_xx * pfx6 );
  fx[7] = -( stress_xx * pfx7 );

  fy[0] = -( stress_yy * pfy0  );
  fy[1] = -( stress_yy * pfy1  );
  fy[2] = -( stress_yy * pfy2  );
  fy[3] = -( stress_yy * pfy3  );
  fy[4] = -( stress_yy * pfy4  );
  fy[5] = -( stress_yy * pfy5  );
  fy[6] = -( stress_yy * pfy6  );
  fy[7] = -( stress_yy * pfy7  );

  fz[0] = -( stress_zz * pfz0 );
  fz[1] = -( stress_zz * pfz1 );
  fz[2] = -( stress_zz * pfz2 );
  fz[3] = -( stress_zz * pfz3 );
  fz[4] = -( stress_zz * pfz4 );
  fz[5] = -( stress_zz * pfz5 );
  fz[6] = -( stress_zz * pfz6 );
  fz[7] = -( stress_zz * pfz7 );
}

static inline
void IntegrateStressForElems( Index_t numElem,
                              Real_t *sigxx, Real_t *sigyy, Real_t *sigzz,
                              Real_t *determ)
{
  Real_t B[3][8] ;// shape function derivatives
  Real_t x_local[8] ;
  Real_t y_local[8] ;
  Real_t z_local[8] ;
  Real_t fx_local[8] ;
  Real_t fy_local[8] ;
  Real_t fz_local[8] ;

  // loop over all elements
  for( Index_t k=0 ; k<numElem ; ++k )
  {
    const Index_t* const elemNodes = mesh.nodelist(k);

    // get nodal coordinates from global arrays and copy into local arrays.
    for( Index_t lnode=0 ; lnode<8 ; ++lnode )
    {
      Index_t gnode = elemNodes[lnode];
      x_local[lnode] = mesh.x(gnode);
      y_local[lnode] = mesh.y(gnode);
      z_local[lnode] = mesh.z(gnode);
    }

    /* Volume calculation involves extra work for numerical consistency. */
    CalcElemShapeFunctionDerivatives(x_local, y_local, z_local,
                                         B, &determ[k]);

    CalcElemNodeNormals( B[0] , B[1], B[2],
                          x_local, y_local, z_local );

    SumElemStressesToNodeForces( B, sigxx[k], sigyy[k], sigzz[k],
                                         fx_local, fy_local, fz_local ) ;

    // copy nodal force contributions to global force arrray.
    for( Index_t lnode=0 ; lnode<8 ; ++lnode )
    {
      Index_t gnode = elemNodes[lnode];
      mesh.fx(gnode) += fx_local[lnode];
      mesh.fy(gnode) += fy_local[lnode];
      mesh.fz(gnode) += fz_local[lnode];
    }
  }
}

static inline
void CollectDomainNodesToElemNodes(const Index_t* elemToNode,
                                   Real_t elemX[8],
                                   Real_t elemY[8],
                                   Real_t elemZ[8])
{
   Index_t nd0i = elemToNode[0] ;
   Index_t nd1i = elemToNode[1] ;
   Index_t nd2i = elemToNode[2] ;
   Index_t nd3i = elemToNode[3] ;
   Index_t nd4i = elemToNode[4] ;
   Index_t nd5i = elemToNode[5] ;
   Index_t nd6i = elemToNode[6] ;
   Index_t nd7i = elemToNode[7] ;

   elemX[0] = mesh.x(nd0i);
   elemX[1] = mesh.x(nd1i);
   elemX[2] = mesh.x(nd2i);
   elemX[3] = mesh.x(nd3i);
   elemX[4] = mesh.x(nd4i);
   elemX[5] = mesh.x(nd5i);
   elemX[6] = mesh.x(nd6i);
   elemX[7] = mesh.x(nd7i);

   elemY[0] = mesh.y(nd0i);
   elemY[1] = mesh.y(nd1i);
   elemY[2] = mesh.y(nd2i);
   elemY[3] = mesh.y(nd3i);
   elemY[4] = mesh.y(nd4i);
   elemY[5] = mesh.y(nd5i);
   elemY[6] = mesh.y(nd6i);
   elemY[7] = mesh.y(nd7i);

   elemZ[0] = mesh.z(nd0i);
   elemZ[1] = mesh.z(nd1i);
   elemZ[2] = mesh.z(nd2i);
   elemZ[3] = mesh.z(nd3i);
   elemZ[4] = mesh.z(nd4i);
   elemZ[5] = mesh.z(nd5i);
   elemZ[6] = mesh.z(nd6i);
   elemZ[7] = mesh.z(nd7i);

}

static inline
void VoluDer(const Real_t x0, const Real_t x1, const Real_t x2,
             const Real_t x3, const Real_t x4, const Real_t x5,
             const Real_t y0, const Real_t y1, const Real_t y2,
             const Real_t y3, const Real_t y4, const Real_t y5,
             const Real_t z0, const Real_t z1, const Real_t z2,
             const Real_t z3, const Real_t z4, const Real_t z5,
             Real_t* dvdx, Real_t* dvdy, Real_t* dvdz)
{
   const Real_t twelfth = Real_t(1.0) / Real_t(12.0) ;

   *dvdx =
      (y1 + y2) * (z0 + z1) - (y0 + y1) * (z1 + z2) +
      (y0 + y4) * (z3 + z4) - (y3 + y4) * (z0 + z4) -
      (y2 + y5) * (z3 + z5) + (y3 + y5) * (z2 + z5);
   *dvdy =
      - (x1 + x2) * (z0 + z1) + (x0 + x1) * (z1 + z2) -
      (x0 + x4) * (z3 + z4) + (x3 + x4) * (z0 + z4) +
      (x2 + x5) * (z3 + z5) - (x3 + x5) * (z2 + z5);

   *dvdz =
      - (y1 + y2) * (x0 + x1) + (y0 + y1) * (x1 + x2) -
      (y0 + y4) * (x3 + x4) + (y3 + y4) * (x0 + x4) +
      (y2 + y5) * (x3 + x5) - (y3 + y5) * (x2 + x5);

   *dvdx *= twelfth;
   *dvdy *= twelfth;
   *dvdz *= twelfth;
}

static inline
void CalcElemVolumeDerivative(Real_t dvdx[8],
                              Real_t dvdy[8],
                              Real_t dvdz[8],
                              const Real_t x[8],
                              const Real_t y[8],
                              const Real_t z[8])
{
   VoluDer(x[1], x[2], x[3], x[4], x[5], x[7],
           y[1], y[2], y[3], y[4], y[5], y[7],
           z[1], z[2], z[3], z[4], z[5], z[7],
           &dvdx[0], &dvdy[0], &dvdz[0]);
   VoluDer(x[0], x[1], x[2], x[7], x[4], x[6],
           y[0], y[1], y[2], y[7], y[4], y[6],
           z[0], z[1], z[2], z[7], z[4], z[6],
           &dvdx[3], &dvdy[3], &dvdz[3]);
   VoluDer(x[3], x[0], x[1], x[6], x[7], x[5],
           y[3], y[0], y[1], y[6], y[7], y[5],
           z[3], z[0], z[1], z[6], z[7], z[5],
           &dvdx[2], &dvdy[2], &dvdz[2]);
   VoluDer(x[2], x[3], x[0], x[5], x[6], x[4],
           y[2], y[3], y[0], y[5], y[6], y[4],
           z[2], z[3], z[0], z[5], z[6], z[4],
           &dvdx[1], &dvdy[1], &dvdz[1]);
   VoluDer(x[7], x[6], x[5], x[0], x[3], x[1],
           y[7], y[6], y[5], y[0], y[3], y[1],
           z[7], z[6], z[5], z[0], z[3], z[1],
           &dvdx[4], &dvdy[4], &dvdz[4]);
   VoluDer(x[4], x[7], x[6], x[1], x[0], x[2],
           y[4], y[7], y[6], y[1], y[0], y[2],
           z[4], z[7], z[6], z[1], z[0], z[2],
           &dvdx[5], &dvdy[5], &dvdz[5]);
   VoluDer(x[5], x[4], x[7], x[2], x[1], x[3],
           y[5], y[4], y[7], y[2], y[1], y[3],
           z[5], z[4], z[7], z[2], z[1], z[3],
           &dvdx[6], &dvdy[6], &dvdz[6]);
   VoluDer(x[6], x[5], x[4], x[3], x[2], x[0],
           y[6], y[5], y[4], y[3], y[2], y[0],
           z[6], z[5], z[4], z[3], z[2], z[0],
           &dvdx[7], &dvdy[7], &dvdz[7]);
}

static inline
void CalcElemFBHourglassForce(Real_t *xd, Real_t *yd, Real_t *zd,  Real_t *hourgam0,
                              Real_t *hourgam1, Real_t *hourgam2, Real_t *hourgam3,
                              Real_t *hourgam4, Real_t *hourgam5, Real_t *hourgam6,
                              Real_t *hourgam7, Real_t coefficient,
                              Real_t *hgfx, Real_t *hgfy, Real_t *hgfz )
{
   Index_t i00=0;
   Index_t i01=1;
   Index_t i02=2;
   Index_t i03=3;

   Real_t h00 =
      hourgam0[i00] * xd[0] + hourgam1[i00] * xd[1] +
      hourgam2[i00] * xd[2] + hourgam3[i00] * xd[3] +
      hourgam4[i00] * xd[4] + hourgam5[i00] * xd[5] +
      hourgam6[i00] * xd[6] + hourgam7[i00] * xd[7];

   Real_t h01 =
      hourgam0[i01] * xd[0] + hourgam1[i01] * xd[1] +
      hourgam2[i01] * xd[2] + hourgam3[i01] * xd[3] +
      hourgam4[i01] * xd[4] + hourgam5[i01] * xd[5] +
      hourgam6[i01] * xd[6] + hourgam7[i01] * xd[7];

   Real_t h02 =
      hourgam0[i02] * xd[0] + hourgam1[i02] * xd[1]+
      hourgam2[i02] * xd[2] + hourgam3[i02] * xd[3]+
      hourgam4[i02] * xd[4] + hourgam5[i02] * xd[5]+
      hourgam6[i02] * xd[6] + hourgam7[i02] * xd[7];

   Real_t h03 =
      hourgam0[i03] * xd[0] + hourgam1[i03] * xd[1] +
      hourgam2[i03] * xd[2] + hourgam3[i03] * xd[3] +
      hourgam4[i03] * xd[4] + hourgam5[i03] * xd[5] +
      hourgam6[i03] * xd[6] + hourgam7[i03] * xd[7];

   hgfx[0] = coefficient *
      (hourgam0[i00] * h00 + hourgam0[i01] * h01 +
       hourgam0[i02] * h02 + hourgam0[i03] * h03);

   hgfx[1] = coefficient *
      (hourgam1[i00] * h00 + hourgam1[i01] * h01 +
       hourgam1[i02] * h02 + hourgam1[i03] * h03);

   hgfx[2] = coefficient *
      (hourgam2[i00] * h00 + hourgam2[i01] * h01 +
       hourgam2[i02] * h02 + hourgam2[i03] * h03);

   hgfx[3] = coefficient *
      (hourgam3[i00] * h00 + hourgam3[i01] * h01 +
       hourgam3[i02] * h02 + hourgam3[i03] * h03);

   hgfx[4] = coefficient *
      (hourgam4[i00] * h00 + hourgam4[i01] * h01 +
       hourgam4[i02] * h02 + hourgam4[i03] * h03);

   hgfx[5] = coefficient *
      (hourgam5[i00] * h00 + hourgam5[i01] * h01 +
       hourgam5[i02] * h02 + hourgam5[i03] * h03);

   hgfx[6] = coefficient *
      (hourgam6[i00] * h00 + hourgam6[i01] * h01 +
       hourgam6[i02] * h02 + hourgam6[i03] * h03);

   hgfx[7] = coefficient *
      (hourgam7[i00] * h00 + hourgam7[i01] * h01 +
       hourgam7[i02] * h02 + hourgam7[i03] * h03);

   h00 =
      hourgam0[i00] * yd[0] + hourgam1[i00] * yd[1] +
      hourgam2[i00] * yd[2] + hourgam3[i00] * yd[3] +
      hourgam4[i00] * yd[4] + hourgam5[i00] * yd[5] +
      hourgam6[i00] * yd[6] + hourgam7[i00] * yd[7];

   h01 =
      hourgam0[i01] * yd[0] + hourgam1[i01] * yd[1] +
      hourgam2[i01] * yd[2] + hourgam3[i01] * yd[3] +
      hourgam4[i01] * yd[4] + hourgam5[i01] * yd[5] +
      hourgam6[i01] * yd[6] + hourgam7[i01] * yd[7];

   h02 =
      hourgam0[i02] * yd[0] + hourgam1[i02] * yd[1]+
      hourgam2[i02] * yd[2] + hourgam3[i02] * yd[3]+
      hourgam4[i02] * yd[4] + hourgam5[i02] * yd[5]+
      hourgam6[i02] * yd[6] + hourgam7[i02] * yd[7];

   h03 =
      hourgam0[i03] * yd[0] + hourgam1[i03] * yd[1] +
      hourgam2[i03] * yd[2] + hourgam3[i03] * yd[3] +
      hourgam4[i03] * yd[4] + hourgam5[i03] * yd[5] +
      hourgam6[i03] * yd[6] + hourgam7[i03] * yd[7];


   hgfy[0] = coefficient *
      (hourgam0[i00] * h00 + hourgam0[i01] * h01 +
       hourgam0[i02] * h02 + hourgam0[i03] * h03);

   hgfy[1] = coefficient *
      (hourgam1[i00] * h00 + hourgam1[i01] * h01 +
       hourgam1[i02] * h02 + hourgam1[i03] * h03);

   hgfy[2] = coefficient *
      (hourgam2[i00] * h00 + hourgam2[i01] * h01 +
       hourgam2[i02] * h02 + hourgam2[i03] * h03);

   hgfy[3] = coefficient *
      (hourgam3[i00] * h00 + hourgam3[i01] * h01 +
       hourgam3[i02] * h02 + hourgam3[i03] * h03);

   hgfy[4] = coefficient *
      (hourgam4[i00] * h00 + hourgam4[i01] * h01 +
       hourgam4[i02] * h02 + hourgam4[i03] * h03);

   hgfy[5] = coefficient *
      (hourgam5[i00] * h00 + hourgam5[i01] * h01 +
       hourgam5[i02] * h02 + hourgam5[i03] * h03);

   hgfy[6] = coefficient *
      (hourgam6[i00] * h00 + hourgam6[i01] * h01 +
       hourgam6[i02] * h02 + hourgam6[i03] * h03);

   hgfy[7] = coefficient *
      (hourgam7[i00] * h00 + hourgam7[i01] * h01 +
       hourgam7[i02] * h02 + hourgam7[i03] * h03);

   h00 =
      hourgam0[i00] * zd[0] + hourgam1[i00] * zd[1] +
      hourgam2[i00] * zd[2] + hourgam3[i00] * zd[3] +
      hourgam4[i00] * zd[4] + hourgam5[i00] * zd[5] +
      hourgam6[i00] * zd[6] + hourgam7[i00] * zd[7];

   h01 =
      hourgam0[i01] * zd[0] + hourgam1[i01] * zd[1] +
      hourgam2[i01] * zd[2] + hourgam3[i01] * zd[3] +
      hourgam4[i01] * zd[4] + hourgam5[i01] * zd[5] +
      hourgam6[i01] * zd[6] + hourgam7[i01] * zd[7];

   h02 =
      hourgam0[i02] * zd[0] + hourgam1[i02] * zd[1]+
      hourgam2[i02] * zd[2] + hourgam3[i02] * zd[3]+
      hourgam4[i02] * zd[4] + hourgam5[i02] * zd[5]+
      hourgam6[i02] * zd[6] + hourgam7[i02] * zd[7];

   h03 =
      hourgam0[i03] * zd[0] + hourgam1[i03] * zd[1] +
      hourgam2[i03] * zd[2] + hourgam3[i03] * zd[3] +
      hourgam4[i03] * zd[4] + hourgam5[i03] * zd[5] +
      hourgam6[i03] * zd[6] + hourgam7[i03] * zd[7];


   hgfz[0] = coefficient *
      (hourgam0[i00] * h00 + hourgam0[i01] * h01 +
       hourgam0[i02] * h02 + hourgam0[i03] * h03);

   hgfz[1] = coefficient *
      (hourgam1[i00] * h00 + hourgam1[i01] * h01 +
       hourgam1[i02] * h02 + hourgam1[i03] * h03);

   hgfz[2] = coefficient *
      (hourgam2[i00] * h00 + hourgam2[i01] * h01 +
       hourgam2[i02] * h02 + hourgam2[i03] * h03);

   hgfz[3] = coefficient *
      (hourgam3[i00] * h00 + hourgam3[i01] * h01 +
       hourgam3[i02] * h02 + hourgam3[i03] * h03);

   hgfz[4] = coefficient *
      (hourgam4[i00] * h00 + hourgam4[i01] * h01 +
       hourgam4[i02] * h02 + hourgam4[i03] * h03);

   hgfz[5] = coefficient *
      (hourgam5[i00] * h00 + hourgam5[i01] * h01 +
       hourgam5[i02] * h02 + hourgam5[i03] * h03);

   hgfz[6] = coefficient *
      (hourgam6[i00] * h00 + hourgam6[i01] * h01 +
       hourgam6[i02] * h02 + hourgam6[i03] * h03);

   hgfz[7] = coefficient *
      (hourgam7[i00] * h00 + hourgam7[i01] * h01 +
       hourgam7[i02] * h02 + hourgam7[i03] * h03);
}

static inline
void CalcFBHourglassForceForElems(Real_t *determ,
            Real_t *x8n,      Real_t *y8n,      Real_t *z8n,
            Real_t *dvdx,     Real_t *dvdy,     Real_t *dvdz,
            Real_t hourg)
{
   /*************************************************
    *
    *     FUNCTION: Calculates the Flanagan-Belytschko anti-hourglass
    *               force.
    *
    *************************************************/

   Index_t numElem = mesh.numElem() ;

   Real_t hgfx[8], hgfy[8], hgfz[8] ;

   Real_t coefficient;

   Real_t  gamma[4][8];
   Real_t hourgam0[4], hourgam1[4], hourgam2[4], hourgam3[4] ;
   Real_t hourgam4[4], hourgam5[4], hourgam6[4], hourgam7[4];
   Real_t xd1[8], yd1[8], zd1[8] ;

   gamma[0][0] = Real_t( 1.);
   gamma[0][1] = Real_t( 1.);
   gamma[0][2] = Real_t(-1.);
   gamma[0][3] = Real_t(-1.);
   gamma[0][4] = Real_t(-1.);
   gamma[0][5] = Real_t(-1.);
   gamma[0][6] = Real_t( 1.);
   gamma[0][7] = Real_t( 1.);
   gamma[1][0] = Real_t( 1.);
   gamma[1][1] = Real_t(-1.);
   gamma[1][2] = Real_t(-1.);
   gamma[1][3] = Real_t( 1.);
   gamma[1][4] = Real_t(-1.);
   gamma[1][5] = Real_t( 1.);
   gamma[1][6] = Real_t( 1.);
   gamma[1][7] = Real_t(-1.);
   gamma[2][0] = Real_t( 1.);
   gamma[2][1] = Real_t(-1.);
   gamma[2][2] = Real_t( 1.);
   gamma[2][3] = Real_t(-1.);
   gamma[2][4] = Real_t( 1.);
   gamma[2][5] = Real_t(-1.);
   gamma[2][6] = Real_t( 1.);
   gamma[2][7] = Real_t(-1.);
   gamma[3][0] = Real_t(-1.);
   gamma[3][1] = Real_t( 1.);
   gamma[3][2] = Real_t(-1.);
   gamma[3][3] = Real_t( 1.);
   gamma[3][4] = Real_t( 1.);
   gamma[3][5] = Real_t(-1.);
   gamma[3][6] = Real_t( 1.);
   gamma[3][7] = Real_t(-1.);

/*************************************************/
/*    compute the hourglass modes */


   for(Index_t i2=0;i2<numElem;++i2){
      const Index_t *elemToNode = mesh.nodelist(i2);
      Index_t i3=8*i2;
      Real_t volinv=Real_t(1.0)/determ[i2];
      Real_t ss1, mass1, volume13 ;
      for(Index_t i1=0;i1<4;++i1){

         Real_t hourmodx =
            x8n[i3] * gamma[i1][0] + x8n[i3+1] * gamma[i1][1] +
            x8n[i3+2] * gamma[i1][2] + x8n[i3+3] * gamma[i1][3] +
            x8n[i3+4] * gamma[i1][4] + x8n[i3+5] * gamma[i1][5] +
            x8n[i3+6] * gamma[i1][6] + x8n[i3+7] * gamma[i1][7];

         Real_t hourmody =
            y8n[i3] * gamma[i1][0] + y8n[i3+1] * gamma[i1][1] +
            y8n[i3+2] * gamma[i1][2] + y8n[i3+3] * gamma[i1][3] +
            y8n[i3+4] * gamma[i1][4] + y8n[i3+5] * gamma[i1][5] +
            y8n[i3+6] * gamma[i1][6] + y8n[i3+7] * gamma[i1][7];

         Real_t hourmodz =
            z8n[i3] * gamma[i1][0] + z8n[i3+1] * gamma[i1][1] +
            z8n[i3+2] * gamma[i1][2] + z8n[i3+3] * gamma[i1][3] +
            z8n[i3+4] * gamma[i1][4] + z8n[i3+5] * gamma[i1][5] +
            z8n[i3+6] * gamma[i1][6] + z8n[i3+7] * gamma[i1][7];

         hourgam0[i1] = gamma[i1][0] -  volinv*(dvdx[i3  ] * hourmodx +
                                                  dvdy[i3  ] * hourmody +
                                                  dvdz[i3  ] * hourmodz );

         hourgam1[i1] = gamma[i1][1] -  volinv*(dvdx[i3+1] * hourmodx +
                                                  dvdy[i3+1] * hourmody +
                                                  dvdz[i3+1] * hourmodz );

         hourgam2[i1] = gamma[i1][2] -  volinv*(dvdx[i3+2] * hourmodx +
                                                  dvdy[i3+2] * hourmody +
                                                  dvdz[i3+2] * hourmodz );

         hourgam3[i1] = gamma[i1][3] -  volinv*(dvdx[i3+3] * hourmodx +
                                                  dvdy[i3+3] * hourmody +
                                                  dvdz[i3+3] * hourmodz );

         hourgam4[i1] = gamma[i1][4] -  volinv*(dvdx[i3+4] * hourmodx +
                                                  dvdy[i3+4] * hourmody +
                                                  dvdz[i3+4] * hourmodz );

         hourgam5[i1] = gamma[i1][5] -  volinv*(dvdx[i3+5] * hourmodx +
                                                  dvdy[i3+5] * hourmody +
                                                  dvdz[i3+5] * hourmodz );

         hourgam6[i1] = gamma[i1][6] -  volinv*(dvdx[i3+6] * hourmodx +
                                                  dvdy[i3+6] * hourmody +
                                                  dvdz[i3+6] * hourmodz );

         hourgam7[i1] = gamma[i1][7] -  volinv*(dvdx[i3+7] * hourmodx +
                                                  dvdy[i3+7] * hourmody +
                                                  dvdz[i3+7] * hourmodz );

      }

      /* compute forces */
      /* store forces into h arrays (force arrays) */

      ss1=mesh.ss(i2);
      mass1=mesh.elemMass(i2);
      volume13=CBRT(determ[i2]);

      Index_t n0si2 = elemToNode[0];
      Index_t n1si2 = elemToNode[1];
      Index_t n2si2 = elemToNode[2];
      Index_t n3si2 = elemToNode[3];
      Index_t n4si2 = elemToNode[4];
      Index_t n5si2 = elemToNode[5];
      Index_t n6si2 = elemToNode[6];
      Index_t n7si2 = elemToNode[7];

      xd1[0] = mesh.xd(n0si2);
      xd1[1] = mesh.xd(n1si2);
      xd1[2] = mesh.xd(n2si2);
      xd1[3] = mesh.xd(n3si2);
      xd1[4] = mesh.xd(n4si2);
      xd1[5] = mesh.xd(n5si2);
      xd1[6] = mesh.xd(n6si2);
      xd1[7] = mesh.xd(n7si2);

      yd1[0] = mesh.yd(n0si2);
      yd1[1] = mesh.yd(n1si2);
      yd1[2] = mesh.yd(n2si2);
      yd1[3] = mesh.yd(n3si2);
      yd1[4] = mesh.yd(n4si2);
      yd1[5] = mesh.yd(n5si2);
      yd1[6] = mesh.yd(n6si2);
      yd1[7] = mesh.yd(n7si2);

      zd1[0] = mesh.zd(n0si2);
      zd1[1] = mesh.zd(n1si2);
      zd1[2] = mesh.zd(n2si2);
      zd1[3] = mesh.zd(n3si2);
      zd1[4] = mesh.zd(n4si2);
      zd1[5] = mesh.zd(n5si2);
      zd1[6] = mesh.zd(n6si2);
      zd1[7] = mesh.zd(n7si2);

      coefficient = - hourg * Real_t(0.01) * ss1 * mass1 / volume13;

      CalcElemFBHourglassForce(xd1,yd1,zd1,
                      hourgam0,hourgam1,hourgam2,hourgam3,
                      hourgam4,hourgam5,hourgam6,hourgam7,
                      coefficient, hgfx, hgfy, hgfz);

      mesh.fx(n0si2) += hgfx[0];
      mesh.fy(n0si2) += hgfy[0];
      mesh.fz(n0si2) += hgfz[0];

      mesh.fx(n1si2) += hgfx[1];
      mesh.fy(n1si2) += hgfy[1];
      mesh.fz(n1si2) += hgfz[1];

      mesh.fx(n2si2) += hgfx[2];
      mesh.fy(n2si2) += hgfy[2];
      mesh.fz(n2si2) += hgfz[2];

      mesh.fx(n3si2) += hgfx[3];
      mesh.fy(n3si2) += hgfy[3];
      mesh.fz(n3si2) += hgfz[3];

      mesh.fx(n4si2) += hgfx[4];
      mesh.fy(n4si2) += hgfy[4];
      mesh.fz(n4si2) += hgfz[4];

      mesh.fx(n5si2) += hgfx[5];
      mesh.fy(n5si2) += hgfy[5];
      mesh.fz(n5si2) += hgfz[5];

      mesh.fx(n6si2) += hgfx[6];
      mesh.fy(n6si2) += hgfy[6];
      mesh.fz(n6si2) += hgfz[6];

      mesh.fx(n7si2) += hgfx[7];
      mesh.fy(n7si2) += hgfy[7];
      mesh.fz(n7si2) += hgfz[7];
   }
}

static inline
void CalcHourglassControlForElems(Real_t determ[], Real_t hgcoef)
{
   Index_t i, ii, jj ;
   Real_t  x1[8],  y1[8],  z1[8] ;
   Real_t pfx[8], pfy[8], pfz[8] ;
   Index_t numElem = mesh.numElem() ;
   Index_t numElem8 = numElem * 8 ;
   Real_t *dvdx = Allocate<Real_t>(numElem8) ;
   Real_t *dvdy = Allocate<Real_t>(numElem8) ;
   Real_t *dvdz = Allocate<Real_t>(numElem8) ;
   Real_t *x8n  = Allocate<Real_t>(numElem8) ;
   Real_t *y8n  = Allocate<Real_t>(numElem8) ;
   Real_t *z8n  = Allocate<Real_t>(numElem8) ;

   /* start loop over elements */
   for (i=0 ; i<numElem ; ++i){

      Index_t* elemToNode = mesh.nodelist(i);
      CollectDomainNodesToElemNodes(elemToNode, x1, y1, z1);

      CalcElemVolumeDerivative(pfx, pfy, pfz, x1, y1, z1);

      /* load into temporary storage for FB Hour Glass control */
      for(ii=0;ii<8;++ii){
         jj=8*i+ii;

         dvdx[jj] = pfx[ii];
         dvdy[jj] = pfy[ii];
         dvdz[jj] = pfz[ii];
         x8n[jj]  = x1[ii];
         y8n[jj]  = y1[ii];
         z8n[jj]  = z1[ii];
      }

      determ[i] = mesh.volo(i) * mesh.v(i);

      /* Do a check for negative volumes */
      if ( mesh.v(i) <= Real_t(0.0) ) {
         exit(VolumeError) ;
      }
   }

   if ( hgcoef > Real_t(0.) ) {
      CalcFBHourglassForceForElems(determ,x8n,y8n,z8n,dvdx,dvdy,dvdz,hgcoef) ;
   }

   Release(&z8n) ;
   Release(&y8n) ;
   Release(&x8n) ;
   Release(&dvdz) ;
   Release(&dvdy) ;
   Release(&dvdx) ;

   return ;
}

static inline
void CalcVolumeForceForElems()
{
   Index_t numElem = mesh.numElem() ;
   if (numElem != 0) {
      Real_t  hgcoef = mesh.hgcoef() ;
      Real_t *sigxx  = Allocate<Real_t>(numElem) ;
      Real_t *sigyy  = Allocate<Real_t>(numElem) ;
      Real_t *sigzz  = Allocate<Real_t>(numElem) ;
      Real_t *determ = Allocate<Real_t>(numElem) ;

      /* Sum contributions to total stress tensor */
      InitStressTermsForElems(numElem, sigxx, sigyy, sigzz);

      // call elemlib stress integration loop to produce nodal forces from
      // material stresses.
      IntegrateStressForElems( numElem, sigxx, sigyy, sigzz, determ) ;

      // check for negative element volume
      for ( Index_t k=0 ; k<numElem ; ++k ) {
         if (determ[k] <= Real_t(0.0)) {
            exit(VolumeError) ;
         }
      }

      CalcHourglassControlForElems(determ, hgcoef) ;

      Release(&determ) ;
      Release(&sigzz) ;
      Release(&sigyy) ;
      Release(&sigxx) ;
   }
}

static inline void CalcForceForNodes()
{
  Index_t numNode = mesh.numNode() ;
  for (Index_t i=0; i<numNode; ++i) {
     mesh.fx(i) = Real_t(0.0) ;
     mesh.fy(i) = Real_t(0.0) ;
     mesh.fz(i) = Real_t(0.0) ;
  }

  /* Calcforce calls partial, force, hourq */
  CalcVolumeForceForElems() ;

  /* Calculate Nodal Forces at domain boundaries */
  /* problem->commSBN->Transfer(CommSBN::forces); */

}

static inline
void CalcAccelerationForNodes()
{
   Index_t numNode = mesh.numNode() ;
   for (Index_t i = 0; i < numNode; ++i) {
      mesh.xdd(i) = mesh.fx(i) / mesh.nodalMass(i);
      mesh.ydd(i) = mesh.fy(i) / mesh.nodalMass(i);
      mesh.zdd(i) = mesh.fz(i) / mesh.nodalMass(i);
   }
}

static inline
void ApplyAccelerationBoundaryConditionsForNodes()
{
  Index_t numNodeBC = (mesh.sizeX()+1)*(mesh.sizeX()+1) ;
  for(Index_t i=0 ; i<numNodeBC ; ++i)
     mesh.xdd(mesh.symmX(i)) = Real_t(0.0) ;

  for(Index_t i=0 ; i<numNodeBC ; ++i)
     mesh.ydd(mesh.symmY(i)) = Real_t(0.0) ;

  for(Index_t i=0 ; i<numNodeBC ; ++i)
     mesh.zdd(mesh.symmZ(i)) = Real_t(0.0) ;
}

static inline
void CalcVelocityForNodes(const Real_t dt, const Real_t u_cut)
{
   Index_t numNode = mesh.numNode() ;

   for ( Index_t i = 0 ; i < numNode ; ++i )
   {
     Real_t xdtmp, ydtmp, zdtmp ;

     xdtmp = mesh.xd(i) + mesh.xdd(i) * dt ;
     if( FABS(xdtmp) < u_cut ) xdtmp = Real_t(0.0);
     mesh.xd(i) = xdtmp ;

     ydtmp = mesh.yd(i) + mesh.ydd(i) * dt ;
     if( FABS(ydtmp) < u_cut ) ydtmp = Real_t(0.0);
     mesh.yd(i) = ydtmp ;

     zdtmp = mesh.zd(i) + mesh.zdd(i) * dt ;
     if( FABS(zdtmp) < u_cut ) zdtmp = Real_t(0.0);
     mesh.zd(i) = zdtmp ;
   }
}

static inline
void CalcPositionForNodes(const Real_t dt)
{
   Index_t numNode = mesh.numNode() ;

   for ( Index_t i = 0 ; i < numNode ; ++i )
   {
     mesh.x(i) += mesh.xd(i) * dt ;
     mesh.y(i) += mesh.yd(i) * dt ;
     mesh.z(i) += mesh.zd(i) * dt ;
   }
}

static inline
void LagrangeNodal()
{
  const Real_t delt = mesh.deltatime() ;
  Real_t u_cut = mesh.u_cut() ;

  /* time of boundary condition evaluation is beginning of step for force and
   * acceleration boundary conditions. */
  CalcForceForNodes();

  CalcAccelerationForNodes();

  ApplyAccelerationBoundaryConditionsForNodes();

  CalcVelocityForNodes( delt, u_cut ) ;

  CalcPositionForNodes( delt );

  return;
}

static inline
Real_t CalcElemVolume( const Real_t x0, const Real_t x1,
               const Real_t x2, const Real_t x3,
               const Real_t x4, const Real_t x5,
               const Real_t x6, const Real_t x7,
               const Real_t y0, const Real_t y1,
               const Real_t y2, const Real_t y3,
               const Real_t y4, const Real_t y5,
               const Real_t y6, const Real_t y7,
               const Real_t z0, const Real_t z1,
               const Real_t z2, const Real_t z3,
               const Real_t z4, const Real_t z5,
               const Real_t z6, const Real_t z7 )
{
  Real_t twelveth = Real_t(1.0)/Real_t(12.0);

  Real_t dx61 = x6 - x1;
  Real_t dy61 = y6 - y1;
  Real_t dz61 = z6 - z1;

  Real_t dx70 = x7 - x0;
  Real_t dy70 = y7 - y0;
  Real_t dz70 = z7 - z0;

  Real_t dx63 = x6 - x3;
  Real_t dy63 = y6 - y3;
  Real_t dz63 = z6 - z3;

  Real_t dx20 = x2 - x0;
  Real_t dy20 = y2 - y0;
  Real_t dz20 = z2 - z0;

  Real_t dx50 = x5 - x0;
  Real_t dy50 = y5 - y0;
  Real_t dz50 = z5 - z0;

  Real_t dx64 = x6 - x4;
  Real_t dy64 = y6 - y4;
  Real_t dz64 = z6 - z4;

  Real_t dx31 = x3 - x1;
  Real_t dy31 = y3 - y1;
  Real_t dz31 = z3 - z1;

  Real_t dx72 = x7 - x2;
  Real_t dy72 = y7 - y2;
  Real_t dz72 = z7 - z2;

  Real_t dx43 = x4 - x3;
  Real_t dy43 = y4 - y3;
  Real_t dz43 = z4 - z3;

  Real_t dx57 = x5 - x7;
  Real_t dy57 = y5 - y7;
  Real_t dz57 = z5 - z7;

  Real_t dx14 = x1 - x4;
  Real_t dy14 = y1 - y4;
  Real_t dz14 = z1 - z4;

  Real_t dx25 = x2 - x5;
  Real_t dy25 = y2 - y5;
  Real_t dz25 = z2 - z5;

#define TRIPLE_PRODUCT(x1, y1, z1, x2, y2, z2, x3, y3, z3) \
   ((x1)*((y2)*(z3) - (z2)*(y3)) + (x2)*((z1)*(y3) - (y1)*(z3)) + (x3)*((y1)*(z2) - (z1)*(y2)))

  Real_t volume =
    TRIPLE_PRODUCT(dx31 + dx72, dx63, dx20,
       dy31 + dy72, dy63, dy20,
       dz31 + dz72, dz63, dz20) +
    TRIPLE_PRODUCT(dx43 + dx57, dx64, dx70,
       dy43 + dy57, dy64, dy70,
       dz43 + dz57, dz64, dz70) +
    TRIPLE_PRODUCT(dx14 + dx25, dx61, dx50,
       dy14 + dy25, dy61, dy50,
       dz14 + dz25, dz61, dz50);

#undef TRIPLE_PRODUCT

  volume *= twelveth;

  return volume ;
}

static inline
Real_t CalcElemVolume( const Real_t x[8], const Real_t y[8], const Real_t z[8] )
{
return CalcElemVolume( x[0], x[1], x[2], x[3], x[4], x[5], x[6], x[7],
                       y[0], y[1], y[2], y[3], y[4], y[5], y[6], y[7],
                       z[0], z[1], z[2], z[3], z[4], z[5], z[6], z[7]);
}

static inline
Real_t AreaFace( const Real_t x0, const Real_t x1,
                 const Real_t x2, const Real_t x3,
                 const Real_t y0, const Real_t y1,
                 const Real_t y2, const Real_t y3,
                 const Real_t z0, const Real_t z1,
                 const Real_t z2, const Real_t z3)
{
   Real_t fx = (x2 - x0) - (x3 - x1);
   Real_t fy = (y2 - y0) - (y3 - y1);
   Real_t fz = (z2 - z0) - (z3 - z1);
   Real_t gx = (x2 - x0) + (x3 - x1);
   Real_t gy = (y2 - y0) + (y3 - y1);
   Real_t gz = (z2 - z0) + (z3 - z1);
   Real_t area =
      (fx * fx + fy * fy + fz * fz) *
      (gx * gx + gy * gy + gz * gz) -
      (fx * gx + fy * gy + fz * gz) *
      (fx * gx + fy * gy + fz * gz);
   return area ;
}

static inline
Real_t CalcElemCharacteristicLength( const Real_t x[8],
                                     const Real_t y[8],
                                     const Real_t z[8],
                                     const Real_t volume)
{
   Real_t a, charLength = Real_t(0.0);

   a = AreaFace(x[0],x[1],x[2],x[3],
                y[0],y[1],y[2],y[3],
                z[0],z[1],z[2],z[3]) ;
   charLength = std::max(a,charLength) ;

   a = AreaFace(x[4],x[5],x[6],x[7],
                y[4],y[5],y[6],y[7],
                z[4],z[5],z[6],z[7]) ;
   charLength = std::max(a,charLength) ;

   a = AreaFace(x[0],x[1],x[5],x[4],
                y[0],y[1],y[5],y[4],
                z[0],z[1],z[5],z[4]) ;
   charLength = std::max(a,charLength) ;

   a = AreaFace(x[1],x[2],x[6],x[5],
                y[1],y[2],y[6],y[5],
                z[1],z[2],z[6],z[5]) ;
   charLength = std::max(a,charLength) ;

   a = AreaFace(x[2],x[3],x[7],x[6],
                y[2],y[3],y[7],y[6],
                z[2],z[3],z[7],z[6]) ;
   charLength = std::max(a,charLength) ;

   a = AreaFace(x[3],x[0],x[4],x[7],
                y[3],y[0],y[4],y[7],
                z[3],z[0],z[4],z[7]) ;
   charLength = std::max(a,charLength) ;

   charLength = Real_t(4.0) * volume / SQRT(charLength);

   return charLength;
}

static inline
void CalcElemVelocityGrandient( const Real_t* const xvel,
                                const Real_t* const yvel,
                                const Real_t* const zvel,
                                const Real_t b[][8],
                                const Real_t detJ,
                                Real_t* const d )
{
  const Real_t inv_detJ = Real_t(1.0) / detJ ;
  Real_t dyddx, dxddy, dzddx, dxddz, dzddy, dyddz;
  const Real_t* const pfx = b[0];
  const Real_t* const pfy = b[1];
  const Real_t* const pfz = b[2];

  d[0] = inv_detJ * ( pfx[0] * (xvel[0]-xvel[6])
                     + pfx[1] * (xvel[1]-xvel[7])
                     + pfx[2] * (xvel[2]-xvel[4])
                     + pfx[3] * (xvel[3]-xvel[5]) );

  d[1] = inv_detJ * ( pfy[0] * (yvel[0]-yvel[6])
                     + pfy[1] * (yvel[1]-yvel[7])
                     + pfy[2] * (yvel[2]-yvel[4])
                     + pfy[3] * (yvel[3]-yvel[5]) );

  d[2] = inv_detJ * ( pfz[0] * (zvel[0]-zvel[6])
                     + pfz[1] * (zvel[1]-zvel[7])
                     + pfz[2] * (zvel[2]-zvel[4])
                     + pfz[3] * (zvel[3]-zvel[5]) );

  dyddx  = inv_detJ * ( pfx[0] * (yvel[0]-yvel[6])
                      + pfx[1] * (yvel[1]-yvel[7])
                      + pfx[2] * (yvel[2]-yvel[4])
                      + pfx[3] * (yvel[3]-yvel[5]) );

  dxddy  = inv_detJ * ( pfy[0] * (xvel[0]-xvel[6])
                      + pfy[1] * (xvel[1]-xvel[7])
                      + pfy[2] * (xvel[2]-xvel[4])
                      + pfy[3] * (xvel[3]-xvel[5]) );

  dzddx  = inv_detJ * ( pfx[0] * (zvel[0]-zvel[6])
                      + pfx[1] * (zvel[1]-zvel[7])
                      + pfx[2] * (zvel[2]-zvel[4])
                      + pfx[3] * (zvel[3]-zvel[5]) );

  dxddz  = inv_detJ * ( pfz[0] * (xvel[0]-xvel[6])
                      + pfz[1] * (xvel[1]-xvel[7])
                      + pfz[2] * (xvel[2]-xvel[4])
                      + pfz[3] * (xvel[3]-xvel[5]) );

  dzddy  = inv_detJ * ( pfy[0] * (zvel[0]-zvel[6])
                      + pfy[1] * (zvel[1]-zvel[7])
                      + pfy[2] * (zvel[2]-zvel[4])
                      + pfy[3] * (zvel[3]-zvel[5]) );

  dyddz  = inv_detJ * ( pfz[0] * (yvel[0]-yvel[6])
                      + pfz[1] * (yvel[1]-yvel[7])
                      + pfz[2] * (yvel[2]-yvel[4])
                      + pfz[3] * (yvel[3]-yvel[5]) );
  d[5]  = Real_t( .5) * ( dxddy + dyddx );
  d[4]  = Real_t( .5) * ( dxddz + dzddx );
  d[3]  = Real_t( .5) * ( dzddy + dyddz );
}

static inline
void CalcKinematicsForElems( Index_t numElem, Real_t dt )
{
  Real_t B[3][8] ; /** shape function derivatives */
  Real_t D[6] ;
  Real_t x_local[8] ;
  Real_t y_local[8] ;
  Real_t z_local[8] ;
  Real_t xd_local[8] ;
  Real_t yd_local[8] ;
  Real_t zd_local[8] ;
  Real_t detJ = Real_t(0.0) ;

  // loop over all elements
  for( Index_t k=0 ; k<numElem ; ++k )
  {
    Real_t volume ;
    Real_t relativeVolume ;
    const Index_t* const elemToNode = mesh.nodelist(k) ;

    // get nodal coordinates from global arrays and copy into local arrays.
    for( Index_t lnode=0 ; lnode<8 ; ++lnode )
    {
      Index_t gnode = elemToNode[lnode];
      x_local[lnode] = mesh.x(gnode);
      y_local[lnode] = mesh.y(gnode);
      z_local[lnode] = mesh.z(gnode);
    }

    // volume calculations
    volume = CalcElemVolume(x_local, y_local, z_local );
    relativeVolume = volume / mesh.volo(k) ;
    mesh.vnew(k) = relativeVolume ;
    mesh.delv(k) = relativeVolume - mesh.v(k) ;

    // set characteristic length
    mesh.arealg(k) = CalcElemCharacteristicLength(x_local,
                                                  y_local,
                                                  z_local,
                                                  volume);

    // get nodal velocities from global array and copy into local arrays.
    for( Index_t lnode=0 ; lnode<8 ; ++lnode )
    {
      Index_t gnode = elemToNode[lnode];
      xd_local[lnode] = mesh.xd(gnode);
      yd_local[lnode] = mesh.yd(gnode);
      zd_local[lnode] = mesh.zd(gnode);
    }

    Real_t dt2 = Real_t(0.5) * dt;
    for ( Index_t j=0 ; j<8 ; ++j )
    {
       x_local[j] -= dt2 * xd_local[j];
       y_local[j] -= dt2 * yd_local[j];
       z_local[j] -= dt2 * zd_local[j];
    }

    CalcElemShapeFunctionDerivatives( x_local,
                                          y_local,
                                          z_local,
                                          B, &detJ );

    CalcElemVelocityGrandient( xd_local,
                               yd_local,
                               zd_local,
                               B, detJ, D );

    // put velocity gradient quantities into their global arrays.
    mesh.dxx(k) = D[0];
    mesh.dyy(k) = D[1];
    mesh.dzz(k) = D[2];
  }
}

static inline
void CalcLagrangeElements(Real_t deltatime)
{
   Index_t numElem = mesh.numElem() ;
   if (numElem > 0) {
      // set element connectivity array as a single dimension array. It is
      // assumed that the array will be of length numelems*numnodesperelem.

      CalcKinematicsForElems(numElem, deltatime) ;

      // element loop to do some stuff not included in the elemlib function.
      for ( Index_t k=0 ; k<numElem ; ++k )
      {
        // calc strain rate and apply as constraint (only done in FB element)
        Real_t vdov = mesh.dxx(k) + mesh.dyy(k) + mesh.dzz(k) ;
        Real_t vdovthird = vdov/Real_t(3.0) ;
        
        // make the rate of deformation tensor deviatoric
        mesh.vdov(k) = vdov ;
        mesh.dxx(k) -= vdovthird ;
        mesh.dyy(k) -= vdovthird ;
        mesh.dzz(k) -= vdovthird ;

        // See if any volumes are negative, and take appropriate action.
        if (mesh.vnew(k) <= Real_t(0.0))
        {
           exit(VolumeError) ;
        }
      }
   }
}

static inline
void CalcMonotonicQGradientsForElems()
{
#define SUM4(a,b,c,d) (a + b + c + d)
   Index_t numElem = mesh.numElem() ;
   const Real_t ptiny = Real_t(1.e-36) ;

   for (Index_t i = 0 ; i < numElem ; ++i ) {
      Real_t ax,ay,az ;
      Real_t dxv,dyv,dzv ;

      const Index_t *elemToNode = mesh.nodelist(i);
      Index_t n0 = elemToNode[0] ;
      Index_t n1 = elemToNode[1] ;
      Index_t n2 = elemToNode[2] ;
      Index_t n3 = elemToNode[3] ;
      Index_t n4 = elemToNode[4] ;
      Index_t n5 = elemToNode[5] ;
      Index_t n6 = elemToNode[6] ;
      Index_t n7 = elemToNode[7] ;

      Real_t x0 = mesh.x(n0) ;
      Real_t x1 = mesh.x(n1) ;
      Real_t x2 = mesh.x(n2) ;
      Real_t x3 = mesh.x(n3) ;
      Real_t x4 = mesh.x(n4) ;
      Real_t x5 = mesh.x(n5) ;
      Real_t x6 = mesh.x(n6) ;
      Real_t x7 = mesh.x(n7) ;

      Real_t y0 = mesh.y(n0) ;
      Real_t y1 = mesh.y(n1) ;
      Real_t y2 = mesh.y(n2) ;
      Real_t y3 = mesh.y(n3) ;
      Real_t y4 = mesh.y(n4) ;
      Real_t y5 = mesh.y(n5) ;
      Real_t y6 = mesh.y(n6) ;
      Real_t y7 = mesh.y(n7) ;

      Real_t z0 = mesh.z(n0) ;
      Real_t z1 = mesh.z(n1) ;
      Real_t z2 = mesh.z(n2) ;
      Real_t z3 = mesh.z(n3) ;
      Real_t z4 = mesh.z(n4) ;
      Real_t z5 = mesh.z(n5) ;
      Real_t z6 = mesh.z(n6) ;
      Real_t z7 = mesh.z(n7) ;

      Real_t xv0 = mesh.xd(n0) ;
      Real_t xv1 = mesh.xd(n1) ;
      Real_t xv2 = mesh.xd(n2) ;
      Real_t xv3 = mesh.xd(n3) ;
      Real_t xv4 = mesh.xd(n4) ;
      Real_t xv5 = mesh.xd(n5) ;
      Real_t xv6 = mesh.xd(n6) ;
      Real_t xv7 = mesh.xd(n7) ;

      Real_t yv0 = mesh.yd(n0) ;
      Real_t yv1 = mesh.yd(n1) ;
      Real_t yv2 = mesh.yd(n2) ;
      Real_t yv3 = mesh.yd(n3) ;
      Real_t yv4 = mesh.yd(n4) ;
      Real_t yv5 = mesh.yd(n5) ;
      Real_t yv6 = mesh.yd(n6) ;
      Real_t yv7 = mesh.yd(n7) ;

      Real_t zv0 = mesh.zd(n0) ;
      Real_t zv1 = mesh.zd(n1) ;
      Real_t zv2 = mesh.zd(n2) ;
      Real_t zv3 = mesh.zd(n3) ;
      Real_t zv4 = mesh.zd(n4) ;
      Real_t zv5 = mesh.zd(n5) ;
      Real_t zv6 = mesh.zd(n6) ;
      Real_t zv7 = mesh.zd(n7) ;

      Real_t vol = mesh.volo(i)*mesh.vnew(i) ;
      Real_t norm = Real_t(1.0) / ( vol + ptiny ) ;

      Real_t dxj = Real_t(-0.25)*(SUM4(x0,x1,x5,x4) - SUM4(x3,x2,x6,x7)) ;
      Real_t dyj = Real_t(-0.25)*(SUM4(y0,y1,y5,y4) - SUM4(y3,y2,y6,y7)) ;
      Real_t dzj = Real_t(-0.25)*(SUM4(z0,z1,z5,z4) - SUM4(z3,z2,z6,z7)) ;

      Real_t dxi = Real_t( 0.25)*(SUM4(x1,x2,x6,x5) - SUM4(x0,x3,x7,x4)) ;
      Real_t dyi = Real_t( 0.25)*(SUM4(y1,y2,y6,y5) - SUM4(y0,y3,y7,y4)) ;
      Real_t dzi = Real_t( 0.25)*(SUM4(z1,z2,z6,z5) - SUM4(z0,z3,z7,z4)) ;

      Real_t dxk = Real_t( 0.25)*(SUM4(x4,x5,x6,x7) - SUM4(x0,x1,x2,x3)) ;
      Real_t dyk = Real_t( 0.25)*(SUM4(y4,y5,y6,y7) - SUM4(y0,y1,y2,y3)) ;
      Real_t dzk = Real_t( 0.25)*(SUM4(z4,z5,z6,z7) - SUM4(z0,z1,z2,z3)) ;

      /* find delvk and delxk ( i cross j ) */

      ax = dyi*dzj - dzi*dyj ;
      ay = dzi*dxj - dxi*dzj ;
      az = dxi*dyj - dyi*dxj ;

      mesh.delx_zeta(i) = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;

      ax *= norm ;
      ay *= norm ;
      az *= norm ;

      dxv = Real_t(0.25)*(SUM4(xv4,xv5,xv6,xv7) - SUM4(xv0,xv1,xv2,xv3)) ;
      dyv = Real_t(0.25)*(SUM4(yv4,yv5,yv6,yv7) - SUM4(yv0,yv1,yv2,yv3)) ;
      dzv = Real_t(0.25)*(SUM4(zv4,zv5,zv6,zv7) - SUM4(zv0,zv1,zv2,zv3)) ;

      mesh.delv_zeta(i) = ax*dxv + ay*dyv + az*dzv ;

      /* find delxi and delvi ( j cross k ) */

      ax = dyj*dzk - dzj*dyk ;
      ay = dzj*dxk - dxj*dzk ;
      az = dxj*dyk - dyj*dxk ;

      mesh.delx_xi(i) = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;

      ax *= norm ;
      ay *= norm ;
      az *= norm ;

      dxv = Real_t(0.25)*(SUM4(xv1,xv2,xv6,xv5) - SUM4(xv0,xv3,xv7,xv4)) ;
      dyv = Real_t(0.25)*(SUM4(yv1,yv2,yv6,yv5) - SUM4(yv0,yv3,yv7,yv4)) ;
      dzv = Real_t(0.25)*(SUM4(zv1,zv2,zv6,zv5) - SUM4(zv0,zv3,zv7,zv4)) ;

      mesh.delv_xi(i) = ax*dxv + ay*dyv + az*dzv ;

      /* find delxj and delvj ( k cross i ) */

      ax = dyk*dzi - dzk*dyi ;
      ay = dzk*dxi - dxk*dzi ;
      az = dxk*dyi - dyk*dxi ;

      mesh.delx_eta(i) = vol / SQRT(ax*ax + ay*ay + az*az + ptiny) ;

      ax *= norm ;
      ay *= norm ;
      az *= norm ;

      dxv = Real_t(-0.25)*(SUM4(xv0,xv1,xv5,xv4) - SUM4(xv3,xv2,xv6,xv7)) ;
      dyv = Real_t(-0.25)*(SUM4(yv0,yv1,yv5,yv4) - SUM4(yv3,yv2,yv6,yv7)) ;
      dzv = Real_t(-0.25)*(SUM4(zv0,zv1,zv5,zv4) - SUM4(zv3,zv2,zv6,zv7)) ;

      mesh.delv_eta(i) = ax*dxv + ay*dyv + az*dzv ;
   }
#undef SUM4
}

static inline
void CalcMonotonicQRegionForElems(// parameters
                          Real_t qlc_monoq,
                          Real_t qqc_monoq,
                          Real_t monoq_limiter_mult,
                          Real_t monoq_max_slope,
                          Real_t ptiny,

                          // the elementset length
                          Index_t elength )
{
   for ( Index_t ielem = 0 ; ielem < elength; ++ielem ) {
      Real_t qlin, qquad ;
      Real_t phixi, phieta, phizeta ;
      Index_t i = mesh.matElemlist(ielem);
      Int_t bcMask = mesh.elemBC(i) ;
      Real_t delvm, delvp ;

      /*  phixi     */
      Real_t norm = Real_t(1.) / ( mesh.delv_xi(i) + ptiny ) ;

      switch (bcMask & XI_M) {
         case 0:         delvm = mesh.delv_xi(mesh.lxim(i)) ; break ;
         case XI_M_SYMM: delvm = mesh.delv_xi(i) ;            break ;
         case XI_M_FREE: delvm = Real_t(0.0) ;                break ;
         default:        /* ERROR */ ;                        break ;
      }
      switch (bcMask & XI_P) {
         case 0:         delvp = mesh.delv_xi(mesh.lxip(i)) ; break ;
         case XI_P_SYMM: delvp = mesh.delv_xi(i) ;            break ;
         case XI_P_FREE: delvp = Real_t(0.0) ;                break ;
         default:        /* ERROR */ ;                        break ;
      }

      delvm = delvm * norm ;
      delvp = delvp * norm ;

      phixi = Real_t(.5) * ( delvm + delvp ) ;

      delvm *= monoq_limiter_mult ;
      delvp *= monoq_limiter_mult ;

      if ( delvm < phixi ) phixi = delvm ;
      if ( delvp < phixi ) phixi = delvp ;
      if ( phixi < Real_t(0.)) phixi = Real_t(0.) ;
      if ( phixi > monoq_max_slope) phixi = monoq_max_slope;


      /*  phieta     */
      norm = Real_t(1.) / ( mesh.delv_eta(i) + ptiny ) ;

      switch (bcMask & ETA_M) {
         case 0:          delvm = mesh.delv_eta(mesh.letam(i)) ; break ;
         case ETA_M_SYMM: delvm = mesh.delv_eta(i) ;             break ;
         case ETA_M_FREE: delvm = Real_t(0.0) ;                  break ;
         default:         /* ERROR */ ;                          break ;
      }
      switch (bcMask & ETA_P) {
         case 0:          delvp = mesh.delv_eta(mesh.letap(i)) ; break ;
         case ETA_P_SYMM: delvp = mesh.delv_eta(i) ;             break ;
         case ETA_P_FREE: delvp = Real_t(0.0) ;                  break ;
         default:         /* ERROR */ ;                          break ;
      }

      delvm = delvm * norm ;
      delvp = delvp * norm ;

      phieta = Real_t(.5) * ( delvm + delvp ) ;

      delvm *= monoq_limiter_mult ;
      delvp *= monoq_limiter_mult ;

      if ( delvm  < phieta ) phieta = delvm ;
      if ( delvp  < phieta ) phieta = delvp ;
      if ( phieta < Real_t(0.)) phieta = Real_t(0.) ;
      if ( phieta > monoq_max_slope)  phieta = monoq_max_slope;

      /*  phizeta     */
      norm = Real_t(1.) / ( mesh.delv_zeta(i) + ptiny ) ;

      switch (bcMask & ZETA_M) {
         case 0:           delvm = mesh.delv_zeta(mesh.lzetam(i)) ; break ;
         case ZETA_M_SYMM: delvm = mesh.delv_zeta(i) ;              break ;
         case ZETA_M_FREE: delvm = Real_t(0.0) ;                    break ;
         default:          /* ERROR */ ;                            break ;
      }
      switch (bcMask & ZETA_P) {
         case 0:           delvp = mesh.delv_zeta(mesh.lzetap(i)) ; break ;
         case ZETA_P_SYMM: delvp = mesh.delv_zeta(i) ;              break ;
         case ZETA_P_FREE: delvp = Real_t(0.0) ;                    break ;
         default:          /* ERROR */ ;                            break ;
      }

      delvm = delvm * norm ;
      delvp = delvp * norm ;

      phizeta = Real_t(.5) * ( delvm + delvp ) ;

      delvm *= monoq_limiter_mult ;
      delvp *= monoq_limiter_mult ;

      if ( delvm   < phizeta ) phizeta = delvm ;
      if ( delvp   < phizeta ) phizeta = delvp ;
      if ( phizeta < Real_t(0.)) phizeta = Real_t(0.);
      if ( phizeta > monoq_max_slope  ) phizeta = monoq_max_slope;

      /* Remove length scale */

      if ( mesh.vdov(i) > Real_t(0.) )  {
         qlin  = Real_t(0.) ;
         qquad = Real_t(0.) ;
      }
      else {
         Real_t delvxxi   = mesh.delv_xi(i)   * mesh.delx_xi(i)   ;
         Real_t delvxeta  = mesh.delv_eta(i)  * mesh.delx_eta(i)  ;
         Real_t delvxzeta = mesh.delv_zeta(i) * mesh.delx_zeta(i) ;

         if ( delvxxi   > Real_t(0.) ) delvxxi   = Real_t(0.) ;
         if ( delvxeta  > Real_t(0.) ) delvxeta  = Real_t(0.) ;
         if ( delvxzeta > Real_t(0.) ) delvxzeta = Real_t(0.) ;

         Real_t rho = mesh.elemMass(i) / (mesh.volo(i) * mesh.vnew(i)) ;

         qlin = -qlc_monoq * rho *
            (  delvxxi   * (Real_t(1.) - phixi) +
               delvxeta  * (Real_t(1.) - phieta) +
               delvxzeta * (Real_t(1.) - phizeta)  ) ;

         qquad = qqc_monoq * rho *
            (  delvxxi*delvxxi     * (Real_t(1.) - phixi*phixi) +
               delvxeta*delvxeta   * (Real_t(1.) - phieta*phieta) +
               delvxzeta*delvxzeta * (Real_t(1.) - phizeta*phizeta)  ) ;
      }

      mesh.qq(i) = qquad ;
      mesh.ql(i) = qlin  ;
   }
}

static inline
void CalcMonotonicQForElems()
{  
   //
   // initialize parameters
   // 
   const Real_t ptiny        = Real_t(1.e-36) ;
   Real_t monoq_max_slope    = mesh.monoq_max_slope() ;
   Real_t monoq_limiter_mult = mesh.monoq_limiter_mult() ;

   //
   // calculate the monotonic q for pure regions
   //
   Index_t elength = mesh.numElem() ;
   if (elength > 0) {
      Real_t qlc_monoq = mesh.qlc_monoq();
      Real_t qqc_monoq = mesh.qqc_monoq();
      CalcMonotonicQRegionForElems(// parameters
                           qlc_monoq,
                           qqc_monoq,
                           monoq_limiter_mult,
                           monoq_max_slope,
                           ptiny,

                           // the elemset length
                           elength );
   }
}

static inline
void CalcQForElems()
{
   Real_t qstop = mesh.qstop() ;
   Index_t numElem = mesh.numElem() ;

   //
   // MONOTONIC Q option
   //

   /* Calculate velocity gradients */
   CalcMonotonicQGradientsForElems() ;

   /* Transfer veloctiy gradients in the first order elements */
   /* problem->commElements->Transfer(CommElements::monoQ) ; */
   CalcMonotonicQForElems() ;

   /* Don't allow excessive artificial viscosity */
   if (numElem != 0) {
      Index_t idx = -1; 
      for (Index_t i=0; i<numElem; ++i) {
         if ( mesh.q(i) > qstop ) {
            idx = i ;
            break ;
         }
      }

      if(idx >= 0) {
         exit(QStopError) ;
      }
   }
}

static inline
void CalcPressureForElems(Real_t* p_new, Real_t* bvc,
                          Real_t* pbvc, Real_t* e_old,
                          Real_t* compression, Real_t *vnewc,
                          Real_t pmin,
                          Real_t p_cut, Real_t eosvmax,
                          Index_t length)
{
   Real_t c1s = Real_t(2.0)/Real_t(3.0) ;
   for (Index_t i = 0; i < length ; ++i) {
      bvc[i] = c1s * (compression[i] + Real_t(1.));
      pbvc[i] = c1s;
   }

   for (Index_t i = 0 ; i < length ; ++i){
      p_new[i] = bvc[i] * e_old[i] ;

      if    (FABS(p_new[i]) <  p_cut   )
         p_new[i] = Real_t(0.0) ;

      if    ( vnewc[i] >= eosvmax ) /* impossible condition here? */
         p_new[i] = Real_t(0.0) ;

      if    (p_new[i]       <  pmin)
         p_new[i]   = pmin ;
   }
}

static inline
void CalcEnergyForElems(Real_t* p_new, Real_t* e_new, Real_t* q_new,
                        Real_t* bvc, Real_t* pbvc,
                        Real_t* p_old, Real_t* e_old, Real_t* q_old,
                        Real_t* compression, Real_t* compHalfStep,
                        Real_t* vnewc, Real_t* work, Real_t* delvc, Real_t pmin,
                        Real_t p_cut, Real_t  e_cut, Real_t q_cut, Real_t emin,
                        Real_t* qq, Real_t* ql,
                        Real_t rho0,
                        Real_t eosvmax,
                        Index_t length)
{
   const Real_t sixth = Real_t(1.0) / Real_t(6.0) ;
   Real_t *pHalfStep = Allocate<Real_t>(length) ;

   for (Index_t i = 0 ; i < length ; ++i) {
      e_new[i] = e_old[i] - Real_t(0.5) * delvc[i] * (p_old[i] + q_old[i])
         + Real_t(0.5) * work[i];

      if (e_new[i]  < emin ) {
         e_new[i] = emin ;
      }
   }

   CalcPressureForElems(pHalfStep, bvc, pbvc, e_new, compHalfStep, vnewc,
                   pmin, p_cut, eosvmax, length);

   for (Index_t i = 0 ; i < length ; ++i) {
      Real_t vhalf = Real_t(1.) / (Real_t(1.) + compHalfStep[i]) ;

      if ( delvc[i] > Real_t(0.) ) {
         q_new[i] /* = qq[i] = ql[i] */ = Real_t(0.) ;
      }
      else {
         Real_t ssc = ( pbvc[i] * e_new[i]
                 + vhalf * vhalf * bvc[i] * pHalfStep[i] ) / rho0 ;

         if ( ssc <= Real_t(.111111e-36) ) {
            ssc =Real_t(.333333e-18) ;
         } else {
            ssc = SQRT(ssc) ;
         }

         q_new[i] = (ssc*ql[i] + qq[i]) ;
      }

      e_new[i] = e_new[i] + Real_t(0.5) * delvc[i]
         * (  Real_t(3.0)*(p_old[i]     + q_old[i])
              - Real_t(4.0)*(pHalfStep[i] + q_new[i])) ;
   }
   for (Index_t i = 0 ; i < length ; ++i) {

      e_new[i] += Real_t(0.5) * work[i];

      if (FABS(e_new[i]) < e_cut) {
         e_new[i] = Real_t(0.)  ;
      }
      if (     e_new[i]  < emin ) {
         e_new[i] = emin ;
      }
   }

   CalcPressureForElems(p_new, bvc, pbvc, e_new, compression, vnewc,
                   pmin, p_cut, eosvmax, length);

   for (Index_t i = 0 ; i < length ; ++i){
      Real_t q_tilde ;

      if (delvc[i] > Real_t(0.)) {
         q_tilde = Real_t(0.) ;
      }
      else {
         Real_t ssc = ( pbvc[i] * e_new[i]
                 + vnewc[i] * vnewc[i] * bvc[i] * p_new[i] ) / rho0 ;

         if ( ssc <= Real_t(.111111e-36) ) {
            ssc = Real_t(.333333e-18) ;
         } else {
            ssc = SQRT(ssc) ;
         }

         q_tilde = (ssc*ql[i] + qq[i]) ;
      }

      e_new[i] = e_new[i] - (  Real_t(7.0)*(p_old[i]     + q_old[i])
                               - Real_t(8.0)*(pHalfStep[i] + q_new[i])
                               + (p_new[i] + q_tilde)) * delvc[i]*sixth ;

      if (FABS(e_new[i]) < e_cut) {
         e_new[i] = Real_t(0.)  ;
      }
      if (     e_new[i]  < emin ) {
         e_new[i] = emin ;
      }
   }

   CalcPressureForElems(p_new, bvc, pbvc, e_new, compression, vnewc,
                   pmin, p_cut, eosvmax, length);

   for (Index_t i = 0 ; i < length ; ++i){

      if ( delvc[i] <= Real_t(0.) ) {
         Real_t ssc = ( pbvc[i] * e_new[i]
                 + vnewc[i] * vnewc[i] * bvc[i] * p_new[i] ) / rho0 ;

         if ( ssc <= Real_t(.111111e-36) ) {
            ssc = Real_t(.333333e-18) ;
         } else {
            ssc = SQRT(ssc) ;
         }

         q_new[i] = (ssc*ql[i] + qq[i]) ;

         if (FABS(q_new[i]) < q_cut) q_new[i] = Real_t(0.) ;
      }
   }

   Release(&pHalfStep) ;

   return ;
}

static inline
void CalcSoundSpeedForElems(Real_t *vnewc, Real_t rho0, Real_t *enewc,
                            Real_t *pnewc, Real_t *pbvc,
                            Real_t *bvc, Real_t ss4o3, Index_t nz)
{
   for (Index_t i = 0; i < nz ; ++i) {
      Index_t iz = mesh.matElemlist(i);
      Real_t ssTmp = (pbvc[i] * enewc[i] + vnewc[i] * vnewc[i] *
                 bvc[i] * pnewc[i]) / rho0;
      if (ssTmp <= Real_t(.111111e-36)) {
         ssTmp = Real_t(.111111e-36);
      }
      mesh.ss(iz) = SQRT(ssTmp);
   }
}

static inline
void EvalEOSForElems(Real_t *vnewc, Index_t length)
{
   Real_t  e_cut = mesh.e_cut();
   Real_t  p_cut = mesh.p_cut();
   Real_t  ss4o3 = mesh.ss4o3();
   Real_t  q_cut = mesh.q_cut();

   Real_t eosvmax = mesh.eosvmax() ;
   Real_t eosvmin = mesh.eosvmin() ;
   Real_t pmin    = mesh.pmin() ;
   Real_t emin    = mesh.emin() ;
   Real_t rho0    = mesh.refdens() ;

   Real_t *e_old = Allocate<Real_t>(length) ;
   Real_t *delvc = Allocate<Real_t>(length) ;
   Real_t *p_old = Allocate<Real_t>(length) ;
   Real_t *q_old = Allocate<Real_t>(length) ;
   Real_t *compression = Allocate<Real_t>(length) ;
   Real_t *compHalfStep = Allocate<Real_t>(length) ;
   Real_t *qq = Allocate<Real_t>(length) ;
   Real_t *ql = Allocate<Real_t>(length) ;
   Real_t *work = Allocate<Real_t>(length) ;
   Real_t *p_new = Allocate<Real_t>(length) ;
   Real_t *e_new = Allocate<Real_t>(length) ;
   Real_t *q_new = Allocate<Real_t>(length) ;
   Real_t *bvc = Allocate<Real_t>(length) ;
   Real_t *pbvc = Allocate<Real_t>(length) ;

   /* compress data, minimal set */
   for (Index_t i=0; i<length; ++i) {
      Index_t zidx = mesh.matElemlist(i) ;
      e_old[i] = mesh.e(zidx) ;
   }

   for (Index_t i=0; i<length; ++i) {
      Index_t zidx = mesh.matElemlist(i) ;
      delvc[i] = mesh.delv(zidx) ;
   }

   for (Index_t i=0; i<length; ++i) {
      Index_t zidx = mesh.matElemlist(i) ;
      p_old[i] = mesh.p(zidx) ;
   }

   for (Index_t i=0; i<length; ++i) {
      Index_t zidx = mesh.matElemlist(i) ;
      q_old[i] = mesh.q(zidx) ;
   }

   for (Index_t i = 0; i < length ; ++i) {
      Real_t vchalf ;
      compression[i] = Real_t(1.) / vnewc[i] - Real_t(1.);
      vchalf = vnewc[i] - delvc[i] * Real_t(.5);
      compHalfStep[i] = Real_t(1.) / vchalf - Real_t(1.);
   }

   /* Check for v > eosvmax or v < eosvmin */
   if ( eosvmin != Real_t(0.) ) {
      for(Index_t i=0 ; i<length ; ++i) {
         if (vnewc[i] <= eosvmin) { /* impossible due to calling func? */
            compHalfStep[i] = compression[i] ;
         }
      }
   }
   if ( eosvmax != Real_t(0.) ) {
      for(Index_t i=0 ; i<length ; ++i) {
         if (vnewc[i] >= eosvmax) { /* impossible due to calling func? */
            p_old[i]        = Real_t(0.) ;
            compression[i]  = Real_t(0.) ;
            compHalfStep[i] = Real_t(0.) ;
         }
      }
   }

   for (Index_t i = 0 ; i < length ; ++i) {
      Index_t zidx = mesh.matElemlist(i) ;
      qq[i] = mesh.qq(zidx) ;
      ql[i] = mesh.ql(zidx) ;
      work[i] = Real_t(0.) ; 
   }

   CalcEnergyForElems(p_new, e_new, q_new, bvc, pbvc,
                 p_old, e_old,  q_old, compression, compHalfStep,
                 vnewc, work,  delvc, pmin,
                 p_cut, e_cut, q_cut, emin,
                 qq, ql, rho0, eosvmax, length);


   for (Index_t i=0; i<length; ++i) {
      Index_t zidx = mesh.matElemlist(i) ;
      mesh.p(zidx) = p_new[i] ;
   }

   for (Index_t i=0; i<length; ++i) {
      Index_t zidx = mesh.matElemlist(i) ;
      mesh.e(zidx) = e_new[i] ;
   }

   for (Index_t i=0; i<length; ++i) {
      Index_t zidx = mesh.matElemlist(i) ;
      mesh.q(zidx) = q_new[i] ;
   }

   CalcSoundSpeedForElems(vnewc, rho0, e_new, p_new,
             pbvc, bvc, ss4o3, length) ;

   Release(&pbvc) ;
   Release(&bvc) ;
   Release(&q_new) ;
   Release(&e_new) ;
   Release(&p_new) ;
   Release(&work) ;
   Release(&ql) ;
   Release(&qq) ;
   Release(&compHalfStep) ;
   Release(&compression) ;
   Release(&q_old) ;
   Release(&p_old) ;
   Release(&delvc) ;
   Release(&e_old) ;
}

static inline
void ApplyMaterialPropertiesForElems()
{
  Index_t length = mesh.numElem() ;

  if (length != 0) {
    /* Expose all of the variables needed for material evaluation */
    Real_t eosvmin = mesh.eosvmin() ;
    Real_t eosvmax = mesh.eosvmax() ;
    Real_t *vnewc = Allocate<Real_t>(length) ;

    for (Index_t i=0 ; i<length ; ++i) {
       Index_t zn = mesh.matElemlist(i) ;
       vnewc[i] = mesh.vnew(zn) ;
    }

    if (eosvmin != Real_t(0.)) {
       for(Index_t i=0 ; i<length ; ++i) {
          if (vnewc[i] < eosvmin)
             vnewc[i] = eosvmin ;
       }
    }

    if (eosvmax != Real_t(0.)) {
       for(Index_t i=0 ; i<length ; ++i) {
          if (vnewc[i] > eosvmax)
             vnewc[i] = eosvmax ;
       }
    }

    for (Index_t i=0; i<length; ++i) {
       Index_t zn = mesh.matElemlist(i) ;
       Real_t vc = mesh.v(zn) ;
       if (eosvmin != Real_t(0.)) {
          if (vc < eosvmin)
             vc = eosvmin ;
       }
       if (eosvmax != Real_t(0.)) {
          if (vc > eosvmax)
             vc = eosvmax ;
       }
       if (vc <= 0.) {
          exit(VolumeError) ;
       }
    }

    EvalEOSForElems(vnewc, length);

    Release(&vnewc) ;

  }
}

static inline
void UpdateVolumesForElems()
{
   Index_t numElem = mesh.numElem();
   if (numElem != 0) {
      Real_t v_cut = mesh.v_cut();

      for(Index_t i=0 ; i<numElem ; ++i) {
         Real_t tmpV ;
         tmpV = mesh.vnew(i) ;

         if ( FABS(tmpV - Real_t(1.0)) < v_cut )
            tmpV = Real_t(1.0) ;
         mesh.v(i) = tmpV ;
      }
   }

   return ;
}

static inline
void LagrangeElements()
{
  const Real_t deltatime = mesh.deltatime() ;

  CalcLagrangeElements(deltatime) ;

  /* Calculate Q.  (Monotonic q option requires communication) */
  CalcQForElems() ;

  ApplyMaterialPropertiesForElems() ;

  UpdateVolumesForElems() ;
}

static inline
void CalcCourantConstraintForElems()
{
   Real_t dtcourant = Real_t(1.0e+20) ;
   Index_t   courant_elem = -1 ;
   Real_t      qqc = mesh.qqc() ;
   Index_t length = mesh.numElem() ;

   Real_t  qqc2 = Real_t(64.0) * qqc * qqc ;

   for (Index_t i = 0 ; i < length ; ++i) {
      Index_t indx = mesh.matElemlist(i) ;

      Real_t dtf = mesh.ss(indx) * mesh.ss(indx) ;

      if ( mesh.vdov(indx) < Real_t(0.) ) {

         dtf = dtf
            + qqc2 * mesh.arealg(indx) * mesh.arealg(indx)
            * mesh.vdov(indx) * mesh.vdov(indx) ;
      }

      dtf = SQRT(dtf) ;

      dtf = mesh.arealg(indx) / dtf ;

   /* determine minimum timestep with its corresponding elem */
      if (mesh.vdov(indx) != Real_t(0.)) {
         if ( dtf < dtcourant ) {
            dtcourant = dtf ;
            courant_elem = indx ;
         }
      }
   }

   /* Don't try to register a time constraint if none of the elements
    * were active */
   if (courant_elem != -1) {
      mesh.dtcourant() = dtcourant ;
   }

   return ;
}

static inline
void CalcHydroConstraintForElems()
{
   Real_t dthydro = Real_t(1.0e+20) ;
   Index_t hydro_elem = -1 ;
   Real_t dvovmax = mesh.dvovmax() ;
   Index_t length = mesh.numElem() ;

   for (Index_t i = 0 ; i < length ; ++i) {
      Index_t indx = mesh.matElemlist(i) ;

      if (mesh.vdov(indx) != Real_t(0.)) {
         Real_t dtdvov = dvovmax / (FABS(mesh.vdov(indx))+Real_t(1.e-20)) ;
         if ( dthydro > dtdvov ) {
            dthydro = dtdvov ;
            hydro_elem = indx ;
         }
      }
   }

   if (hydro_elem != -1) {
      mesh.dthydro() = dthydro ;
   }

   return ;
}

static inline
void CalcTimeConstraintsForElems() {
   /* evaluate time constraint */
   CalcCourantConstraintForElems() ;

   /* check hydro constraint */
   CalcHydroConstraintForElems() ;
}

static inline
void LagrangeLeapFrog()
{
   /* calculate nodal forces, accelerations, velocities, positions, with
    * applied boundary conditions and slide surface considerations */
   LagrangeNodal();

   /* calculate element quantities (i.e. velocity gradient & q), and update
    * material states */
   LagrangeElements();

   CalcTimeConstraintsForElems();

   // LagrangeRelease() ;  Creation/destruction of temps may be important to capture 
}

int main(int argc, char *argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }

    Index_t edgeElems = bp.args.sizes[0];
    Index_t edgeNodes = edgeElems+1 ;

    Index_t maxCycles = bp.args.sizes[1];

   // Real_t ds = Real_t(1.125)/Real_t(edgeElems) ; /* may accumulate roundoff */
   Real_t tx, ty, tz ;
   Index_t nidx, zidx ;
   Index_t meshElems ;

   /* get run options to measure various metrics */

   /* ... */

   /****************************/
   /*   Initialize Sedov Mesh  */
   /****************************/

   /* construct a uniform box for this processor */

   mesh.sizeX()   = edgeElems ;
   mesh.sizeY()   = edgeElems ;
   mesh.sizeZ()   = edgeElems ;
   mesh.numElem() = edgeElems*edgeElems*edgeElems ;
   mesh.numNode() = edgeNodes*edgeNodes*edgeNodes ;

   meshElems = mesh.numElem() ;


   /* allocate field memory */

   mesh.AllocateElemPersistent(mesh.numElem()) ;
   mesh.AllocateElemTemporary (mesh.numElem()) ;

   mesh.AllocateNodalPersistent(mesh.numNode()) ;
   mesh.AllocateNodesets(edgeNodes*edgeNodes) ;


   /* initialize nodal coordinates */

   nidx = 0 ;
   tz  = Real_t(0.) ;
   for (Index_t plane=0; plane<edgeNodes; ++plane) {
      ty = Real_t(0.) ;
      for (Index_t row=0; row<edgeNodes; ++row) {
         tx = Real_t(0.) ;
         for (Index_t col=0; col<edgeNodes; ++col) {
            mesh.x(nidx) = tx ;
            mesh.y(nidx) = ty ;
            mesh.z(nidx) = tz ;
            ++nidx ;
            // tx += ds ; /* may accumulate roundoff... */
            tx = Real_t(1.125)*Real_t(col+1)/Real_t(edgeElems) ;
         }
         // ty += ds ;  /* may accumulate roundoff... */
         ty = Real_t(1.125)*Real_t(row+1)/Real_t(edgeElems) ;
      }
      // tz += ds ;  /* may accumulate roundoff... */
      tz = Real_t(1.125)*Real_t(plane+1)/Real_t(edgeElems) ;
   }


   /* embed hexehedral elements in nodal point lattice */

   nidx = 0 ;
   zidx = 0 ;
   for (Index_t plane=0; plane<edgeElems; ++plane) {
      for (Index_t row=0; row<edgeElems; ++row) {
         for (Index_t col=0; col<edgeElems; ++col) {
            Index_t *localNode = mesh.nodelist(zidx) ;
            localNode[0] = nidx                                       ;
            localNode[1] = nidx                                   + 1 ;
            localNode[2] = nidx                       + edgeNodes + 1 ;
            localNode[3] = nidx                       + edgeNodes     ;
            localNode[4] = nidx + edgeNodes*edgeNodes                 ;
            localNode[5] = nidx + edgeNodes*edgeNodes             + 1 ;
            localNode[6] = nidx + edgeNodes*edgeNodes + edgeNodes + 1 ;
            localNode[7] = nidx + edgeNodes*edgeNodes + edgeNodes     ;
            ++zidx ;
            ++nidx ;
         }
         ++nidx ;
      }
      nidx += edgeNodes ;
   }

   /* Create a material IndexSet (entire mesh same material for now) */
   for (Index_t i=0; i<meshElems; ++i) {
      mesh.matElemlist(i) = i ;
   }
   
   /* initialize material parameters */
   mesh.dtfixed() = Real_t(-1.0e-7) ;
   mesh.deltatime() = Real_t(1.0e-7) ;
   mesh.deltatimemultlb() = Real_t(1.1) ;
   mesh.deltatimemultub() = Real_t(1.2) ;
   mesh.stoptime()  = Real_t(1.0e-2) ;
   mesh.dtcourant() = Real_t(1.0e+20) ;
   mesh.dthydro()   = Real_t(1.0e+20) ;
   mesh.dtmax()     = Real_t(1.0e-2) ;
   mesh.time()    = Real_t(0.) ;
   mesh.cycle()   = 0 ;

   mesh.e_cut() = Real_t(1.0e-7) ;
   mesh.p_cut() = Real_t(1.0e-7) ;
   mesh.q_cut() = Real_t(1.0e-7) ;
   mesh.u_cut() = Real_t(1.0e-7) ;
   mesh.v_cut() = Real_t(1.0e-10) ;

   mesh.hgcoef()      = Real_t(3.0) ;
   mesh.ss4o3()       = Real_t(4.0)/Real_t(3.0) ;

   mesh.qstop()              =  Real_t(1.0e+12) ;
   mesh.monoq_max_slope()    =  Real_t(1.0) ;
   mesh.monoq_limiter_mult() =  Real_t(2.0) ;
   mesh.qlc_monoq()          = Real_t(0.5) ;
   mesh.qqc_monoq()          = Real_t(2.0)/Real_t(3.0) ;
   mesh.qqc()                = Real_t(2.0) ;

   mesh.pmin() =  Real_t(0.) ;
   mesh.emin() = Real_t(-1.0e+15) ;

   mesh.dvovmax() =  Real_t(0.1) ;

   mesh.eosvmax() =  Real_t(1.0e+9) ;
   mesh.eosvmin() =  Real_t(1.0e-9) ;

   mesh.refdens() =  Real_t(1.0) ;

   /* initialize field data */
   for (Index_t i=0; i<meshElems; ++i) {
      Real_t x_local[8], y_local[8], z_local[8] ;
      Index_t *elemToNode = mesh.nodelist(i) ;
      for( Index_t lnode=0 ; lnode<8 ; ++lnode )
      {
        Index_t gnode = elemToNode[lnode];
        x_local[lnode] = mesh.x(gnode);
        y_local[lnode] = mesh.y(gnode);
        z_local[lnode] = mesh.z(gnode);
      }

      // volume calculations
      Real_t volume = CalcElemVolume(x_local, y_local, z_local );
      mesh.volo(i) = volume ;
      mesh.elemMass(i) = volume ;
      for (Index_t j=0; j<8; ++j) {
         Index_t idx = elemToNode[j] ;
         mesh.nodalMass(idx) += volume / Real_t(8.0) ;
      }
   }

   /* deposit energy */
   mesh.e(0) = Real_t(3.948746e+7) ;

   /* set up symmetry nodesets */
   nidx = 0 ;
   for (Index_t i=0; i<edgeNodes; ++i) {
      Index_t planeInc = i*edgeNodes*edgeNodes ;
      Index_t rowInc   = i*edgeNodes ;
      for (Index_t j=0; j<edgeNodes; ++j) {
         mesh.symmX(nidx) = planeInc + j*edgeNodes ;
         mesh.symmY(nidx) = planeInc + j ;
         mesh.symmZ(nidx) = rowInc   + j ;
         ++nidx ;
      }
   }

   /* set up elemement connectivity information */
   mesh.lxim(0) = 0 ;
   for (Index_t i=1; i<meshElems; ++i) {
      mesh.lxim(i)   = i-1 ;
      mesh.lxip(i-1) = i ;
   }
   mesh.lxip(meshElems-1) = meshElems-1 ;

   for (Index_t i=0; i<edgeElems; ++i) {
      mesh.letam(i) = i ; 
      mesh.letap(meshElems-edgeElems+i) = meshElems-edgeElems+i ;
   }
   for (Index_t i=edgeElems; i<meshElems; ++i) {
      mesh.letam(i) = i-edgeElems ;
      mesh.letap(i-edgeElems) = i ;
   }

   for (Index_t i=0; i<edgeElems*edgeElems; ++i) {
      mesh.lzetam(i) = i ;
      mesh.lzetap(meshElems-edgeElems*edgeElems+i) = meshElems-edgeElems*edgeElems+i ;
   }
   for (Index_t i=edgeElems*edgeElems; i<meshElems; ++i) {
      mesh.lzetam(i) = i - edgeElems*edgeElems ;
      mesh.lzetap(i-edgeElems*edgeElems) = i ;
   }

   /* set up boundary condition information */
   for (Index_t i=0; i<meshElems; ++i) {
      mesh.elemBC(i) = 0 ;  /* clear BCs by default */
   }

   /* faces on "external" boundaries will be */
   /* symmetry plane or free surface BCs */
   for (Index_t i=0; i<edgeElems; ++i) {
      Index_t planeInc = i*edgeElems*edgeElems ;
      Index_t rowInc   = i*edgeElems ;
      for (Index_t j=0; j<edgeElems; ++j) {
         mesh.elemBC(planeInc+j*edgeElems) |= XI_M_SYMM ;
         mesh.elemBC(planeInc+j*edgeElems+edgeElems-1) |= XI_P_FREE ;
         mesh.elemBC(planeInc+j) |= ETA_M_SYMM ;
         mesh.elemBC(planeInc+j+edgeElems*edgeElems-edgeElems) |= ETA_P_FREE ;
         mesh.elemBC(rowInc+j) |= ZETA_M_SYMM ;
         mesh.elemBC(rowInc+j+meshElems-edgeElems*edgeElems) |= ZETA_P_FREE ;
      }
   }

   timeval start, end;
	gettimeofday(&start, NULL);

	bp.timer_start();                               // Start timer


    /* timestep to solution */
    while(mesh.time() < mesh.stoptime() ) {
        if (maxCycles && (mesh.cycle() > maxCycles)) {
            printf("Stopping before running cycle %d.\n", mesh.cycle());
            break;
        }
        TimeIncrement() ;
        LagrangeLeapFrog() ;
        /* problem->commNodes->Transfer(CommNodes::syncposvel) ; */
#if LULESH_SHOW_PROGRESS
        printf("time = %e, dt=%e\n",
             double(mesh.time()), double(mesh.deltatime()) ) ;
#endif
    }

   	bp.timer_stop();                                // Stop timer
	gettimeofday(&end, NULL);
    if (bp.args.verbose) {
        double elapsed_time = double(end.tv_sec - start.tv_sec) + double(end.tv_usec - start.tv_usec) *1e-6;


        printf("\n\nElapsed time = %12.6e\n\n", elapsed_time);

        Index_t ElemId = 0;
        printf("Run completed:  \n");
        printf("   Problem size        =  %i \n",    edgeElems);
        printf("   Iteration count     =  %i \n",    mesh.cycle());
        printf("   Final Origin Energy = %12.6e \n", mesh.e(ElemId));

        Real_t   MaxAbsDiff = Real_t(0.0);
        Real_t TotalAbsDiff = Real_t(0.0);
        Real_t   MaxRelDiff = Real_t(0.0);

        for (Index_t j=0; j<edgeElems; ++j) {
                for (Index_t k=j+1; k<edgeElems; ++k) {
                        Real_t AbsDiff = FABS(mesh.e(j*edgeElems+k) - mesh.e(k*edgeElems+j));
                        TotalAbsDiff  += AbsDiff;

                        if (MaxAbsDiff <AbsDiff) MaxAbsDiff = AbsDiff;

                        Real_t RelDiff = AbsDiff / mesh.e(k*edgeElems+j);

                        if (MaxRelDiff <RelDiff)  MaxRelDiff = RelDiff;
                }
        }

        printf("   Testing Plane 0 of Energy Array:\n");
        printf("        MaxAbsDiff   = %12.6e\n",   MaxAbsDiff   );
        printf("        TotalAbsDiff = %12.6e\n",   TotalAbsDiff );
        printf("        MaxRelDiff   = %12.6e\n\n", MaxRelDiff   );


   //   FILE *fp = fopen("x.asc","wb");
   //for (Index_t i=0; i<mesh.numElem(); i++)
   //    fprintf(fp,"%.6f\n",mesh.x(i));
   //fclose(fp);
   }
   bp.print("lulesh(cpp11_seq)");
   return 0 ;
}
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Montecarlo Pi

Approximation of PI using a monte-carlo method.
Params (–size=Samples*Trials):

--size=10000000*10






Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def montecarlo_pi_se(samples, B):

    return np.sum(np.sqrt(
        B.random_array((samples,), dtype=B.dtype)**2 + \
        B.random_array((samples,), dtype=B.dtype)**2
    ) <= 1.0) * 4.0 / samples

def montecarlo_pi(samples, B):

    x = B.random_array((samples,), dtype=B.dtype)
    y = B.random_array((samples,), dtype=B.dtype)
    m = np.sqrt(x*x + y*y) <= 1.0

    return np.sum(m) * 4.0 / samples

def solve(samples, iterations, B):
    acc=0.0
    for _ in xrange(iterations):
        acc += montecarlo_pi(samples, B)
        #acc += montecarlo_pi_se(samples, B)
    acc /= iterations
    return acc

def main():
    B = util.Benchmark()
    samples, iterations = B.size
    B.start()
    R = solve(samples, iterations, B)
    B.stop()
    B.pprint()
    if B.verbose:
        print(R)

if __name__ == "__main__":
    main()








C99 Omp

#include <inttypes.h>
#include <stdlib.h>
#include <stdio.h>
#include <math.h>
#include <Random123/philox.h>
#include <bp_util.h>

typedef union philox2x32_as_1x64 {
    philox2x32_ctr_t orig;
    uint64_t combined;
} philox2x32_as_1x64_t;

double montecarlo_pi(uint32_t samples, uint32_t x_index, uint32_t y_index, uint32_t key)
{
    uint64_t darts = 0;
    
    #pragma omp parallel for reduction(+:darts)
    for (uint32_t eidx=0; eidx<samples; ++eidx) {

        uint64_t x_raw = ((philox2x32_as_1x64_t)philox2x32(
          ((philox2x32_as_1x64_t)( (uint64_t)(x_index + eidx) )).orig,
          (philox2x32_key_t){ { key } }
        )).combined;
        double x = x_raw / 18446744073709551616.000000;

        uint64_t y_raw = ((philox2x32_as_1x64_t)philox2x32(
          ((philox2x32_as_1x64_t)( (uint64_t)(y_index + eidx) )).orig,
          (philox2x32_key_t){ { key } }
        )).combined;
        double y = y_raw / 18446744073709551616.000000;

        darts += sqrt(x*x + y*y) <= 1;
    }
    return (double)darts * (double)4.0 / (double)samples;
}

double run_montecarlo_pi(int64_t samples, int64_t iterations)
{
    uint64_t index = 0;                 // Philox index
    const uint64_t key = 0;             // Philox key
    uint64_t x_index = 0;
    uint64_t y_index = 0;

    double pi_accu = 0.0;               // Accumulation over PI-approximations.
    for(int64_t i=0; i<iterations; ++i) {
        x_index = index;
        index += samples;
        y_index = index;
        index += samples;
        pi_accu += montecarlo_pi(samples, x_index, y_index, key);
    }
    pi_accu /= iterations;              // Approximated value of PI

    return pi_accu;
}

int main(int argc, char** argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int samples = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    bp.timer_start();
    double pi = run_montecarlo_pi(samples, iterations);
    bp.timer_stop();

    bp.print("montecarlo_pi(c99_omp)");
    if (bp.args.verbose) {
        printf("PI-approximation = %f\n", pi);
    }

    return 0;
}








C99 Seq

#include <inttypes.h>
#include <stdlib.h>
#include <stdio.h>
#include <math.h>
#include <Random123/philox.h>
#include <bp_util.h>

typedef union philox2x32_as_1x64 {
    philox2x32_ctr_t orig;
    uint64_t combined;
} philox2x32_as_1x64_t;

double montecarlo_pi(uint32_t samples, uint32_t x_index, uint32_t y_index, uint32_t key)
{
    uint64_t darts = 0;
    
    for (uint32_t eidx=0; eidx<samples; ++eidx) {

        uint64_t x_raw = ((philox2x32_as_1x64_t)philox2x32(
          ((philox2x32_as_1x64_t)( (uint64_t)(x_index + eidx) )).orig,
          (philox2x32_key_t){ { key } }
        )).combined;
        double x = x_raw / 18446744073709551616.000000;

        uint64_t y_raw = ((philox2x32_as_1x64_t)philox2x32(
          ((philox2x32_as_1x64_t)( (uint64_t)(y_index + eidx) )).orig,
          (philox2x32_key_t){ { key } }
        )).combined;
        double y = y_raw / 18446744073709551616.000000;

        darts += sqrt(x*x + y*y) <= 1;
    }
    return (double)darts * (double)4.0 / (double)samples;
}

double run_montecarlo_pi(int64_t samples, int64_t iterations)
{
    uint64_t index = 0;                 // Philox index
    const uint64_t key = 0;             // Philox key
    uint64_t x_index = 0;
    uint64_t y_index = 0;

    double pi_accu = 0.0;               // Accumulation over PI-approximations.
    for(int64_t i=0; i<iterations; ++i) {
        x_index = index;
        index += samples;
        y_index = index;
        index += samples;
        pi_accu += montecarlo_pi(samples, x_index, y_index, key);
    }
    pi_accu /= iterations;              // Approximated value of PI

    return pi_accu;
}

int main(int argc, char** argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int samples = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    bp.timer_start();
    double pi = run_montecarlo_pi(samples, iterations);
    bp.timer_stop();

    bp.print("montecarlo_pi(c99_seq)");
    if (bp.args.verbose) {
        printf("PI-approximation = %f\n", pi);
    }

    return 0;
}








Cpp11 Bxx

#include <iostream>
#include "bxx/bohrium.hpp"
#include <bp_util.h>

using namespace std;
using namespace bxx;

template <typename T>
multi_array<T>& monte_carlo_pi(int samples)
{
    multi_array<T> x, y, m;             // Operands

    x = randu<T>(samples);              // Sample random numbers
    y = randu<T>(samples);
    m = as<T>(sqrt(x*x + y*y) <= 1.0);  // Model

    return sum(m) * 4.0 / (T)samples;   // Count
}

template <typename T>
T solve(int samples, int iterations)
{
    multi_array<T> acc;                 // Acculumate across iterations
    acc = zeros<T>(1);
    for(int i=0; i<iterations; ++i) {
        acc += monte_carlo_pi<T>(samples);        
    }
    acc /= (T)iterations;
    return scalar(acc);
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int samples = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    Runtime::instance().flush();
    bp.timer_start();
    double pi = solve<double>(samples, iterations);
    Runtime::instance().flush();
    bp.timer_stop();
                                                    // Output timing
    bp.print("montecarlo_pi(cpp11_bxx)");
    if (bp.args.verbose) {                          // and values.
        cout << "PI-approximation = " << pi << endl;
    }

    return 0;
}








Cpp11 Omp

#include <inttypes.h>
#include <stdlib.h>
#include <stdio.h>
#include <math.h>
#include <Random123/philox.h>
#include <bp_util.h>

typedef union philox2x32_as_1x64 {
    philox2x32_ctr_t orig;
    uint64_t combined;
} philox2x32_as_1x64_t;

double montecarlo_pi(uint32_t samples, uint32_t x_index, uint32_t y_index, uint32_t key)
{
    uint64_t darts = 0;
    
    #pragma omp parallel for reduction(+:darts)
    for (uint32_t eidx=0; eidx<samples; ++eidx) {

        philox2x32_as_1x64_t x_counter;
        x_counter.combined = x_index + eidx;

        philox2x32_as_1x64_t x_philox;
        x_philox.orig = philox2x32(
          x_counter.orig,
          (philox2x32_key_t){ { key } }
        );
        double x = x_philox.combined / 18446744073709551616.000000;

        philox2x32_as_1x64_t y_counter;
        y_counter.combined = y_index + eidx;
        
        philox2x32_as_1x64_t y_philox;
        y_philox.orig = philox2x32(
          y_counter.orig,
          (philox2x32_key_t){ { key } }
        );
        double y = y_philox.combined / 18446744073709551616.000000;

        darts += sqrt(x*x + y*y) <= 1;
    }
    return (double)darts * (double)4.0 / (double)samples;
}

double run_montecarlo_pi(int64_t samples, int64_t iterations)
{
    uint64_t index = 0;                 // Philox index
    const uint64_t key = 0;             // Philox key
    uint64_t x_index = 0;
    uint64_t y_index = 0;

    double pi_accu = 0.0;               // Accumulation over PI-approximations.
    for(int64_t i=0; i<iterations; ++i) {
        x_index = index;
        index += samples;
        y_index = index;
        index += samples;
        pi_accu += montecarlo_pi(samples, x_index, y_index, key);
    }
    pi_accu /= iterations;              // Approximated value of PI

    return pi_accu;
}

int main(int argc, char** argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int samples = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    bp.timer_start();
    double pi = run_montecarlo_pi(samples, iterations);
    bp.timer_stop();

    bp.print("montecarlo_pi(cpp11_omp)");
    if (bp.args.verbose) {
        printf("PI-approximation = %f\n", pi);
    }

    return 0;
}








Cpp11 Seq

#include <inttypes.h>
#include <stdlib.h>
#include <stdio.h>
#include <math.h>
#include <Random123/philox.h>
#include <bp_util.h>

typedef union philox2x32_as_1x64 {
    philox2x32_ctr_t orig;
    uint64_t combined;
} philox2x32_as_1x64_t;

double montecarlo_pi(uint32_t samples, uint32_t x_index, uint32_t y_index, uint32_t key)
{
    uint64_t darts = 0;
    
    for (uint32_t eidx=0; eidx<samples; ++eidx) {

        philox2x32_as_1x64_t x_counter;
        x_counter.combined = x_index + eidx;

        philox2x32_as_1x64_t x_philox;
        x_philox.orig = philox2x32(
          x_counter.orig,
          (philox2x32_key_t){ { key } }
        );
        double x = x_philox.combined / 18446744073709551616.000000;

        philox2x32_as_1x64_t y_counter;
        y_counter.combined = y_index + eidx;
        
        philox2x32_as_1x64_t y_philox;
        y_philox.orig = philox2x32(
          y_counter.orig,
          (philox2x32_key_t){ { key } }
        );
        double y = y_philox.combined / 18446744073709551616.000000;

        darts += sqrt(x*x + y*y) <= 1;
    }
    return (double)darts * (double)4.0 / (double)samples;
}

double run_montecarlo_pi(int64_t samples, int64_t iterations)
{
    uint64_t index = 0;                 // Philox index
    const uint64_t key = 0;             // Philox key
    uint64_t x_index = 0;
    uint64_t y_index = 0;

    double pi_accu = 0.0;               // Accumulation over PI-approximations.
    for(int64_t i=0; i<iterations; ++i) {
        x_index = index;
        index += samples;
        y_index = index;
        index += samples;
        pi_accu += montecarlo_pi(samples, x_index, y_index, key);
    }
    pi_accu /= iterations;              // Approximated value of PI

    return pi_accu;
}

int main(int argc, char** argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int samples = bp.args.sizes[0];
    const int iterations = bp.args.sizes[1];

    bp.timer_start();
    double pi = run_montecarlo_pi(samples, iterations);
    bp.timer_stop();

    bp.print("montecarlo_pi(cpp11_seq)");
    if (bp.args.verbose) {
        printf("PI-approximation = %f\n", pi);
    }

    return 0;
}
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Mxmul

Matrix multiplication on a square matrix.
Params –size=N:

--size=1000






Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def main():

    B = util.Benchmark()
    N, = B.size
    nelements = B.dtype(N*N)

    # Load or create matrices
    if B.inputfn:
        arrays = B.load_arrays()
        x = arrays['x']
        y = arrays['y']
    else:
        x = np.arange(nelements, dtype=B.dtype)/nelements
        x.shape = (N, N)

        y = np.arange(N**2, dtype=B.dtype)/nelements
        y.shape = (N, N)

    if B.dumpinput:
        B.dump_arrays("mxmul", {'x': x, 'y': y})

    # Do the matrix multiplication
    B.start()
    C = np.add.reduce(x[:,np.newaxis] * np.transpose(y), -1)
    #R = np.dot(x, y)
    B.stop()

    # Print / dump
    B.pprint()
    if B.outputfn:
        B.tofile(B.outputfn, {'res': C})
    if B.verbose:
        print(np.sum(C))

if __name__ == "__main__":
    main()








C99 Omp

#include <stdlib.h>
#include <stdio.h>
#include <bp_util.h>

void matmul(double* a, double* b, double* c, int m, int n, int k)
{
    #pragma omp parallel for collapse(2)
    for (int i = 0; i < m; i++) {
        for (int j = 0; j < n; j++) {
            double sum = 0;
            for (int t = 0; t < k; t++) {
                sum += a[i*m +t] * b[t*n + j];
            }
            c[i*n+j] = sum;
        }
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);        // Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    bp.timer_start();

    const int n = bp.args.sizes[0];
    const int nelements = n*n;
    
    double* a = (double*)malloc(sizeof(double)*nelements);  // Data setup
    double* b = (double*)malloc(sizeof(double)*nelements);
    double* c = (double*)malloc(sizeof(double)*nelements);
    for (int i=0; i<nelements; ++i) {
        a[i] = i / (float)nelements;
        b[i] = i / (float)nelements;
    }

    bp.timer_start();                                       // Start timer
    matmul(a, b, c, n, n, n);
    bp.timer_stop();

    bp.print("mxmul(c99_omp)");
    if (bp.args.verbose) {                                  // and values.
        double r = 0.0;
        #pragma omp parallel for reduction(+:r)
        for(int i=0; i<nelements; ++i) {
            r += c[i];
        }
        printf("Result = %.10f\n", r);
    }
    free(a);
    free(b);
    free(c);

    return 0;
}








C99 Seq

#include <stdlib.h>
#include <stdio.h>
#include <bp_util.h>

void matmul(double* a, double* b, double* c, int m, int n, int k)
{
    for (int i = 0; i < m; i++) {
        for (int j = 0; j < n; j++) {
            double sum = 0;
            for (int t = 0; t < k; t++) {
                sum += a[i*m +t] * b[t*n + j];
            }
            c[i*n+j] = sum;
        }
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);        // Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    bp.timer_start();

    const int n = bp.args.sizes[0];
    const int nelements = n*n;
    
    double* a = (double*)malloc(sizeof(double)*nelements);  // Data setup
    double* b = (double*)malloc(sizeof(double)*nelements);
    double* c = (double*)malloc(sizeof(double)*nelements);
    for (int i=0; i<nelements; ++i) {
        a[i] = i / (float)nelements;
        b[i] = i / (float)nelements;
    }

    bp.timer_start();                                       // Start timer
    matmul(a, b, c, n, n, n);
    bp.timer_stop();

    bp.print("mxmul(c99_seq)");
    if (bp.args.verbose) {                                  // and values.
        double r = 0.0;
        for(int i=0; i<nelements; ++i) {
            r += c[i];
        }
        printf("Result = %.10f\n", r);
    }
    free(a);
    free(b);
    free(c);

    return 0;
}








Cpp11 Bxx

#include <iostream>
#include <iomanip>
#include <bxx/bohrium.hpp>
#include <bp_util.h>

using namespace std;
using namespace bxx;

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int n = bp.args.sizes[0];
    const double nelements = n*n;

    multi_array<double> a, b, c;                    // Construct matrices
    a = view_as<double>(range<double>(n*n) / nelements, n, n);
    b = view_as<double>(range<double>(n*n) / nelements, n, n);

    Runtime::instance().flush();
    bp.timer_start();                               // Start timer
    c = matmul(a, b);                               // Run benchmark
    Runtime::instance().flush();
    bp.timer_stop();                                // Stop timer

    bp.print("mxmul(cpp11_bxx)");				    // Print results..
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(10)
			 << "Result = " << scalar<double>(sum(c)) << endl;
    }

    return 0;
}








Cpp11 Omp

#include <iostream>
#include <iomanip>
#include <bp_util.h>

#define N 2000

using namespace std;

template <typename T>
void matmul(T a, T b, T c, int m, int n, int k)
{
    #pragma omp parallel for collapse(2)
    for (int i = 0; i < m; i++) {
        for (int j = 0; j < n; j++) {
            double sum = 0;
            for (int t = 0; t < k; t++) {
                sum += a[i][t] * b[t][j];
            }
            c[i][j] = sum;
        }
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 1);    // Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    bp.timer_start();

    const int n = bp.args.sizes[0];
    const int nelements = n*n;

    if (n != N) {
        cout << "HEJ " << n << " " << N << endl;
    }
    
    auto a = new double[N][N];  // Data setup
    auto b = new double[N][N];
    auto c = new double[N][N];
    int range = 0;
    for (int i=0; i<n; ++i) {
        for (int j=0; j<n; ++j) {
            a[i][j] = (range++) / (float)nelements;
            b[i][j] = (range) / (float)nelements;
        }
    }

    bp.timer_start();                                       // Start timer
    matmul(a, b, c, n, n, n);
    bp.timer_stop();

    bp.print("mxmul(cpp11_omp)");
    if (bp.args.verbose) {                                  // and values.
        double r = 0.0;
        #pragma omp parallel for collapse(2) reduction(+:r)
        for(int i=0; i<n; ++i) {
            for(int j=0; j<n; ++j) {
                r += c[i][j];
            }
        }
        cout << fixed << setprecision(10)
			 << "Result = " << r << endl;
    }

    delete a; 
    delete b; 
    delete c; 

    return 0;
}











          

      

      

    



    
         Copyright 2015, Simon A. F. Lund.
      Created using Sphinx 1.3.1.
    





  

    
      Navigation

      
        	
          index

        	
          next |

        	
          previous |

        	Benchpress 1.0 documentation 
 
      

    


    
      
          
            
  
Nbody

Similates a galaxy expanding, params –size=N*iterations:

--size=1000*10






Python Numpy

from __future__ import print_function
"""
NBody in N^2 complexity

Note that we are using only Newtonian forces and do not consider relativity
Neither do we consider collisions between stars
Thus some of our stars will accelerate to speeds beyond c
This is done to keep the simulation simple enough for teaching purposes

All the work is done in the calc_force, move and random_galaxy functions.
To vectorize the code these are the functions to transform.
"""
from benchpress import util
if util.Benchmark().bohrium:
    import bohrium as np
else:
    import numpy as np

G     = 6.67384e-11     # m/(kg*s^2)
dt    = 60*60*24*365.25 # Years in seconds
r_ly  = 9.4607e15       # Lightyear in m
m_sol = 1.9891e30       # Solar mass in kg

def diagonal(ary, offset=0):
    """
    Return specified diagonals.

    If `a` is 2-D, returns the diagonal of `a` with the given offset,
    i.e., the collection of elements of the form ``a[i, i+offset]``.

    Parameters
    ----------
    ary : array_like
        Array from which the diagonals are taken.
    offset : int, optional
        Offset of the diagonal from the main diagonal.  Can be positive or
        negative.  Defaults to main diagonal (0).

    Returns
    -------
    array_of_diagonals : ndarray
        If `a` is 2-D, a 1-D array containing the diagonal is returned.
        If the dimension of `a` is larger, then an array of diagonals is
        returned, "packed" from left-most dimension to right-most (e.g.,
        if `a` is 3-D, then the diagonals are "packed" along rows).

    Raises
    ------
    ValueError
        If the dimension of `a` is less than 2.

    See Also
    --------
    diag : MATLAB work-a-like for 1-D and 2-D arrays.
    diagflat : Create diagonal arrays.
    trace : Sum along diagonals.

    Examples
    --------
    >>> a = np.arange(4).reshape(2,2)
    >>> a
    array([[0, 1],
           [2, 3]])
    >>> a.diagonal()
    array([0, 3])
    >>> a.diagonal(1)
    array([1])

    A 3-D example:

    >>> a = np.arange(8).reshape(2,2,2); a
    array([[[0, 1],
            [2, 3]],
           [[4, 5],
            [6, 7]]])
    """
    if ary.ndim != 2:
        raise Exception("diagonal only supports 2 dimensions\n")
    if offset < 0:
        offset = -offset
        if (ary.shape[0]-offset) > ary.shape[1]:
            ary_diag = ary[offset, :]
        else:
            ary_diag = ary[offset:, 0]
    else:
        if ary.shape[1]-offset > ary.shape[0]:
            ary_diag = ary[:, offset]
        else:
            ary_diag = ary[0, offset:]
    ary_diag.strides = (ary.strides[0]+ary.strides[1],)
    return ary_diag


def random_galaxy(N, B, dtype=np.float64):
    """Generate a galaxy of random bodies"""

    galaxy = {            # We let all bodies stand still initially
        'm':    (B.random_array((N,), dtype=dtype) + dtype(10)) * dtype(m_sol/10),
        'x':    (B.random_array((N,), dtype=dtype) - dtype(0.5)) * dtype(r_ly/100),
        'y':    (B.random_array((N,), dtype=dtype) - dtype(0.5)) * dtype(r_ly/100),
        'z':    (B.random_array((N,), dtype=dtype) - dtype(0.5)) * dtype(r_ly/100),
        'vx':   np.zeros(N, dtype=dtype),
        'vy':   np.zeros(N, dtype=dtype),
        'vz':   np.zeros(N, dtype=dtype)
    }
    if dtype == np.float32:
        galaxy['m'] /= 1e10
        galaxy['x'] /= 1e5
        galaxy['y'] /= 1e5
        galaxy['z'] /= 1e5
    return galaxy

def move(galaxy, dt):
    """Move the bodies
    first find forces and change velocity and then move positions
    """
    n  = len(galaxy['x'])
    # Calculate all dictances component wise (with sign)
    dx = galaxy['x'][np.newaxis,:].T - galaxy['x']
    dy = galaxy['y'][np.newaxis,:].T - galaxy['y']
    dz = galaxy['z'][np.newaxis,:].T - galaxy['z']

    # Euclidian distances (all bodys)
    r = np.sqrt(dx**2 + dy**2 + dz**2)
    diagonal(r)[:] = 1.0

    # prevent collition
    mask = r < 1.0
    r = r * ~mask + 1.0 * mask

    m = galaxy['m'][np.newaxis,:].T

    # Calculate the acceleration component wise
    Fx = G*m*dx/r**3
    Fy = G*m*dy/r**3
    Fz = G*m*dz/r**3
    # Set the force (acceleration) a body exerts on it self to zero
    diagonal(Fx)[:] = 0.0
    diagonal(Fy)[:] = 0.0
    diagonal(Fz)[:] = 0.0

    galaxy['vx'] += dt*np.sum(Fx, axis=0)
    galaxy['vy'] += dt*np.sum(Fy, axis=0)
    galaxy['vz'] += dt*np.sum(Fz, axis=0)

    galaxy['x'] += dt*galaxy['vx']
    galaxy['y'] += dt*galaxy['vy']
    galaxy['z'] += dt*galaxy['vz']

def simulate(galaxy, timesteps, visualize=False):
    for i in xrange(timesteps):
        move(galaxy,dt)
        if util.Benchmark().bohrium:
            np.flush()
        if visualize:#NB: this is only for experiments
            T = np.zeros((3, len(galaxy['x'])), dtype=np.float32)
            T[0,:] = galaxy['x']
            T[1,:] = galaxy['y']
            T[2,:] = galaxy['z']
            np.visualize(T, "3d", 0, 0.0, 10)

def main():
    B = util.Benchmark()
    N = B.size[0]
    I = B.size[1]

    if B.inputfn:
        galaxy = B.load_arrays(B.inputfn)
    else:
        galaxy = random_galaxy(N, B, B.dtype)
        if util.Benchmark().bohrium:
            np.flush()

    if B.dumpinput:
        B.dump_arrays("nbody", galaxy)

    B.start()
    simulate(galaxy, I, visualize=B.visualize)
    R = galaxy['x'] + galaxy['y'] + galaxy['z']
    B.stop()

    B.pprint()
    if B.outputfn:
        B.tofile(B.outputfn, {'res':R})

if __name__ == "__main__":
    main()








Csharp Numcil

#region Copyright
/*
This file is part of Bohrium and copyright (c) 2012 the Bohrium:
team <http://www.bh107.org>.

Bohrium is free software: you can redistribute it and/or modify
it under the terms of the GNU Lesser General Public License as
published by the Free Software Foundation, either version 3
of the License, or (at your option) any later version.

Bohrium is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the
GNU Lesser General Public License along with Bohrium.

If not, see <http://www.gnu.org/licenses/>.
*/
#endregion

using System;
using System.Collections.Generic;
using System.Linq;
using System.Text;

using R = NumCIL.Range;

namespace nbody
{
	using NumCIL.Double;
	using DATA = System.Double;

	public static class nBodySolverDouble
	{
		//Gravity
		private static DATA G = (DATA)1.0;

		private static void FillDiagonal(NdArray a, DATA val)
		{
			long d  = a.Shape.Dimensions[0].Length;
			a.Reshape(new NumCIL.Shape(new long[] { d }, 0, new long[] { d+1 })).Set(val);
		}

		private static void CalcForce(Galaxy b)
		{
			var dx = b.x - b.x[R.NewAxis, R.All].Transposed;
			FillDiagonal(dx, 1);
			var dy = b.y - b.y[R.NewAxis, R.All].Transposed;
			FillDiagonal(dy, 1);
			var dz = b.z - b.z[R.NewAxis, R.All].Transposed;
			FillDiagonal(dz, 1);
			var pm = b.mass - b.mass[R.NewAxis, R.All].Transposed;
			FillDiagonal(pm, 0);

			var r = (dx.Pow(2) + dy.Pow(2) + dz.Pow(2)).Pow((DATA)0.5);

			//In the below calc of the the forces the force of a body upon itself
			//becomes nan and thus destroys the data
			var Fx = G * pm / r.Pow(2) * (dx / r);
			var Fy = G * pm / r.Pow(2) * (dy / r);
			var Fz = G * pm / r.Pow(2) * (dz / r);

			//The diagonal nan numbers must be removed so that the force from a body
			//upon itself is zero
			FillDiagonal(Fx,0);
			FillDiagonal(Fy,0);
			FillDiagonal(Fz,0);

			b.vx += Add.Reduce(Fx, 1) / b.mass;
			b.vy += Add.Reduce(Fy, 1) / b.mass;
			b.vz += Add.Reduce(Fz, 1) / b.mass;
		}

		private static void Move(Galaxy galaxy)
		{
			CalcForce(galaxy);

			galaxy.x += galaxy.vx;
			galaxy.y += galaxy.vy;
			galaxy.z += galaxy.vz;
		}

		public class Galaxy
		{
			private const DATA XMAX = 500;
			private const DATA YMAX = 500;
			private const DATA ZMAX = 500;

			public NdArray mass;
			public NdArray x;
			public NdArray y;
			public NdArray z;
			public NdArray vx;
			public NdArray vy;
			public NdArray vz;

			public Galaxy(long size)
			{
				this.mass = Generate.Random(size) * (DATA)Math.Pow(10, 6) / (DATA)(4 * Math.PI * Math.PI);
				this.x = Generate.Random(size) * 2 * XMAX - XMAX;
				this.y = Generate.Random(size) * 2 * YMAX - YMAX;
				this.z = Generate.Random(size) * 2 * ZMAX - ZMAX;
				this.vx = Generate.Zeroes(size);
				this.vy = Generate.Zeroes(size);
				this.vz = Generate.Zeroes(size);
			}

			public DATA Sync()
			{
				return this.z.Value[0] + this.y.Value[0] + this.x.Value[0];
			}
		}

		public static void Solve(Galaxy galaxy, long steps)
		{
			for(long i = 0; i < steps; i++)
				Move(galaxy);
		}
	}
}

namespace nbody
{
	using NumCIL.Double;
	using DATA = System.Double;

	public static class nBodySolverDoubleNoTempArrays
	{
		//Gravity
		private const DATA G = (DATA)1.0;
		private const DATA MIN_DIST = (DATA)1.0;

		private static void FillDiagonal(NdArray a, DATA val)
		{
			long d  = a.Shape.Dimensions[0].Length;
			a.Reshape(new NumCIL.Shape(new long[] { d }, 0, new long[] { d+1 })).Set(val);
		}

		private static void CalcForce(Galaxy b)
		{
			// Calculate all dictances component wise (with sign)
			b.x.Sub(b.x[R.NewAxis, R.All].Transposed, b.dx);
			b.y.Sub(b.y[R.NewAxis, R.All].Transposed, b.dy);
			b.z.Sub(b.z[R.NewAxis, R.All].Transposed, b.dz);

			// Euclidian distances (all bodys)
			b.dx.Pow(2, b.r0);
			b.dy.Pow(2, b.r1);
			b.r0.Add(b.r1, b.r0);
			b.dz.Pow(2, b.r1);
			b.r0.Add(b.r1, b.r0);
			b.r0.Pow((DATA)0.5, b.r0);
			FillDiagonal(b.r0, (Double)1.0);

			// prevent collition
			NumCIL.Double.GreaterThanOrEqual.Apply(b.r0, MIN_DIST, b.mask);
			b.mask.ToDouble (b.r1);
			b.r1.Mul (b.r0, b.r0);

			NumCIL.Boolean.Not.Apply (b.mask, b.mask);
			b.mask.ToDouble (b.r1);
			b.r1.Mul (MIN_DIST, b.r1);
			b.r1.Add (b.r0, b.r0);

			//Calculate the acceleration component wise
			var m = b.mass[R.NewAxis, R.All].Transposed;
			b.dx.Mul(G,b.dx);
			b.dy.Mul(G,b.dy);
			b.dz.Mul(G,b.dz);
			b.dx.Mul(m,b.dx);
			b.dy.Mul(m,b.dy);
			b.dz.Mul(m,b.dz);
			b.r0.Pow(3, b.r0);
			b.dx.Div(b.r0, b.dx);
			b.dy.Div(b.r0, b.dy);
			b.dz.Div(b.r0, b.dz);

			// Set the force (acceleration) a body exerts on it self to zero
			FillDiagonal(b.dx, 0);
			FillDiagonal(b.dy, 0);
			FillDiagonal(b.dz, 0);

			Double dt = (Double) (60*60*24*365.25); // Years in seconds
			b.dx.Reduce<Add>(0, b.t0);
			b.t0.Mul(dt, b.t0);
			b.vx.Add(b.t0, b.vx);
			b.dy.Reduce<Add>(0, b.t0);
			b.t0.Mul(dt, b.t0);
			b.vy.Add(b.t0, b.vy);
			b.dz.Reduce<Add>(0, b.t0);
			b.t0.Mul(dt, b.t0);
			b.vz.Add(b.t0, b.vz);
		}

		private static void Move(Galaxy galaxy)
		{
			CalcForce(galaxy);

			galaxy.x.Add(galaxy.vx, galaxy.x);
			galaxy.y.Add(galaxy.vy, galaxy.y);
			galaxy.z.Add(galaxy.vz, galaxy.z);
		}

		public class Galaxy
		{
			private const DATA XMAX = 500;
			private const DATA YMAX = 500;
			private const DATA ZMAX = 500;

			public NdArray mass;
			public NdArray x;
			public NdArray y;
			public NdArray z;
			public NdArray vx;
			public NdArray vy;
			public NdArray vz;
			public NdArray dx;
			public NdArray dy;
			public NdArray dz;
			public NdArray pmass;
			public NdArray r0;
			public NdArray r1;
			public NdArray t0;
			public NumCIL.Boolean.NdArray mask;

			public Galaxy(long size)
			{
				this.mass = Generate.Random(size) * (DATA)Math.Pow(10, 6) / (DATA)(4 * Math.PI * Math.PI);
				this.x = Generate.Random(size) * 2 * XMAX - XMAX;
				this.y = Generate.Random(size) * 2 * YMAX - YMAX;
				this.z = Generate.Random(size) * 2 * ZMAX - ZMAX;
				this.vx = Generate.Zeroes(size);
				this.vy = Generate.Zeroes(size);
				this.vz = Generate.Zeroes(size);
				this.dx = new NdArray(new [] {size, size});
				this.dy = new NdArray(new [] {size, size});
				this.dz = new NdArray(new [] {size, size});
				this.pmass = new NdArray(new [] {size, size});
				this.r0 = new NdArray(this.dx.Shape);
				this.r1 = new NdArray(this.dx.Shape);
				this.t0 = new NdArray(this.x.Shape);
				this.mask = new NumCIL.Boolean.NdArray(this.dx.Shape);
			}

			public DATA Sync()
			{
				return this.z.Value[0] + this.y.Value[0] + this.x.Value[0];
			}
		}

		public static void Solve(Galaxy galaxy, long steps)
		{
			for(long i = 0; i < steps; i++)
				Move(galaxy);
		}
	}
}

namespace nbody
{
	using NumCIL.Float;
	using DATA = System.Single;

	public static class nBodySolverFloat
	{
		//Gravity
		private static DATA G = (DATA)1.0;

		private static void FillDiagonal(NdArray a, DATA val)
		{
			long d  = a.Shape.Dimensions[0].Length;
			a.Reshape(new NumCIL.Shape(new long[] { d }, 0, new long[] { d+1 })).Set(val);
		}

		private static void CalcForce(Galaxy b)
		{
			var dx = b.x - b.x[R.NewAxis, R.All].Transposed;
			FillDiagonal(dx, 1);
			var dy = b.y - b.y[R.NewAxis, R.All].Transposed;
			FillDiagonal(dy, 1);
			var dz = b.z - b.z[R.NewAxis, R.All].Transposed;
			FillDiagonal(dz, 1);
			var pm = b.mass - b.mass[R.NewAxis, R.All].Transposed;
			FillDiagonal(pm, 0);

			var r = (dx.Pow(2) + dy.Pow(2) + dz.Pow(2)).Pow((DATA)0.5);

			//In the below calc of the the forces the force of a body upon itself
			//becomes nan and thus destroys the data
			var Fx = G * pm / r.Pow(2) * (dx / r);
			var Fy = G * pm / r.Pow(2) * (dy / r);
			var Fz = G * pm / r.Pow(2) * (dz / r);

			//The diagonal nan numbers must be removed so that the force from a body
			//upon itself is zero
			FillDiagonal(Fx,0);
			FillDiagonal(Fy,0);
			FillDiagonal(Fz,0);

			b.vx += Add.Reduce(Fx, 1) / b.mass;
			b.vy += Add.Reduce(Fy, 1) / b.mass;
			b.vz += Add.Reduce(Fz, 1) / b.mass;
		}

		private static void Move(Galaxy galaxy)
		{
			CalcForce(galaxy);

			galaxy.x += galaxy.vx;
			galaxy.y += galaxy.vy;
			galaxy.z += galaxy.vz;
		}

		public class Galaxy
		{
			private const DATA XMAX = 500;
			private const DATA YMAX = 500;
			private const DATA ZMAX = 500;

			public NdArray mass;
			public NdArray x;
			public NdArray y;
			public NdArray z;
			public NdArray vx;
			public NdArray vy;
			public NdArray vz;

			public Galaxy(long size)
			{
				this.mass = Generate.Random(size) * (DATA)Math.Pow(10, 6) / (DATA)(4 * Math.PI * Math.PI);
				this.x = Generate.Random(size) * 2 * XMAX - XMAX;
				this.y = Generate.Random(size) * 2 * YMAX - YMAX;
				this.z = Generate.Random(size) * 2 * ZMAX - ZMAX;
				this.vx = Generate.Zeroes(size);
				this.vy = Generate.Zeroes(size);
				this.vz = Generate.Zeroes(size);
			}

			public DATA Sync()
			{
				return this.z.Value[0] + this.y.Value[0] + this.x.Value[0];
			}
		}

		public static void Solve(Galaxy galaxy, long steps)
		{
			for(long i = 0; i < steps; i++)
				Move(galaxy);
		}
	}
}

namespace nbody
{
	using NumCIL.Float;
	using DATA = System.Single;

	public static class nBodySolverFloatNoTempArrays
	{
		//Gravity
		private const DATA G = (DATA)1.0;
		private const DATA MIN_DIST = (DATA)1.0;

		private static void FillDiagonal(NdArray a, DATA val)
		{
			long d  = a.Shape.Dimensions[0].Length;
			a.Reshape(new NumCIL.Shape(new long[] { d }, 0, new long[] { d+1 })).Set(val);
		}

		private static void CalcForce(Galaxy b)
		{
			// Calculate all dictances component wise (with sign)
			b.x.Sub(b.x[R.NewAxis, R.All].Transposed, b.dx);
			b.y.Sub(b.y[R.NewAxis, R.All].Transposed, b.dy);
			b.z.Sub(b.z[R.NewAxis, R.All].Transposed, b.dz);

			// Euclidian distances (all bodys)
			b.dx.Pow(2, b.r0);
			b.dy.Pow(2, b.r1);
			b.r0.Add(b.r1, b.r0);
			b.dz.Pow(2, b.r1);
			b.r0.Add(b.r1, b.r0);
			b.r0.Pow((DATA)0.5, b.r0);
			FillDiagonal(b.r0, (Single)1.0);

			// prevent collition
			NumCIL.Float.GreaterThanOrEqual.Apply(b.r0, MIN_DIST, b.mask);
			b.mask.ToFloat (b.r1);
			b.r1.Mul (b.r0, b.r0);

			NumCIL.Boolean.Not.Apply (b.mask, b.mask);
			b.mask.ToFloat (b.r1);
			b.r1.Mul (MIN_DIST, b.r1);
			b.r1.Add (b.r0, b.r0);

			//Calculate the acceleration component wise
			var m = b.mass[R.NewAxis, R.All].Transposed;
			b.dx.Mul(G,b.dx);
			b.dy.Mul(G,b.dy);
			b.dz.Mul(G,b.dz);
			b.dx.Mul(m,b.dx);
			b.dy.Mul(m,b.dy);
			b.dz.Mul(m,b.dz);
			b.r0.Pow(3, b.r0);
			b.dx.Div(b.r0, b.dx);
			b.dy.Div(b.r0, b.dy);
			b.dz.Div(b.r0, b.dz);

			// Set the force (acceleration) a body exerts on it self to zero
			FillDiagonal(b.dx, 0);
			FillDiagonal(b.dy, 0);
			FillDiagonal(b.dz, 0);

			Single dt = (Single) (60*60*24*365.25); // Years in seconds
			b.dx.Reduce<Add>(0, b.t0);
			b.t0.Mul(dt, b.t0);
			b.vx.Add(b.t0, b.vx);
			b.dy.Reduce<Add>(0, b.t0);
			b.t0.Mul(dt, b.t0);
			b.vy.Add(b.t0, b.vy);
			b.dz.Reduce<Add>(0, b.t0);
			b.t0.Mul(dt, b.t0);
			b.vz.Add(b.t0, b.vz);
		}

		private static void Move(Galaxy galaxy)
		{
			CalcForce(galaxy);

			galaxy.x.Add(galaxy.vx, galaxy.x);
			galaxy.y.Add(galaxy.vy, galaxy.y);
			galaxy.z.Add(galaxy.vz, galaxy.z);
		}

		public class Galaxy
		{
			private const DATA XMAX = 500;
			private const DATA YMAX = 500;
			private const DATA ZMAX = 500;

			public NdArray mass;
			public NdArray x;
			public NdArray y;
			public NdArray z;
			public NdArray vx;
			public NdArray vy;
			public NdArray vz;
			public NdArray dx;
			public NdArray dy;
			public NdArray dz;
			public NdArray pmass;
			public NdArray r0;
			public NdArray r1;
			public NdArray t0;
			public NumCIL.Boolean.NdArray mask;

			public Galaxy(long size)
			{
				this.mass = Generate.Random(size) * (DATA)Math.Pow(10, 6) / (DATA)(4 * Math.PI * Math.PI);
				this.x = Generate.Random(size) * 2 * XMAX - XMAX;
				this.y = Generate.Random(size) * 2 * YMAX - YMAX;
				this.z = Generate.Random(size) * 2 * ZMAX - ZMAX;
				this.vx = Generate.Zeroes(size);
				this.vy = Generate.Zeroes(size);
				this.vz = Generate.Zeroes(size);
				this.dx = new NdArray(new [] {size, size});
				this.dy = new NdArray(new [] {size, size});
				this.dz = new NdArray(new [] {size, size});
				this.pmass = new NdArray(new [] {size, size});
				this.r0 = new NdArray(this.dx.Shape);
				this.r1 = new NdArray(this.dx.Shape);
				this.t0 = new NdArray(this.x.Shape);
				this.mask = new NumCIL.Boolean.NdArray(this.dx.Shape);
			}

			public DATA Sync()
			{
				return this.z.Value[0] + this.y.Value[0] + this.x.Value[0];
			}
		}

		public static void Solve(Galaxy galaxy, long steps)
		{
			for(long i = 0; i < steps; i++)
				Move(galaxy);
		}
	}
}
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Nbody Nice

A variation of the N-Body problem where the [image: O(N^2)] algorithm makes sense, params –size=planets*asteroids*timesteps:

--size=10*1000*10












	--size=10*200*100 --visualize
	--size=10*2000*100 --visualize
	--size=10*20000*100 --visualize
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Python Numpy


Error

There are issues with the implementation.

Visualization does not work when running with Bohrium since it relies on NumPy masked array.



#!/usr/bin/python
# -*- coding: utf-8 -*-
"""
NBody in N^2 complexity

Note that we are using only Newtonian forces and do not consider relativity
Neither do we consider collisions between stars
Thus some of our stars will accelerate to speeds beyond c
This is done to keep the simulation simple enough for teaching purposes

"""
from __future__ import print_function
from benchpress import util
import numpy as np
try:
    import numpy_force as npf
except ImportError:
    import numpy as npf


from nbody_nice_visualization import gfx_init, gfx_show

def fill_diagonal(a, val):
    d,_ = a.shape   # This only makes sense for square matrices
    a.shape=d*d     # Flatten a without making a copy
    a[::d+1]=val    # Assign the diagonal values
    a.shape = (d,d) # Return a to its original shape 

def calc_force(a, b, dt):
    """
    Calculate forces between bodies
    F = ((G m_a m_b)/r^2)/((x_b-x_a)/r)
    """
    # Ignore division by zero since we fix it explicitely by setting the diagonal in the forces arrays
    npf.seterr(divide='ignore',invalid='ignore')
 
    G = 6.673e-11

    dx = b['x'] - a['x'][:,None]
    dy = b['y'] - a['y'][:,None]
    dz = b['z'] - a['z'][:,None]
    pm = b['m'] * a['m'][:,None]

    #
    # For some reason then this pow(T, 0.5) is deadly to performance...
    # sqrt(T) is equivalent math, trying it out instead.
    #
    # This might actually be a neat optimization:
    # pow(T, 0.K) => k-root(T)
    #
    #r = ( dx ** 2 + dy ** 2 + dz ** 2) ** 0.5
    r = np.sqrt( dx ** 2 + dy ** 2 + dz ** 2)

    Fx = G * pm / r ** 2 * (dx / r) 
    Fy = G * pm / r ** 2 * (dy / r) 
    Fz = G * pm / r ** 2 * (dz / r) 
    
    # The diagonal nan numbers must be removed so that the force from a body
    # upon itself is zero
    if a is b:
        fill_diagonal(Fx,0.)
        fill_diagonal(Fy,0.)
        fill_diagonal(Fz,0.)

    a['vx'] += np.add.reduce(Fx, axis=1)/ a['m'] * dt
    a['vy'] += np.add.reduce(Fy, axis=1)/ a['m'] * dt
    a['vz'] += np.add.reduce(Fz, axis=1)/ a['m'] * dt

def move(solarsystem, asteroids, dt):
    """
    Move the bodies
    first find forces and change velocity and then move positions
    """
    calc_force(solarsystem, solarsystem, dt)
    calc_force(asteroids, solarsystem, dt)
    solarsystem['x'] += solarsystem['vx'] * dt
    solarsystem['y'] += solarsystem['vy'] * dt
    solarsystem['z'] += solarsystem['vz'] * dt

    asteroids['x'] += asteroids['vx'] * dt
    asteroids['y'] += asteroids['vy'] * dt
    asteroids['z'] += asteroids['vz'] * dt

def random_system(x_max, y_max, z_max, n, b, dtype=npf.float):
    """Generate a galaxy of random bodies"""
    
    solarmass=1.98892e30

    def circlev(rx, ry, rz):
        """Helper function..."""
        r2=npf.sqrt(rx*rx+ry*ry+rz*rz)
        numerator=(6.67e-11)*1e6*solarmass
        return npf.sqrt(numerator/r2)

    solarsystem = {}

    solarsystem['x'] = npf.random.random(n)
    solarsystem['y'] = npf.random.random(n)
    solarsystem['z'] = npf.random.random(n)*.01
    dist = (1.0/npf.sqrt(solarsystem['x']**2+solarsystem['y']**2+solarsystem['z']**2))-(0.8-npf.random.random()*.1)

    solarsystem['x'] = x_max*solarsystem['x']*dist*npf.sign(.5-npf.random.random(n))
    solarsystem['y'] = y_max*solarsystem['y']*dist*npf.sign(.5-npf.random.random(n))
    solarsystem['z'] = z_max*solarsystem['z']*dist*npf.sign(.5-npf.random.random(n))
    magv = circlev(
        solarsystem['x'],
        solarsystem['y'],
        solarsystem['z']
    )
    
    absangle = npf.arctan(npf.absolute(solarsystem['y']/solarsystem['x']))
    thetav= npf.pi/2-absangle
    solarsystem['vx']   = -1*npf.sign(solarsystem['y'])*npf.cos(thetav)*magv
    solarsystem['vy']   = npf.sign(solarsystem['x'])*npf.sin(thetav)*magv
    solarsystem['vz']   = npf.zeros(n)
    solarsystem['m']    = npf.random.random(n)*solarmass*10+1e20;

    solarsystem['m'][0]= 1e6*solarmass
    solarsystem['x'][0]= 0
    solarsystem['y'][0]= 0
    solarsystem['z'][0]= 0
    solarsystem['vx'][0]= 0
    solarsystem['vy'][0]= 0
    solarsystem['vz'][0]= 0

    asteroids = {}
    asteroids['x'] = npf.random.random(b)
    asteroids['y'] = npf.random.random(b)
    asteroids['z'] = npf.random.random(b)*.01
    dist = (1.0/npf.sqrt(asteroids['x']**2 + asteroids['y']**2 + asteroids['z']**2))-(npf.random.random()*.2)
    asteroids['x'] = x_max*asteroids['x']*dist*npf.sign(.5-npf.random.random(b))
    asteroids['y'] = y_max*asteroids['y']*dist*npf.sign(.5-npf.random.random(b))
    asteroids['z'] = z_max*asteroids['z']*dist*npf.sign(.5-npf.random.random(b))
    magv = circlev(
        asteroids['x'],
        asteroids['y'],
        asteroids['z']
    )
        
    absangle = npf.arctan(npf.absolute(asteroids['y'] / asteroids['x']))
    thetav= npf.pi/2-absangle
    asteroids['vx']   = -1*npf.sign(asteroids['y'])*npf.cos(thetav)*magv
    asteroids['vy']   = npf.sign(asteroids['x'])*npf.sin(thetav)*magv
    asteroids['vz']   = npf.zeros(b)
    asteroids['m']    = npf.random.random(b)*solarmass*10+1e14;
    
    ss = {}
    for key in solarsystem:
        ss[key] = np.array(solarsystem[key].astype(dtype))
    a = {}
    for key in asteroids:
        a[key] = np.array(asteroids[key].astype(dtype))
        
    return ss, a

def main():
    B = util.Benchmark()                            # Initialize Benchpress
    nplanets, nbodies, timesteps = B.size           # Grab arguments

    x_max = 1e18                                    # Simulation constants
    y_max = 1e18
    z_max = 1e18
    dt = 1e12

    solarsystem, asteroids = random_system(         # Setup galaxy
        x_max,
        y_max,
        z_max,
        nplanets,
        nbodies,
        B.dtype
    )

    if B.visualize:                                     # Init visuals
        plt, P3 = gfx_init(x_max, y_max, z_max)

    B.start()                                           # Timer start
    for timestep in xrange(0, timesteps):               # Run simulation
        if B.visualize and timestep % 10 == 0:          # With or without..
            gfx_show(plt, P3, solarsystem, asteroids)   # ..visuals
        move(solarsystem, asteroids, dt)
        if util.Benchmark().bohrium:
            np.flush()
    B.stop()                                            # Timer stop

    B.pprint()                                          # Print results..
    if B.verbose:                                       # ..and more.
        print(R)
    if B.visualize:                                     # Keep showing visuals
        plt.show(block=True)

if __name__ == "__main__":
    main()








Csharp Numcil

#region Copyright
/*
This file is part of Bohrium and copyright (c) 2012 the Bohrium:
team <http://www.bh107.org>.

Bohrium is free software: you can redistribute it and/or modify
it under the terms of the GNU Lesser General Public License as 
published by the Free Software Foundation, either version 3 
of the License, or (at your option) any later version.

Bohrium is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the 
GNU Lesser General Public License along with Bohrium. 

If not, see <http://www.gnu.org/licenses/>.
*/
#endregion

using System;
using System.Collections.Generic;
using System.Linq;
using System.Text;

using R = NumCIL.Range;

namespace nice
{

	using NumCIL.Double;
	using TArray = NumCIL.Double.NdArray;
	using TData = System.Double;

    public static class NiceSolverDouble
    {
		//private static readonly Utilities.Generator<TArray, TData> Generate = new Utilities.Generator<TArray, TData>();

		private static TData ConvertValue(object o) { return (TData)o; }

		//Gravity
		private static TData G = (TData)6.673e-11;

		// Solar mass
		public const TData SOLARMASS = (TData)1.98892e30;

		// Discrete Time units
		public const TData DT = (TData)1e12;


		private static void FillDiagonal(TArray a, TData val)
		{
			long d  = a.Shape.Dimensions[0].Length;
			a.Reshape(new NumCIL.Shape(new long[] { d }, 0, new long[] { d+1 })).Set(val);
		}

		private static void CalcForce(Bodies a, Bodies b)
		{
			var dx = b.x - a.x[R.NewAxis, R.All].Transposed;
			var dy = b.y - a.y[R.NewAxis, R.All].Transposed;
			var dz = b.z - a.z[R.NewAxis, R.All].Transposed;
			var pm = b.mass * a.mass[R.NewAxis, R.All].Transposed;

			if (a == b)
			{
				FillDiagonal(dx, 1);
				FillDiagonal(dy, 1);
				FillDiagonal(dz, 1);
				FillDiagonal(pm, 0);
			}

			var r = (dx.Pow(2) + dy.Pow(2) + dz.Pow(2)).Pow((TData)0.5);

			//In the below calc of the the forces the force of a body upon itself
			//becomes nan and thus destroys the data
			var Fx = G * pm / r.Pow(2) * (dx / r);
			var Fy = G * pm / r.Pow(2) * (dy / r);
			var Fz = G * pm / r.Pow(2) * (dz / r);

			//The diagonal nan numbers must be removed so that the force from a body
			//upon itself is zero
			if (a == b)
			{
				FillDiagonal(Fx, 0);
				FillDiagonal(Fy, 0);
				FillDiagonal(Fz, 0);
			}

			a.vx += Add.Reduce(Fx, 1) / a.mass * DT;
			a.vy += Add.Reduce(Fy, 1) / a.mass * DT;
			a.vz += Add.Reduce(Fz, 1) / a.mass * DT;
		}

		private static void Move(Galaxy galaxy)
		{
			CalcForce(galaxy.SolarSystem, galaxy.SolarSystem);
			CalcForce(galaxy.Asteroids, galaxy.SolarSystem);

			galaxy.SolarSystem.x += galaxy.SolarSystem.vx * DT;
			galaxy.SolarSystem.y += galaxy.SolarSystem.vy * DT;
			galaxy.SolarSystem.z += galaxy.SolarSystem.vz * DT;

			galaxy.Asteroids.x += galaxy.Asteroids.vx * DT;
			galaxy.Asteroids.y += galaxy.Asteroids.vy * DT;
			galaxy.Asteroids.z += galaxy.Asteroids.vz * DT;
		}


		public class Galaxy
		{
			public Bodies SolarSystem;
			public Bodies Asteroids;

			public Galaxy(long planets, long asteroids)
			{
				this.SolarSystem = new SolarSystem(planets);
				this.Asteroids = new Asteroids(asteroids);
			}
		}

		public abstract class Bodies
		{
			public const TData XMAX = (TData)1e18;
			public const TData YMAX = (TData)1e18;
			public const TData ZMAX = (TData)1e18;

			public TArray mass;
			public TArray x;
			public TArray y;
			public TArray z;
			public TArray vx;
			public TArray vy;
			public TArray vz;

			protected void Reset(long size)
			{
				this.x = Generate.Random(size);
				this.y = Generate.Random(size);
				this.z = Generate.Random(size) * (TData)0.01;

				var dist = 1f / Sqrt.Apply((this.x.Pow(2f) + this.y.Pow(2f) + this.z.Pow(2f)));
				dist = dist - (TData)(0.8f - (new Random().NextDouble() * 0.1f));

				this.x = XMAX * this.x * dist * Sign.Apply(.5f - Generate.Random(size));
				this.y = YMAX * this.y * dist * Sign.Apply(.5f - Generate.Random(size));
				this.z = ZMAX * this.z * dist * Sign.Apply(.5f - Generate.Random(size));

				var magv = Cirklev(this.x, this.y, this.z);
				var absangle = Atan.Apply(Abs.Apply(this.y / this.x));
				var thetav= (TData)(Math.PI/2) - absangle;

				this.vx = (TData)(-1) * Sign.Apply(this.y) * Cos.Apply(thetav) * magv;
				this.vy = Sign.Apply(this.x) * Sin.Apply(thetav) * magv;
				this.vz = Generate.Zeroes(size);
			}

			private TArray Cirklev(TArray rx, TArray ry, TArray rz)
			{
				var r2 = Sqrt.Apply(rx * rx + ry * ry + rz * rz);
				var numerator = (TData)((6.67e-11) * 1e6 * SOLARMASS);
				return Sqrt.Apply(numerator / r2);
			}
		}

		public class SolarSystem : Bodies
		{
			public SolarSystem(long size)
			{
				base.Reset(size);

				this.mass = (Generate.Random(size) * (TData)(SOLARMASS * 10)) + (TData)1e20;

				this.mass[0]= (TData)1e6 * SOLARMASS;
				this.x[0]= 0;
				this.y[0]= 0;
				this.z[0]= 0;
				this.vx[0]= 0;
				this.vy[0]= 0;
				this.vz[0]= 0;
			}
		}


		public class Asteroids : Bodies
		{
			public Asteroids(long size)
			{
				base.Reset(size);
				this.mass = (Generate.Random(size) * (TData)(SOLARMASS * 10)) + (TData)1e14;
			}
		}

		public static Galaxy Create(long planets, long asteroids)
		{
			return new Galaxy(planets, asteroids);
		}

		public static void Solve(Galaxy galaxy, long steps, bool image_output)
		{
			if (image_output)
				Render(galaxy, 0, steps);

			for (long step = 0; step < steps; step++)
			{
				Move(galaxy);

				if (image_output)
					Render(galaxy, step + 1, steps);
			}
		}

		private static void Render(Galaxy galaxy, long step, long steps)
		{
			var image_width = 1024;
			var image_height = 1024;

			var axz = galaxy.Asteroids.x;// / galaxy.Asteroids.z;
			var ayz = galaxy.Asteroids.y;// / galaxy.Asteroids.z;
			var sxz = galaxy.SolarSystem.x;// / galaxy.SolarSystem.z;
			var syz = galaxy.SolarSystem.y;// / galaxy.SolarSystem.z;

			Func<int, int, int, System.Drawing.Rectangle> inflateBox = (x, y, s) => new System.Drawing.Rectangle(new System.Drawing.Point(x - (s/2), y - (s/2)), new System.Drawing.Size(s, s));

			var mass_min = Min.Reduce(galaxy.SolarSystem.mass).Value[0];
			var mass_max = Max.Reduce(galaxy.SolarSystem.mass).Value[0];

			var rangex_max = Math.Max(Max.Reduce(axz).Value[0], Max.Reduce(sxz).Value[0]);
			var rangex_min = Math.Min(Min.Reduce(axz).Value[0], Min.Reduce(sxz).Value[0]);

			var rangey_max = Math.Max(Max.Reduce(ayz).Value[0], Max.Reduce(syz).Value[0]);
			var rangey_min = Math.Min(Min.Reduce(ayz).Value[0], Min.Reduce(syz).Value[0]);

			var rangex_diff = rangex_max - rangex_min;
			var rangey_diff = rangey_max - rangey_min;

			rangex_min = -Bodies.XMAX * 1.2f;
			rangey_min = -Bodies.YMAX * 1.2f;
			rangex_diff = Bodies.XMAX * 2.4f;
			rangey_diff = Bodies.YMAX * 2.4f;

			var sx = NumCIL.Int32.Min.Apply(image_width - 1, NumCIL.Int32.Max.Apply(0, ((NumCIL.Int32.NdArray)(((sxz - rangex_min) / rangex_diff) * (image_width - 1))))).AsArray();
			var sy = NumCIL.Int32.Min.Apply(image_height - 1, NumCIL.Int32.Max.Apply(0, ((NumCIL.Int32.NdArray)(((syz - rangey_min) / rangey_diff) * (image_height - 1))))).AsArray();

			var ax = NumCIL.Int32.Min.Apply(image_width - 1, NumCIL.Int32.Max.Apply(0, ((NumCIL.Int32.NdArray)(((axz - rangex_min) / rangex_diff) * (image_width - 1))))).AsArray();
			var ay = NumCIL.Int32.Min.Apply(image_height - 1, NumCIL.Int32.Max.Apply(0, ((NumCIL.Int32.NdArray)(((ayz - rangey_min) / rangey_diff) * (image_height - 1))))).AsArray();

			using (var image = new System.Drawing.Bitmap(image_width, image_height))
			{
				using (var gc = System.Drawing.Graphics.FromImage(image))
					gc.Clear(System.Drawing.Color.White);
					
				using (var gc = System.Drawing.Graphics.FromImage(image))
				{
					for (var s = 0; s < ax.Length; s++)
						gc.DrawEllipse(System.Drawing.Pens.DarkGray, inflateBox(ax[s], ay[s], 1));
					for (var s = 0; s < sx.Length; s++)
						gc.DrawEllipse(System.Drawing.Pens.Red, inflateBox(sx[s], sy[s], 2));
				}

				image.Save(string.Format("step-{0:0000}.png", step), System.Drawing.Imaging.ImageFormat.Png);
			}

			Console.WriteLine("Completed step {0} of {1}", step, steps);
		}
	}
}

namespace nice
{

	using NumCIL.Float;
	using TArray = NumCIL.Float.NdArray;
	using TData = System.Single;

    public static class NiceSolverSingle
    {
		//private static readonly Utilities.Generator<TArray, TData> Generate = new Utilities.Generator<TArray, TData>();

		private static TData ConvertValue(object o) { return (TData)o; }

		//Gravity
		private static TData G = (TData)6.673e-11;

		// Solar mass
		public const TData SOLARMASS = (TData)1.98892e30;

		// Discrete Time units
		public const TData DT = (TData)1e12;


		private static void FillDiagonal(TArray a, TData val)
		{
			long d  = a.Shape.Dimensions[0].Length;
			a.Reshape(new NumCIL.Shape(new long[] { d }, 0, new long[] { d+1 })).Set(val);
		}

		private static void CalcForce(Bodies a, Bodies b)
		{
			var dx = b.x - a.x[R.NewAxis, R.All].Transposed;
			var dy = b.y - a.y[R.NewAxis, R.All].Transposed;
			var dz = b.z - a.z[R.NewAxis, R.All].Transposed;
			var pm = b.mass * a.mass[R.NewAxis, R.All].Transposed;

			if (a == b)
			{
				FillDiagonal(dx, 1);
				FillDiagonal(dy, 1);
				FillDiagonal(dz, 1);
				FillDiagonal(pm, 0);
			}

			var r = (dx.Pow(2) + dy.Pow(2) + dz.Pow(2)).Pow((TData)0.5);

			//In the below calc of the the forces the force of a body upon itself
			//becomes nan and thus destroys the data
			var Fx = G * pm / r.Pow(2) * (dx / r);
			var Fy = G * pm / r.Pow(2) * (dy / r);
			var Fz = G * pm / r.Pow(2) * (dz / r);

			//The diagonal nan numbers must be removed so that the force from a body
			//upon itself is zero
			if (a == b)
			{
				FillDiagonal(Fx, 0);
				FillDiagonal(Fy, 0);
				FillDiagonal(Fz, 0);
			}

			a.vx += Add.Reduce(Fx, 1) / a.mass * DT;
			a.vy += Add.Reduce(Fy, 1) / a.mass * DT;
			a.vz += Add.Reduce(Fz, 1) / a.mass * DT;
		}

		private static void Move(Galaxy galaxy)
		{
			CalcForce(galaxy.SolarSystem, galaxy.SolarSystem);
			CalcForce(galaxy.Asteroids, galaxy.SolarSystem);

			galaxy.SolarSystem.x += galaxy.SolarSystem.vx * DT;
			galaxy.SolarSystem.y += galaxy.SolarSystem.vy * DT;
			galaxy.SolarSystem.z += galaxy.SolarSystem.vz * DT;

			galaxy.Asteroids.x += galaxy.Asteroids.vx * DT;
			galaxy.Asteroids.y += galaxy.Asteroids.vy * DT;
			galaxy.Asteroids.z += galaxy.Asteroids.vz * DT;
		}


		public class Galaxy
		{
			public Bodies SolarSystem;
			public Bodies Asteroids;

			public Galaxy(long planets, long asteroids)
			{
				this.SolarSystem = new SolarSystem(planets);
				this.Asteroids = new Asteroids(asteroids);
			}
		}

		public abstract class Bodies
		{
			public const TData XMAX = (TData)1e18;
			public const TData YMAX = (TData)1e18;
			public const TData ZMAX = (TData)1e18;

			public TArray mass;
			public TArray x;
			public TArray y;
			public TArray z;
			public TArray vx;
			public TArray vy;
			public TArray vz;

			protected void Reset(long size)
			{
				this.x = Generate.Random(size);
				this.y = Generate.Random(size);
				this.z = Generate.Random(size) * (TData)0.01;

				var dist = 1f / Sqrt.Apply((this.x.Pow(2f) + this.y.Pow(2f) + this.z.Pow(2f)));
				dist = dist - (TData)(0.8f - (new Random().NextDouble() * 0.1f));

				this.x = XMAX * this.x * dist * Sign.Apply(.5f - Generate.Random(size));
				this.y = YMAX * this.y * dist * Sign.Apply(.5f - Generate.Random(size));
				this.z = ZMAX * this.z * dist * Sign.Apply(.5f - Generate.Random(size));

				var magv = Cirklev(this.x, this.y, this.z);
				var absangle = Atan.Apply(Abs.Apply(this.y / this.x));
				var thetav= (TData)(Math.PI/2) - absangle;

				this.vx = (TData)(-1) * Sign.Apply(this.y) * Cos.Apply(thetav) * magv;
				this.vy = Sign.Apply(this.x) * Sin.Apply(thetav) * magv;
				this.vz = Generate.Zeroes(size);
			}

			private TArray Cirklev(TArray rx, TArray ry, TArray rz)
			{
				var r2 = Sqrt.Apply(rx * rx + ry * ry + rz * rz);
				var numerator = (TData)((6.67e-11) * 1e6 * SOLARMASS);
				return Sqrt.Apply(numerator / r2);
			}
		}

		public class SolarSystem : Bodies
		{
			public SolarSystem(long size)
			{
				base.Reset(size);

				this.mass = (Generate.Random(size) * (TData)(SOLARMASS * 10)) + (TData)1e20;

				this.mass[0]= (TData)1e6 * SOLARMASS;
				this.x[0]= 0;
				this.y[0]= 0;
				this.z[0]= 0;
				this.vx[0]= 0;
				this.vy[0]= 0;
				this.vz[0]= 0;
			}
		}


		public class Asteroids : Bodies
		{
			public Asteroids(long size)
			{
				base.Reset(size);
				this.mass = (Generate.Random(size) * (TData)(SOLARMASS * 10)) + (TData)1e14;
			}
		}

		public static Galaxy Create(long planets, long asteroids)
		{
			return new Galaxy(planets, asteroids);
		}

		public static void Solve(Galaxy galaxy, long steps, bool image_output)
		{
			if (image_output)
				Render(galaxy, 0, steps);

			for (long step = 0; step < steps; step++)
			{
				Move(galaxy);

				if (image_output)
					Render(galaxy, step + 1, steps);
			}
		}

		private static void Render(Galaxy galaxy, long step, long steps)
		{
			var image_width = 1024;
			var image_height = 1024;

			var axz = galaxy.Asteroids.x;// / galaxy.Asteroids.z;
			var ayz = galaxy.Asteroids.y;// / galaxy.Asteroids.z;
			var sxz = galaxy.SolarSystem.x;// / galaxy.SolarSystem.z;
			var syz = galaxy.SolarSystem.y;// / galaxy.SolarSystem.z;

			Func<int, int, int, System.Drawing.Rectangle> inflateBox = (x, y, s) => new System.Drawing.Rectangle(new System.Drawing.Point(x - (s/2), y - (s/2)), new System.Drawing.Size(s, s));

			var mass_min = Min.Reduce(galaxy.SolarSystem.mass).Value[0];
			var mass_max = Max.Reduce(galaxy.SolarSystem.mass).Value[0];

			var rangex_max = Math.Max(Max.Reduce(axz).Value[0], Max.Reduce(sxz).Value[0]);
			var rangex_min = Math.Min(Min.Reduce(axz).Value[0], Min.Reduce(sxz).Value[0]);

			var rangey_max = Math.Max(Max.Reduce(ayz).Value[0], Max.Reduce(syz).Value[0]);
			var rangey_min = Math.Min(Min.Reduce(ayz).Value[0], Min.Reduce(syz).Value[0]);

			var rangex_diff = rangex_max - rangex_min;
			var rangey_diff = rangey_max - rangey_min;

			rangex_min = -Bodies.XMAX * 1.2f;
			rangey_min = -Bodies.YMAX * 1.2f;
			rangex_diff = Bodies.XMAX * 2.4f;
			rangey_diff = Bodies.YMAX * 2.4f;

			var sx = NumCIL.Int32.Min.Apply(image_width - 1, NumCIL.Int32.Max.Apply(0, ((NumCIL.Int32.NdArray)(((sxz - rangex_min) / rangex_diff) * (image_width - 1))))).AsArray();
			var sy = NumCIL.Int32.Min.Apply(image_height - 1, NumCIL.Int32.Max.Apply(0, ((NumCIL.Int32.NdArray)(((syz - rangey_min) / rangey_diff) * (image_height - 1))))).AsArray();

			var ax = NumCIL.Int32.Min.Apply(image_width - 1, NumCIL.Int32.Max.Apply(0, ((NumCIL.Int32.NdArray)(((axz - rangex_min) / rangex_diff) * (image_width - 1))))).AsArray();
			var ay = NumCIL.Int32.Min.Apply(image_height - 1, NumCIL.Int32.Max.Apply(0, ((NumCIL.Int32.NdArray)(((ayz - rangey_min) / rangey_diff) * (image_height - 1))))).AsArray();

			using (var image = new System.Drawing.Bitmap(image_width, image_height))
			{
				using (var gc = System.Drawing.Graphics.FromImage(image))
					gc.Clear(System.Drawing.Color.White);
					
				using (var gc = System.Drawing.Graphics.FromImage(image))
				{
					for (var s = 0; s < ax.Length; s++)
						gc.DrawEllipse(System.Drawing.Pens.DarkGray, inflateBox(ax[s], ay[s], 1));
					for (var s = 0; s < sx.Length; s++)
						gc.DrawEllipse(System.Drawing.Pens.Red, inflateBox(sx[s], sy[s], 2));
				}

				image.Save(string.Format("step-{0:0000}.png", step), System.Drawing.Imaging.ImageFormat.Png);
			}

			Console.WriteLine("Completed step {0} of {1}", step, steps);
		}
	}
}
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Ndstencil

Creates a dense stencil and applies in an N-Dimensional world for I iterations.
The size of the world is cubic matching [image: size^2].
Params(size*iterations*dimensions):

--size=25*10*1
--size=25*10*2
--size=25*10*3
...
--size=25*10*N





It it similar to Heat Equation when applying the stencil in two dimensions:








	--size=16*1*2 --visualize
	--size=16*100*2 --visualize
	--size=16*1000*2 --visualize


	[image: ../_images/ndstencil_16_0001_2.png]

	[image: ../_images/ndstencil_16_0100_2.png]

	[image: ../_images/ndstencil_16_1000_2.png]







Python Numpy

from __future__ import print_function
import itertools as it
from benchpress import util
import numpy as np

def create_shape(dims, size=20):
    """
    Generate a suitable N dimensional shape of size
    size**2 core elements
    """
    shape=[]
    for _ in xrange(dims):
        ds = size/dims
        shape.append(2**ds+2)
        dims-=1
        size-=ds

    return shape

def create_world(shape, core_v, edge_v, dtype=np.float32):
    """
    Generate an N=len(shape) dimensional world with core values
    set to core_v and edge values set to edge_v
    """
    w = np.empty(shape, dtype=dtype)
    w[:] = w.dtype.type(edge_v)
    v = [s for s in it.starmap(slice,it.repeat((1,-1),len(w.shape)))]
    w[v][:] = w.dtype.type(core_v)

    return w

def create_random_world(shape, B):
    """
    Generate an N=len(shape) dimensional world with
    random values.

    .. note:: This is not used...
    """
    return np.array(B.random_array(shape), dtype=B.dtype)

def solve(stencil, world, I):
    """
    Run a simple dence stencil operation on a ND array world
    for I iterations
    """
    FAC = 1.0/len(stencil)
    for _ in xrange(I):
        stencil[len(stencil)/2][:] = sum(stencil)*FAC
        if util.Benchmark().bohrium:
            np.flush()

    return world

def main():
    B = util.Benchmark()
    size    = B.size[0]
    I       = B.size[1]
    D       = B.size[2]

    if B.inputfn:
        world = B.load_array()
    else:
        world = create_world(create_shape(D, size), 0.0, 255.0, dtype=B.dtype)
        #world = create_random_world(create_shape(D, size), B)

    stencil = [world[s] for s in [map((lambda se : slice(se[0],se[1])),i)
                                  for i in it.product([(0,-2),(1,-1),(2,None)],
                                                      repeat=len(world.shape))]]
    if B.dumpinput:
        B.dump_arrays("ndstencil", {'input': world})

    B.start()
    R = solve(stencil, world, I)
    B.stop()
    B.pprint()
    if B.verbose:
        print( "Solving",D, "dimensional",world.shape,"problem with",       \
               len([i for i in it.product([None,None,None], repeat=D)]),    \
               "point stencil.")    
    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})
    if B.visualize and D in [2]:
        util.visualize_grid(world, "World", block=True)

if __name__ == "__main__":
    main()
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Point27

A 27-point stencil on three-dimensional cubic array, params –size=N*Iterations:

--size=250*5






Python Numpy


Note

There is Bohrium-specific code this implementation, this means Bohrium is required to run it.

Uses the Bohrium features from bohrium.stdviews specifically no_border and D3P27.



from __future__ import print_function
from benchpress import util
import numpy as np
from bohrium.stdviews import no_border, D3P27

def point27_init(size):
    """TODO: Describe the data generated by this function."""

    data = np.zeros((size,size,size))
    mid = size/2
    data[mid-8:mid+8, mid-8:mid+8] = 100.0

    return data

def point27(data, iterations):
    """TODO: Describe the benchmark."""
    
    active  = no_border(data, 1)
    stencil = D3P27(data)
    for _ in xrange(iterations):
        active[:] = sum(stencil)/27.0
        if util.Benchmark().bohrium:
            np.flush()

    return active

def main():
    """
    Example parameter: --size=400*10.
    This will execute on a 400x400x400 dataset for 10 iterations.
    """
    B = util.Benchmark()        # Benchmark setup
    (N, I) = B.size
    data = point27_init(N)
    
    B.start()                   # Benchmark run, timing, pprint
    R = point27(data, I)
    B.stop()
    B.pprint()

    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})

if __name__ == "__main__":
    main()
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Pricing

Rolf Poulsens code for pricing american options, –size=magic_number:

--size=252






Python Numpy


Error

There are issues with the implementation.

Running with Bohrium results in:

Segmentation fault (core dumped)





I seem to recall that this benchmark was never correctly ported.



from __future__ import print_function
"""
#
# NumPy version of Rolf Poulsens code for pricing american options.
#
# R-code source: http://www.math.ku.dk/~rolf/FAMOES/UsualBinomAmrPut.R 
#
source("UsualBinomAmrPut.R")

S0<-100;r<-0.03; alpha<-0.07; sigma<-0.20;

expiry<-1; strike<-100

n<-expiry*252; dt<-expiry/n
u<-exp(alpha*dt+sigma*sqrt(dt)); d<-exp(alpha*dt-sigma*sqrt(dt))
R<-exp(r*dt)

q<-(R-d)/(u-d)

put<-matrix(0,nrow=(n+1),ncol=(n+1))

put[,n+1]<-pmax(strike-S0*u^(0:n)*d^(n:0),0)

for (i in n:1) {
  for (j in 1:i){
     S<-S0*u^(j-1)* d^(i-j) 
     put[j,i]<-max(max(strike-S,0),(q*put[j+1,i+1]+(1-q)*put[j,i+1])/R) 
   }
}

print(put[1,1])
"""
import math
from benchpress import util
import numpy as np

def main():

    B = util.Benchmark()
    magic_number = B.size[0] # Set to 252

    S0      = 100.0         # Pricing parameters
    r       = 0.03
    alpha   = 0.07
    sigma   = 0.20
    expiry  = 1.0
    strike  = 100.0

    n   = int(expiry * magic_number)
    dt  = expiry / n
    u   = math.exp( alpha*dt + sigma*math.sqrt(dt) )
    d   = math.exp( alpha*dt - sigma*math.sqrt(dt) )
    R   = math.exp( r*dt )
    q   = (R-d)/(u-d)

    asc     = np.array( range(0, n+1) )
    desc    = np.array( range(n,-1,-1) )

    B.start()

    put         = np.zeros( (n+1, n+1) )
    put[:,n]    = np.maximum( strike - S0* (u**asc) * (d**desc), 0 )

    for i in xrange(n-1, -1, -1):
        for j in xrange(0, i+1):
            S = S0*u*(j-1)* (d**(i-j))
            put[j,i] = max(max(strike-S, 0.0), (q*put[j+1,i+1]+(1-q) * put[j,i+1])/R)
    B.stop()
    B.pprint()

if __name__ == "__main__":
    main()
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Reactiondiffusion


Csharp Numcil

#region Copyright
/*
This file is part of Bohrium and copyright (c) 2012 the Bohrium:
team <http://www.bh107.org>.

Bohrium is free software: you can redistribute it and/or modify
it under the terms of the GNU Lesser General Public License as 
published by the Free Software Foundation, either version 3 
of the License, or (at your option) any later version.

Bohrium is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the 
GNU Lesser General Public License along with Bohrium. 

If not, see <http://www.gnu.org/licenses/>.
*/
#endregion

using System;
using System.Collections.Generic;
using System.Linq;
using System.Text;

using R = NumCIL.Range;

namespace reactiondiffusion
{

	using NumCIL.Double;
	using TArray = NumCIL.Double.NdArray;
	using TData = System.Double;

	public static class ReactionDiffusionSolverDouble
	{
		private static TArray Laplacian(TArray Z, TData dx)
		{
			var Ztop = Z[R.R(0, -2), R.R(1, -1)];
			var Zleft = Z[R.R(1, -1), R.R(0, -2)];
			var Zbottom = Z[R.R(2, 0), R.R(1, -1)];
			var Zright = Z[R.R(1, -1), R.R(2, 0)];
			var Zcenter = Z[R.R(1, -1), R.R(1, -1)];

			return (Ztop + Zleft + Zbottom + Zright - 4 * Zcenter) / (TData)Math.Pow(dx, 2);
		}

		public static void UpdateBondaries(TArray Z)
		{
			Z[R.El(0), R.All] = Z[R.El(1), R.All];
			Z[R.El(-1), R.All] = Z[R.El(-2), R.All];
			Z[R.All, R.El(0)] = Z[R.All, R.El(1)];
			Z[R.All, R.El(-1)] = Z[R.All, R.El(-2)];
		}

		public class Data
		{
			public TArray U;
			public TArray V;
			public long Size;
		}

		public static Data Create(long size)
		{
			return new Data()
			{
				U = Generate.Random(new long[] { size, size }),
				V = Generate.Random(new long[] { size, size }),
				Size = size
			};
		}

		public static TArray Solve(Data data, long iterations, bool image_output)
		{
			var a = (TData)2.8e-4;
			var b = (TData)5e-3;
			var tau = (TData)(0.1);
			var k = (TData)(-0.005);

			var dx = (TData)(2.0/data.Size);

			var T = (TData)10.0; // Total time
			var dt = (TData)(.9 * Math.Pow(dx,2) / 2);  // time step
			var n = (long)(T/dt);

			var U = data.U;
			var V = data.V;

			for(var step = 0L; step < iterations; step++)
			{
				if (image_output)
					Plot(data, step, iterations);

				// We compute the Laplacian of u and v.
				var deltaU = Laplacian(U, dx);
				var deltaV = Laplacian(V, dx);

				// We take the values of u and v inside the grid.
				var Uc = U[R.R(1,-1),R.R(1,-1)];
				var Vc = V[R.R(1,-1),R.R(1,-1)];

				// We update the variables.
				U[R.R(1,-1),R.R(1,-1)] = Uc + dt * (a * deltaU + Uc - Uc.Pow(3) - Vc + k);
				V[R.R(1,-1),R.R(1,-1)] = Vc + dt * (b * deltaV + Uc - Vc) / tau;
			
				// Neumann conditions: derivatives at the edges are null.
				UpdateBondaries(U);
				UpdateBondaries(V);


			}

			if (image_output)
				Plot(data, iterations, iterations);


			return U;
		}

		public static TData Sync(Data data)
		{
			return data.U.Value[0];
		}

		public static void Plot(Data data, long step, long steps)
		{
			var cm = Utilities.Render.ColorMap(System.Drawing.Color.Coral);
			var nm = Utilities.Render.Normalize<TData>(-1, 1);
			Utilities.Render.Plot<TData>(string.Format("step-{0:0000}.png", step), data.U, (x, y, v) => cm(nm(v)));
		}
	}
}

namespace reactiondiffusion
{

	using NumCIL.Float;
	using TArray = NumCIL.Float.NdArray;
	using TData = System.Single;

	public static class ReactionDiffusionSolverSingle
	{
		private static TArray Laplacian(TArray Z, TData dx)
		{
			var Ztop = Z[R.R(0, -2), R.R(1, -1)];
			var Zleft = Z[R.R(1, -1), R.R(0, -2)];
			var Zbottom = Z[R.R(2, 0), R.R(1, -1)];
			var Zright = Z[R.R(1, -1), R.R(2, 0)];
			var Zcenter = Z[R.R(1, -1), R.R(1, -1)];

			return (Ztop + Zleft + Zbottom + Zright - 4 * Zcenter) / (TData)Math.Pow(dx, 2);
		}

		public static void UpdateBondaries(TArray Z)
		{
			Z[R.El(0), R.All] = Z[R.El(1), R.All];
			Z[R.El(-1), R.All] = Z[R.El(-2), R.All];
			Z[R.All, R.El(0)] = Z[R.All, R.El(1)];
			Z[R.All, R.El(-1)] = Z[R.All, R.El(-2)];
		}

		public class Data
		{
			public TArray U;
			public TArray V;
			public long Size;
		}

		public static Data Create(long size)
		{
			return new Data()
			{
				U = Generate.Random(new long[] { size, size }),
				V = Generate.Random(new long[] { size, size }),
				Size = size
			};
		}

		public static TArray Solve(Data data, long iterations, bool image_output)
		{
			var a = (TData)2.8e-4;
			var b = (TData)5e-3;
			var tau = (TData)(0.1);
			var k = (TData)(-0.005);

			var dx = (TData)(2.0/data.Size);

			var T = (TData)10.0; // Total time
			var dt = (TData)(.9 * Math.Pow(dx,2) / 2);  // time step
			var n = (long)(T/dt);

			var U = data.U;
			var V = data.V;

			for(var step = 0L; step < iterations; step++)
			{
				if (image_output)
					Plot(data, step, iterations);

				// We compute the Laplacian of u and v.
				var deltaU = Laplacian(U, dx);
				var deltaV = Laplacian(V, dx);

				// We take the values of u and v inside the grid.
				var Uc = U[R.R(1,-1),R.R(1,-1)];
				var Vc = V[R.R(1,-1),R.R(1,-1)];

				// We update the variables.
				U[R.R(1,-1),R.R(1,-1)] = Uc + dt * (a * deltaU + Uc - Uc.Pow(3) - Vc + k);
				V[R.R(1,-1),R.R(1,-1)] = Vc + dt * (b * deltaV + Uc - Vc) / tau;
			
				// Neumann conditions: derivatives at the edges are null.
				UpdateBondaries(U);
				UpdateBondaries(V);


			}

			if (image_output)
				Plot(data, iterations, iterations);


			return U;
		}

		public static TData Sync(Data data)
		{
			return data.U.Value[0];
		}

		public static void Plot(Data data, long step, long steps)
		{
			var cm = Utilities.Render.ColorMap(System.Drawing.Color.Coral);
			var nm = Utilities.Render.Normalize<TData>(-1, 1);
			Utilities.Render.Plot<TData>(string.Format("step-{0:0000}.png", step), data.U, (x, y, v) => cm(nm(v)));
		}
	}
}
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Rosenbrock

Rosenbrock function...


[image: f(\bm{x}) = \sum\limits_{i=1}^{N-1}((1-x_i)^2+100(x_{i+1}-x_{i}^{2})^2),\forall x \in \mathbb{R}^N]



Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def rosen(x):
    return np.sum(
        100.0*(x[1:]-x[:-1]**2.0)**2.0 + \
        (1-x[:-1])**2.0
    )

def main():
    B = util.Benchmark()                        # Initialize Benchpress
    N, T = B.size                               # Grab command-line arguments

    if B.inputfn:
        dataset = B.load_array()
    else:
        dataset = np.arange(
            N,
            dtype=B.dtype
        ) / B.dtype(N)                       # Create psuedo-data

    if B.dumpinput:
        B.dump_arrays("rosenbrock", {'input': dataset})

    B.start()                                   # Sample wall-clock start
    res = 0.0
    for _ in xrange(0, T):                      # Do T trials of..
        res += rosen(dataset)                   # ..executing rosenbrock.
    res /= T
    B.stop()                                    # Sample wall-clock stop
    B.pprint()                                  # Print elapsed wall-clock etc.

    R = np.zeros((1), dtype=B.dtype)
    R[0] = res
    if B.outputfn:
        B.tofile(B.outputfn, {'res':R})

    if B.verbose:                               # Print more, such as results
        print(R)

if __name__ == "__main__":
    main()








C99 Seq

#include <stdlib.h>
#include <stdio.h>
#include <math.h>
#include <bp_util.h>

double rosenbrock(int nelements, double* x)
{
    double sum = 0.0;
    for(int i=0; i<nelements-2; ++i) {
        sum += 100.0*pow((x[i+1] - pow(x[i], 2)), 2) + pow((1-x[i]), 2);
    }
    return sum;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];
    const int trials = bp.args.sizes[1];

    // Create the pseudo-data
    double* dataset = (double*)malloc(sizeof(double)*nelements);

    for(int i=0; i<nelements; ++i) {
        dataset[i] = i/(double)nelements;
    }

    bp.timer_start();                               // Start timer
    double res = 0.0;
    for(int i=0; i<trials; ++i) {
        res += rosenbrock(nelements, dataset);      // Run benchmark
    }
    res /= trials;
    bp.timer_stop();                                // Stop timer
    
    bp.print("rosenbrock(c99_seq)");                // Print results..
    if (bp.args.verbose) {                          // ..and value.
        printf("Result = %f\n", res);
    }

    return 0;
}








Cpp11 Bxx

#include <iostream>
#include <iomanip>
#include <bp_util.h>
#include <bxx/bohrium.hpp>

using namespace std;
using namespace bxx;

double rosenbrock(multi_array<double>& x)
{
    return scalar<double>(sum(
        100.0 * pow(x[_ABF()]-pow(x[_ABL()], 2.0), 2.0) +
        pow(1.0-x[_ABL()], 2.0)
    ));
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];
    const int trials = bp.args.sizes[1];

    multi_array<double> dataset;                    // Create pseudo-data
    dataset = range<double>(nelements) / (double)nelements;

    Runtime::instance().flush();
    bp.timer_start();                               // Start timer
    double res = 0.0;
    for(int i=0; i<trials; ++i) {
        res = rosenbrock(dataset);                  // Run benchmark
    }
    Runtime::instance().flush();
    bp.timer_stop();                                // Stop timer
    bp.print("rosenbrock(cpp11_bxx)");
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "Result = " << res << endl;
    }

    return 0;
}








Cpp11 Omp

#include <iostream>
#include <iomanip>
#include <cmath>
#include <omp.h>
#include <bp_util.h>

using namespace std;

double rosenbrock(int nelements, double* x)
{
    double sum = 0.0;
    #pragma omp parallel for reduction(+:sum)
    for(int i=0; i<nelements-2; ++i) {
        sum += 100.0*pow((x[i+1] - pow(x[i], 2)), 2) + pow((1-x[i]), 2);
    }
    return sum;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];
    const int trials = bp.args.sizes[1];

    // Create the pseudo-data
    double* dataset = (double*)malloc(sizeof(double)*nelements);

    #pragma omp parallel for
    for(int i=0; i<nelements; ++i) {
        dataset[i] = i/(double)nelements;
    }

    bp.timer_start();                               // Start timer
    double res = 0.0;
    for(int i=0; i<trials; ++i) {
        res += rosenbrock(nelements, dataset);      // Run benchmark
    }
    res /= trials;
    bp.timer_stop();                                // Stop timer
    bp.print("rosenbrock(cpp11_omp)");
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "Result = " << res << endl;
    }

    return 0;
}








Cpp11 Seq

#include <iostream>
#include <iomanip>
#include <cmath>
#include <bp_util.h>

using namespace std;

double rosenbrock(int nelements, double* x)
{
    double sum = 0.0;
    for(int i=0; i<nelements-2; ++i) {
        sum += 100.0*pow((x[i+1] - pow(x[i], 2)), 2) + pow((1-x[i]), 2);
    }
    return sum;
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements = bp.args.sizes[0];
    const int trials = bp.args.sizes[1];

    // Create the pseudo-data
    double* dataset = (double*)malloc(sizeof(double)*nelements);

    for(int i=0; i<nelements; ++i) {
        dataset[i] = i/(double)nelements;
    }

    bp.timer_start();                               // Start timer
    double res = 0.0;
    for(int i=0; i<trials; ++i) {
        res += rosenbrock(nelements, dataset);      // Run benchmark
    }
    res /= trials;
    bp.timer_stop();                                // Stop timer
    bp.print("rosenbrock(cpp11_seq)");
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "Result = " << res << endl;
    }

    return 0;
}
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Shallow Water

Shallow Water simulation and adoption of the Matlab implementation http://people.sc.fsu.edu/~jburkardt/m_src/shallow_water_2d/
Params, –size=Height*Width*Iterations:

--size=1000*1000*10












	--size=100*100*1 --visualize
	--size=100*100*100 --visualize
	--size=100*100*1000 --visualize
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Python Numpy

from __future__ import print_function
"""
Shallow Water
-------------

So what does this code example illustrate?

Adapted from: http://people.sc.fsu.edu/~jburkardt/m_src/shallow_water_2d/
"""
from benchpress import util
import numpy as np

g = 9.80665 # gravitational acceleration

def droplet(height, width, data_type=np.float32):
    """Generate grid of droplets"""

    x = np.array(np.linspace(-1, 1, num=width, endpoint=True), dtype=data_type)
    y = np.array(np.linspace(-1, 1, num=width, endpoint=True), dtype=data_type)

    (xx, yy) = np.meshgrid(x, y)

    droplet = height * np.exp(-5 * (xx ** 2 + yy ** 2))

    return droplet

def model(height, width, dtype=np.float32):
    assert height >= 16
    assert width >= 16

    m = np.ones((height, width), dtype=dtype)
    D = droplet(8, 8)  # simulate a water drop
    droploc = height / 4
    (dropx, dropy) = D.shape
    m[droploc:droploc + dropx, droploc:droploc + dropy] += D
    droploc = height / 2
    (dropx, dropy) = D.shape
    m[droploc:droploc + dropx, droploc:droploc + dropy] += D

    return m

#FLOP count: i*(12*s + 4*s**2 + 14*s**2 + 9*s**2 + 4*s**2 + 9*s**2 + 14*s**2 + 6*s**2 + 19*s**2 + 19*s**2)
#where s is size and i is iterations
def step(H, U, V, dt=0.02, dx=1.0, dy=1.0):
    # Reflecting boundary conditions
    H[:,0] = H[:,1]   ; U[:,0] = U[:,1]     ; V[:,0] = -V[:,1]
    H[:,-1] = H[:,-2] ; U[:,-1] = U[:,-2]   ; V[:,-1] = -V[:,-2]
    H[0,:] = H[1,:]   ; U[0,:] = -U[1,:]    ; V[0,:] = V[1,:]
    H[-1,:] = H[-2,:] ; U[-1,:] = -U[-2,:]  ; V[-1,:] = V[-2,:]

    #First half step

    # height
    Hx = (H[1:,1:-1]+H[:-1,1:-1])/2 - dt/(2*dx)*(U[1:,1:-1]-U[:-1,1:-1])

    # x momentum
    Ux = (U[1:,1:-1]+U[:-1,1:-1])/2 - \
         dt/(2*dx) * ((U[1:,1:-1]**2/H[1:,1:-1] + g/2*H[1:,1:-1]**2) -
                      (U[:-1,1:-1]**2/H[:-1,1:-1] + g/2*H[:-1,1:-1]**2))

    # y momentum
    Vx = (V[1:,1:-1]+V[:-1,1:-1])/2 - \
         dt/(2*dx) * ((U[1:,1:-1]*V[1:,1:-1]/H[1:,1:-1]) -
                      (U[:-1,1:-1]*V[:-1,1:-1]/H[:-1,1:-1]))

    # height
    Hy = (H[1:-1,1:]+H[1:-1,:-1])/2 - dt/(2*dy)*(V[1:-1,1:]-V[1:-1,:-1])

    #x momentum
    Uy = (U[1:-1,1:]+U[1:-1,:-1])/2 - \
         dt/(2*dy)*((V[1:-1,1:]*U[1:-1,1:]/H[1:-1,1:]) -
                    (V[1:-1,:-1]*U[1:-1,:-1]/H[1:-1,:-1]))
    #y momentum
    Vy = (V[1:-1,1:]+V[1:-1,:-1])/2 - \
         dt/(2*dy)*((V[1:-1,1:]**2/H[1:-1,1:] + g/2*H[1:-1,1:]**2) -
                    (V[1:-1,:-1]**2/H[1:-1,:-1] + g/2*H[1:-1,:-1]**2))

    #Second half step

    # height
    H[1:-1,1:-1] -= (dt/dx)*(Ux[1:,:]-Ux[:-1,:]) + (dt/dy)*(Vy[:,1:]-Vy[:,:-1])

    # x momentum
    U[1:-1,1:-1] -= (dt/dx)*((Ux[1:,:]**2/Hx[1:,:] + g/2*Hx[1:,:]**2) -
                             (Ux[:-1,:]**2/Hx[:-1,:] + g/2*Hx[:-1,:]**2)) + \
                    (dt/dy)*((Vy[:,1:] * Uy[:,1:]/Hy[:,1:]) -
                             (Vy[:,:-1] * Uy[:,:-1]/Hy[:,:-1]))
    # y momentum
    V[1:-1,1:-1] -= (dt/dx)*((Ux[1:,:] * Vx[1:,:]/Hx[1:,:]) -
                             (Ux[:-1,:]*Vx[:-1,:]/Hx[:-1,:])) + \
                    (dt/dy)*((Vy[:,1:]**2/Hy[:,1:] + g/2*Hy[:,1:]**2) -
                             (Vy[:,:-1]**2/Hy[:,:-1] + g/2*Hy[:,:-1]**2))
    return (H, U, V)

def simulate(H, timesteps, visualize=False):
    U = np.zeros_like(H)
    V = np.zeros_like(H)

    for i in xrange(timesteps):
        (H, U, V) = step(H, U, V)
        if util.Benchmark().bohrium:
            np.flush()
        if visualize:
            util.plot_surface(H, "3d", 0, 0, 5.5)
    return H

def main():
    B = util.Benchmark()
    H = B.size[0]
    W = B.size[1]
    I = B.size[2]

    if B.inputfn:
        M = B.load_array()
    else:
        M = model(H, W, dtype=B.dtype)

    if B.dumpinput:
        B.dump_arrays("shallow_water", {'input':M})

    B.start()
    M = simulate(M, I, visualize=B.visualize)
    B.stop()

    B.pprint()
    if B.outputfn:
        B.tofile(B.outputfn, {'res': M})

    if B.visualize:
        util.confirm_exit()

if __name__ == "__main__":
    main()








C99 Seq

// Adapted from: http://people.sc.fsu.edu/~jburkardt/m_src/shallow_water_2d/
// Saved images may be converted into an animated gif with:
// convert   -delay 20   -loop 0   swater*.png   swater.gif


#include <math.h>
#include <string.h>
#include <stdio.h>
#include <stdlib.h>
#include <bp_util.h>

#define iH(y,x) (H[(x)+(y)*(n+2)])
#define iU(y,x) (U[(x)+(y)*(n+2)])
#define iV(y,x) (V[(x)+(y)*(n+2)])

#define iHx(y,x) (Hx[(x)+(y)*(n+1)])
#define iUx(y,x) (Ux[(x)+(y)*(n+1)])
#define iVx(y,x) (Vx[(x)+(y)*(n+1)])

#define iHy(y,x) (Hy[(x)+(y)*(n+1)])
#define iUy(y,x) (Uy[(x)+(y)*(n+1)])
#define iVy(y,x) (Vy[(x)+(y)*(n+1)])

int main (int argc, char **argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 3);
    if (bp.args.has_error) {
        return 1;
    }
    const int n = bp.args.sizes[0];
    const int other_n = bp.args.sizes[1];
    const int T = bp.args.sizes[2];

    if (n != other_n) {
        fprintf(stderr, "Implementation only supports quadratic grid.\n");
        exit(0);
    }

    const double g   = 9.8;       // gravitational constant
    const double dt  = 0.02;      // hardwired timestep
    const double dx  = 1.0;
    const double dy  = 1.0;
    const int droploc = n/4;

    double *H = (double*) malloc((n+2)*(n+2)*sizeof(double));
    double *U = (double*) malloc((n+2)*(n+2)*sizeof(double));
    double *V = (double*) malloc((n+2)*(n+2)*sizeof(double));

    double *Hx = (double*) malloc((n+1)*(n+1)*sizeof(double));
    double *Ux = (double*) malloc((n+1)*(n+1)*sizeof(double));
    double *Vx = (double*) malloc((n+1)*(n+1)*sizeof(double));

    double *Hy = (double*) malloc((n+1)*(n+1)*sizeof(double));
    double *Uy = (double*) malloc((n+1)*(n+1)*sizeof(double));
    double *Vy = (double*) malloc((n+1)*(n+1)*sizeof(double));


    for(int i=0; i<n+2; i++)
        for(int j=0; j<n+2; j++)
        {
          iH(i,j)=0.1;
          iU(i,j)=0.1;
          iV(i,j)=0.1;
        }


    for(int i=0; i<n+1; i++)
        for(int j=0; j<n+1; j++)
        {
          iHx(i,j)=0.1;
          iUx(i,j)=0.1;
          iVx(i,j)=0.1;

          iHy(i,j)=0.1;
          iUy(i,j)=0.1;
          iVy(i,j)=0.1;
        }

    iH(droploc,droploc) += 5.0;

    
    bp.timer_start();

    for(int iter=0; iter < T; iter++)
    {
        // Reflecting boundary conditions
        for(int i=0; i<n+2; i++)
        {
            iH(i,0) = iH(i,1)   ; iU(i,0) = iU(i,1)     ; iV(i,0) = -iV(i,1);
            iH(i,n+1) = iH(i,n) ; iU(i,n+1) = iU(i,n)   ; iV(i,n+1) = -iV(i,n);
            iH(0,i) = iH(1,i)   ; iU(0,i) = -iU(1,i)    ; iV(0,i) = iV(1,i);
            iH(n+1,i) = iH(n,i) ; iU(n+1,i) = -iU(n,i)  ; iV(n+1,i) = iV(n,i);
        }
        //
        // First half step
        //
        for(int i=0; i<n+1; i++)
        {
            for(int j=0; j<n; j++)
            {

                // height
                iHx(i,j) = (iH(i+1,j+1)+iH(i,j+1))/2 - dt/(2*dx)*(iU(i+1,j+1)-iU(i,j+1));

                // x momentum
                iUx(i,j) = (iU(i+1,j+1)+iU(i,j+1))/2 -          \
                dt/(2*dx)*((pow(iU(i+1,j+1),2)/iH(i+1,j+1) +	\
                          g/2*pow(iH(i+1,j+1),2)) -		\
                         (pow(iU(i,j+1),2)/iH(i,j+1) +	        \
                          g/2*pow(iH(i,j+1),2)));

                // y momentum
                iVx(i,j) = (iV(i+1,j+1)+iV(i,j+1))/2 -          \
                      dt/(2*dx)*((iU(i+1,j+1) *                 \
                                  iV(i+1,j+1)/iH(i+1,j+1)) -    \
                                 (iU(i,j+1) *                   \
                                  iV(i,j+1)/iH(i,j+1)));
            }
        }

        for(int i=0; i<n; i++)
        {
            for(int j=0; j<n+1; j++)
            {
                //height
                iHy(i,j) = (iH(i+1,j+1)+iH(i+1,j))/2 - dt/(2*dy)*(iV(i+1,j+1)-iV(i+1,j));

                //x momentum
                iUy(i,j) = (iU(i+1,j+1)+iU(i+1,j))/2 -	   \
                dt/(2*dy)*((iV(i+1,j+1) *                  \
                           iU(i+1,j+1)/iH(i+1,j+1)) -	   \
                                (iV(i+1,j) *               \
                                 iU(i+1,j)/iH(i+1,j)));

                //y momentum
                iVy(i,j) = (iV(i+1,j+1)+iV(i+1,j))/2 -	\
                dt/(2*dy)*((pow(iV(i+1,j+1),2)/iH(i+1,j+1) +	\
                           g/2*pow(iH(i+1,j+1),2)) -	\
                          (pow(iV(i+1,j),2)/iH(i+1,j) +	\
                           g/2*pow(iH(i+1,j),2)));
            }
        }
        //
        // Second half step
        //

        for(int i=1; i<n+1; i++)
        {
            for(int j=1; j<n+1; j++)
            {
                //height
                iH(i,j) -= (dt/dx)*(iUx(i,j-1)-iUx(i-1,j-1)) - (dt/dy)*(iVy(i-1,j)-iVy(i-1,j-1));

                // x momentum
                iU(i,j) -= (dt/dx)*((pow(iUx(i,j-1),2)/iHx(i,j-1) + g/2*pow(iHx(i,j-1),2)) -        \
                                    (pow(iUx(i-1,j-1),2)/iHx(i-1,j-1) + g/2*pow(iHx(i-1,j-1),2))) - \
                           (dt/dy)*((iVy(i-1,j) * iUy(i-1,j)/iHy(i-1,j)) -
                                    (iVy(i-1,j-1) * iUy(i-1,j-1)/iHy(i-1,j-1)));

                // y momentum    - score
                iV(i,j) -= (dt/dx)*((iUx(i,j-1) * iVx(i,j-1)/iHx(i,j-1)) -                         \
                                    (iUx(i-1,j-1)*iVx(i-1,j-1)/iHx(i-1,j-1))) -                    \
                           (dt/dy)*((pow(iVy(i-1,j),2)/iHy(i-1,j) + g/2*pow(iHy(i-1,j),2)) -       \
                                    (pow(iVy(i-1,j-1),2)/iHy(i-1,j-1) + g/2*pow(iHy(i-1,j-1),2)));

            }
        }
    }

    /* NumPy implementation does not do this!
    // res = numpy.add.reduce(numpy.add.reduce(H / n))
    double res = 0.0;
    for(int i=0;i<n+2;i++)
        for(int j=0;j<n+2;j++)
            res+=iH(i,j)/n;
    */
    bp.timer_stop();
    bp.print("shallow_water(c99_seq)");
}








Cpp11 Boost

// Adapted from: http://people.sc.fsu.edu/~jburkardt/m_src/shallow_water_2d/
// Saved images may be converted into an animated gif with:
// convert   -delay 20   -loop 0   swater*.png   swater.gif
#include <math.h>
#include <string.h>
#include <stdio.h>
#include <stdlib.h>
#include <bp_util.h>

#include <boost/multi_array.hpp>

int main (int argc, char **argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 3);
    if (bp.args.has_error) {
        return 1;
    }
    const int n         = bp.args.sizes[0];
    const int other_n   = bp.args.sizes[1];
    const int T         = bp.args.sizes[2];

    if (n != other_n) {
        fprintf(stderr, "Implementation only supports quadratic grid.\n");
        exit(0);
    }

    const double g   = 9.8;       // gravitational constant
    const double dt  = 0.02;      // hardwired timestep
    const double dx  = 1.0;
    const double dy  = 1.0;
    const int droploc = n/4;

    typedef boost::multi_array<double, 2> array_type;

    array_type H(boost::extents[n+2][n+2]);
    array_type U(boost::extents[n+2][n+2]);
    array_type V(boost::extents[n+2][n+2]);

    array_type Hx(boost::extents[n+1][n+1]);
    array_type Ux(boost::extents[n+1][n+1]);
    array_type Vx(boost::extents[n+1][n+1]);
    array_type Hy(boost::extents[n+1][n+1]);
    array_type Uy(boost::extents[n+1][n+1]);
    array_type Vy(boost::extents[n+1][n+1]);


    for(int i=0; i<n+2; i++)
        for(int j=0; j<n+2; j++)
        {
          H[i][j]=0.1;
          U[i][j]=0.1;
          V[i][j]=0.1;
        }


    for(int i=0; i<n+1; i++)
        for(int j=0; j<n+1; j++)
        {
          Hx[i][j]=0.1;
          Ux[i][j]=0.1;
          Vx[i][j]=0.1;

          Hy[i][j]=0.1;
          Uy[i][j]=0.1;
          Vy[i][j]=0.1;
        }

    H[droploc][droploc] += 5.0;

    bp.timer_start();

    for(int iter=0; iter < T; iter++)
    {
        // Reflecting boundary conditions
        for(int i=0; i<n+2; i++)
        {
            H[i][0] = H[i][1]   ; U[i][0] = U[i][1]     ; V[i][0] = -V[i][1];
            H[i][n+1] = H[i][n] ; U[i][n+1] = U[i][n]   ; V[i][n+1] = -V[i][n];
            H[0][i] = H[1][i]   ; U[0][i] = -U[1][i]    ; V[0][i] = V[1][i];
            H[n+1][i] = H[n][i] ; U[n+1][i] = -U[n][i]  ; V[n+1][i] = V[n][i];
        }
        //
        // First half step
        //
        for(int i=0; i<n+1; i++)
        {
            for(int j=0; j<n; j++)
            {

                // height
                Hx[i][j] = (H[i+1][j+1]+H[i][j+1])/2 - dt/(2*dx)*(U[i+1][j+1]-U[i][j+1]);

                // x momentum
                Ux[i][j] = (U[i+1][j+1]+U[i][j+1])/2 -          \
                dt/(2*dx)*((pow(U[i+1][j+1],2)/H[i+1][j+1] +	\
                          g/2*pow(H[i+1][j+1],2)) -		\
                         (pow(U[i][j+1],2)/H[i][j+1] +	        \
                          g/2*pow(H[i][j+1],2)));

                // y momentum
                Vx[i][j] = (V[i+1][j+1]+V[i][j+1])/2 -          \
                      dt/(2*dx)*((U[i+1][j+1] *                 \
                                  V[i+1][j+1]/H[i+1][j+1]) -    \
                                 (U[i][j+1] *                   \
                                  V[i][j+1]/H[i][j+1]));
            }
        }

        for(int i=0; i<n; i++)
        {
            for(int j=0; j<n+1; j++)
            {
                //height
                Hy[i][j] = (H[i+1][j+1]+H[i+1][j])/2 - dt/(2*dy)*(V[i+1][j+1]-V[i+1][j]);

                //x momentum
                Uy[i][j] = (U[i+1][j+1]+U[i+1][j])/2 -	   \
                dt/(2*dy)*((V[i+1][j+1] *                  \
                           U[i+1][j+1]/H[i+1][j+1]) -	   \
                                (V[i+1][j] *               \
                                 U[i+1][j]/H[i+1][j]));

                //y momentum
                Vy[i][j] = (V[i+1][j+1]+V[i+1][j])/2 -	\
                dt/(2*dy)*((pow(V[i+1][j+1],2)/H[i+1][j+1] +	\
                           g/2*pow(H[i+1][j+1],2)) -	\
                          (pow(V[i+1][j],2)/H[i+1][j] +	\
                           g/2*pow(H[i+1][j],2)));
            }
        }
        //
        // Second half step
        //

        for(int i=1; i<n+1; i++)
        {
            for(int j=1; j<n+1; j++)
            {
                //height
                H[i][j] -= (dt/dx)*(Ux[i][j-1]-Ux[i-1][j-1]) - (dt/dy)*(Vy[i-1][j]-Vy[i-1][j-1]);

                // x momentum
                U[i][j] -= (dt/dx)*((pow(Ux[i][j-1],2)/Hx[i][j-1] + g/2*pow(Hx[i][j-1],2)) -        \
                                    (pow(Ux[i-1][j-1],2)/Hx[i-1][j-1] + g/2*pow(Hx[i-1][j-1],2))) - \
                           (dt/dy)*((Vy[i-1][j] * Uy[i-1][j]/Hy[i-1][j]) -
                                    (Vy[i-1][j-1] * Uy[i-1][j-1]/Hy[i-1][j-1]));

                // y momentum    - score
                V[i][j] -= (dt/dx)*((Ux[i][j-1] * Vx[i][j-1]/Hx[i][j-1]) -                         \
                                    (Ux[i-1][j-1]*Vx[i-1][j-1]/Hx[i-1][j-1])) -                    \
                           (dt/dy)*((pow(Vy[i-1][j],2)/Hy[i-1][j] + g/2*pow(Hy[i-1][j],2)) -       \
                                    (pow(Vy[i-1][j-1],2)/Hy[i-1][j-1] + g/2*pow(Hy[i-1][j-1],2)));

            }
        }
    }

    // res = numpy.add.reduce(numpy.add.reduce(H / n))
    double res = 0.0;
    for(int i=0;i<n+2;i++)
        for(int j=0;j<n+2;j++)
            res+=H[i][j]/n;

    bp.timer_stop();
    bp.print("shallow_water(cpp11_boost)");
}








Cpp11 Bxx

/*
This file is part of Bohrium and Copyright (c) 2012 the Bohrium team:
http://bohrium.bitbucket.org

Bohrium is free software: you can redistribute it and/or modify
it under the terms of the GNU Lesser General Public License as
published by the Free Software Foundation, either version 3
of the License, or (at your option) any later version.

Bohrium is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the
GNU Lesser General Public License along with bohrium.

If not, see <http://www.gnu.org/licenses/>.
*/
#include <iostream>
#include <vector>
#include <bxx/bohrium.hpp>
#include <bp_util.h>

using namespace std;
using namespace bxx;

static double g = 9.80665;  // Gravitational acceleration

template <typename T>
void step(multi_array<T>& H, multi_array<T>& U, multi_array<T>& V, T dt, T dx, T dy)
{
    multi_array<T> Hx, Ux, Vx, Hy, Uy, Vy;

    // Reflecting boundary conditions
    H[_ALL()][0]   =       H[_ALL()][1];
    U[_ALL()][0]   =       U[_ALL()][1];
    V[_ALL()][0]   = (T)-1*V[_ALL()][1];

    H[_ALL()][-1]  =       H[_ALL()][-2];
    U[_ALL()][-1]  =       U[_ALL()][-2];
    V[_ALL()][-1]  = (T)-1*V[_ALL()][-2];

    H[0][_ALL()]   =       H[1][_ALL()];
    U[0][_ALL()]   = (T)-1*U[1][_ALL()];
    V[0][_ALL()]   =       V[1][_ALL()];

    H[-1][_ALL()]  =       H[-2][_ALL()];
    U[-1][_ALL()]  = (T)-1*U[-2][_ALL()];
    V[-1][_ALL()]  =       V[-2][_ALL()];

    // First half step
    // height
    Hx = (H[_ABF()][_INNER()] + H[_ABL()][_INNER()]) / (T)2 - dt/((T)2*dx) * (U[_ABF()][_INNER()] - U[_ABL()][_INNER()]);

    // x momentum
    Ux =                (U[_ABF()][_INNER()]       + U[_ABL()][_INNER()]) / (T)2 -
    dt/((T)2*dx) * ((pow(U[_ABF()][_INNER()], 2.0) / H[_ABF()][_INNER()] + g / (T)2 * pow(H[_ABF()][_INNER()], 2.0)) -
                    (pow(U[_ABL()][_INNER()], 2.0) / H[_ABL()][_INNER()] + g / (T)2 * pow(H[_ABL()][_INNER()], 2.0)));
    
    // y momentum
    Vx =            (V[_ABF()][_INNER()] + V[_ABL()][_INNER()]) / (T)2 -
    dt/((T)2*dx) * ((U[_ABF()][_INNER()] * V[_ABF()][_INNER()]  / H[_ABF()][_INNER()]) -
                    (U[_ABL()][_INNER()] * V[_ABL()][_INNER()]  / H[_ABL()][_INNER()]));

    // height
    Hy = (H[_INNER()][_ABF()] + H[_INNER()][_ABL()]) / (T)2 - dt/((T)2*dy) * (V[_INNER()][_ABF()] - V[_INNER()][_ABL()]);

    // x momentum
    Uy =          (U[_INNER()][_ABF()] + U[_INNER()][_ABL()]) / (T)2 -
    dt/((T)2*dy)*((V[_INNER()][_ABF()] * U[_INNER()][_ABF()]  / H[_INNER()][_ABF()]) -
                  (V[_INNER()][_ABL()] * U[_INNER()][_ABL()]  / H[_INNER()][_ABL()]));

    // y momentum
    Vy =              (V[_INNER()][_ABF()] +     V[_INNER()][_ABL()]) / (T)2 -
    dt/((T)2*dy)*((pow(V[_INNER()][_ABF()],2.0)/ H[_INNER()][_ABF()] + g/(T)2*pow(H[_INNER()][_ABF()],2.0)) -
                  (pow(V[_INNER()][_ABL()],2.0)/ H[_INNER()][_ABL()] + g/(T)2*pow(H[_INNER()][_ABL()],2.0)));
    //
    // Second half step

    // height
    H[_INNER()][_INNER()] -= (dt/dx)*(Ux[_ABF()][_ALL()] - Ux[_ABL()][_ALL()]) + (dt/dy) * (Vy[_ALL()][_ABF()] - Vy[_ALL()][_ABL()]);

    // x momentum
    U[_INNER()][_INNER()] -= (dt/dx)*((pow(Ux[_ABF()][_ALL()],2.0) / Hx[_ABF()][_ALL()] + g/(T)2*pow(Hx[_ABF()][_ALL()],2.0)) -
                                      (pow(Ux[_ABL()][_ALL()],2.0) / Hx[_ABL()][_ALL()] + g/(T)2*pow(Hx[_ABL()][_ALL()],2.0))) +
                             (dt/dy)*((Vy[_ALL()][_ABF()] * Uy[_ALL()][_ABF()] / Hy[_ALL()][_ABF()]) -
                                      (Vy[_ALL()][_ABL()] * Uy[_ALL()][_ABL()] / Hy[_ALL()][_ABL()]));
    // y momentum
    V[_INNER()][_INNER()] -= (dt/dx)*((    Ux[_ABF()][_ALL()] *      Vx[_ABF()][_ALL()] /            Hx[_ABF()][_ALL()]) -
                                      (    Ux[_ABL()][_ALL()] *      Vx[_ABL()][_ALL()] /            Hx[_ABL()][_ALL()])) +
                             (dt/dy)*((pow(Vy[_ALL()][_ABF()],2.0) / Hy[_ALL()][_ABF()] + g/(T)2*pow(Hy[_ALL()][_ABF()],2.0)) -
                                      (pow(Vy[_ALL()][_ABL()],2.0) / Hy[_ALL()][_ABL()] + g/(T)2*pow(Hy[_ALL()][_ABL()],2.0)));
}

template <typename T>
void simulate(multi_array<T>& H, multi_array<T>& U, multi_array<T>& V, int64_t timesteps, int visualize)
{
    for(int timestep=0; timestep<timesteps; ++timestep) {
        step(H, U, V, 0.02, 1.0, 1.0);
        if (visualize) {
            plot_surface(H, 1, 0, 0, 5.5);
        }
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 3);
    if (bp.args.has_error) {
        return 0;
    }
    const size_t height     = bp.args.sizes[0];
    const size_t width      = bp.args.sizes[1];
    const int64_t timesteps = bp.args.sizes[2];

    multi_array<double> H, U, V;

    H = ones<double>(height, width);
    U = zeros<double>(height, width);
    V = zeros<double>(height, width);

    multi_array<double> x, y, xx, yy, droplet;  // Create droplet
    x = linspace<double>(-1, 1, 8, true);
    y = linspace<double>(-1, 1, 8, true);
    xx = gridify(x, 0);
    yy = gridify(x, 1);
    
    droplet = 8.0 * exp(-5.0 * (pow(xx,2.0) + pow(yy,2.0)));
                                                // Let it drip into the water
    size_t droploc = height / 2;
    H[_(droploc,droploc+7)][_(droploc,droploc+7)] += droplet;
    droploc = height / 4;
    H[_(droploc,droploc+7)][_(droploc,droploc+7)] += droplet;

    Runtime::instance().flush();                // Run the simulation
    bp.timer_start();
    simulate(H, U, V, timesteps, (int)bp.args.visualize);
    Runtime::instance().flush();
    bp.timer_stop();
    
    bp.print("shallow_water(cpp11_bxx)");
    if (bp.args.verbose) {                      // and values.
        cout << ", output: " << endl;
    }

    return 0;
}








Cpp11 Omp

// Adapted from: http://people.sc.fsu.edu/~jburkardt/m_src/shallow_water_2d/
// Saved images may be converted into an animated gif with:
// convert   -delay 20   -loop 0   swater*.png   swater.gif
#include <math.h>
#include <string.h>
#include <stdio.h>
#include <stdlib.h>
#include <bp_util.h>

#define WIDTH 5000
#define HEIGHT 5000

int main (int argc, char **argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 3);
    if (bp.args.has_error) {
        return 1;
    }
    const int height        = bp.args.sizes[0];
    const int width         = bp.args.sizes[1];
    const int iterations    = bp.args.sizes[2];

    if (width != WIDTH) {
        fprintf(stderr, "Unsupported size, size must be %dx%d\n", WIDTH, HEIGHT);
        exit(0);
    }
    if (height != WIDTH) {
        fprintf(stderr, "Unsupported size, size must be %dx%d\n", WIDTH, HEIGHT);
        exit(0);
    }

    if (width != height) {
        fprintf(stderr, "Implementation only supports quadratic grid.\n");
        exit(0);
    }

    const double g   = 9.8;       // gravitational constant
    const double dt  = 0.02;      // hardwired timestep
    const double dx  = 1.0;
    const double dy  = 1.0;
    const int droploc = WIDTH/4;

    auto H = new double[WIDTH+2][WIDTH+2];
    auto U = new double[WIDTH+2][WIDTH+2];
    auto V = new double[WIDTH+2][WIDTH+2];

    auto Hx = new double[WIDTH+1][WIDTH+1];
    auto Ux = new double[WIDTH+1][WIDTH+1];
    auto Vx = new double[WIDTH+1][WIDTH+1];
    auto Hy = new double[WIDTH+1][WIDTH+1];
    auto Uy = new double[WIDTH+1][WIDTH+1];
    auto Vy = new double[WIDTH+1][WIDTH+1];

    #pragma omp parallel for collapse(2)
    for(int i=0; i<HEIGHT+2; i++) {
        for(int j=0; j<WIDTH+2; j++) {
          H[i][j]=0.1;
          U[i][j]=0.1;
          V[i][j]=0.1;
        }
    }

    #pragma omp parallel for collapse(2)
    for(int i=0; i<HEIGHT+1; i++) {
        for(int j=0; j<WIDTH+1; j++) {
          Hx[i][j]=0.1;
          Ux[i][j]=0.1;
          Vx[i][j]=0.1;

          Hy[i][j]=0.1;
          Uy[i][j]=0.1;
          Vy[i][j]=0.1;
        }
    }
    H[droploc][droploc] += 5.0;

    bp.timer_start();

    for(int iter=0; iter < iterations; iter++) {

        #pragma omp parallel for        
        for(int i=0; i<WIDTH+2; i++) {  // Reflecting boundary conditions
            H[i][0] = H[i][1];
            U[i][0] = U[i][1];
            V[i][0] = -V[i][1];
            H[i][WIDTH+1] = H[i][WIDTH];
            U[i][WIDTH+1] = U[i][WIDTH];
            V[i][WIDTH+1] = -V[i][WIDTH];
            H[0][i] = H[1][i];
            U[0][i] = -U[1][i];
            V[0][i] = V[1][i];
            H[HEIGHT+1][i] = H[HEIGHT][i];
            U[HEIGHT+1][i] = -U[HEIGHT][i];
            V[HEIGHT+1][i] = V[HEIGHT][i];
        }

        //
        // First half step
        //
        #pragma omp parallel for collapse(2)
        for(int i=0; i<HEIGHT+1; i++) {
            for(int j=0; j<WIDTH; j++) {

                // height
                Hx[i][j] = (H[i+1][j+1]+H[i][j+1])/2 - dt/(2*dx)*(U[i+1][j+1]-U[i][j+1]);

                // x momentum
                Ux[i][j] = (U[i+1][j+1]+U[i][j+1])/2 -          \
                dt/(2*dx)*((pow(U[i+1][j+1],2)/H[i+1][j+1] +	\
                          g/2*pow(H[i+1][j+1],2)) -		\
                         (pow(U[i][j+1],2)/H[i][j+1] +	        \
                          g/2*pow(H[i][j+1],2)));

                // y momentum
                Vx[i][j] = (V[i+1][j+1]+V[i][j+1])/2 -          \
                      dt/(2*dx)*((U[i+1][j+1] *                 \
                                  V[i+1][j+1]/H[i+1][j+1]) -    \
                                 (U[i][j+1] *                   \
                                  V[i][j+1]/H[i][j+1]));
            }
        }

        #pragma omp parallel for collapse(2)
        for(int i=0; i<HEIGHT; i++) {
            for(int j=0; j<WIDTH+1; j++) {
                //height
                Hy[i][j] = (H[i+1][j+1]+H[i+1][j])/2 - dt/(2*dy)*(V[i+1][j+1]-V[i+1][j]);

                //x momentum
                Uy[i][j] = (U[i+1][j+1]+U[i+1][j])/2 -	   \
                dt/(2*dy)*((V[i+1][j+1] *                  \
                           U[i+1][j+1]/H[i+1][j+1]) -	   \
                                (V[i+1][j] *               \
                                 U[i+1][j]/H[i+1][j]));

                //y momentum
                Vy[i][j] = (V[i+1][j+1]+V[i+1][j])/2 -	\
                dt/(2*dy)*((pow(V[i+1][j+1],2)/H[i+1][j+1] +	\
                           g/2*pow(H[i+1][j+1],2)) -	\
                          (pow(V[i+1][j],2)/H[i+1][j] +	\
                           g/2*pow(H[i+1][j],2)));
            }
        }

        //
        // Second half step
        //

        #pragma omp parallel for collapse(2)
        for(int i=1; i<HEIGHT+1; i++) {
            for(int j=1; j<WIDTH+1; j++) {
                //height
                H[i][j] -= (dt/dx)*(Ux[i][j-1]-Ux[i-1][j-1]) - (dt/dy)*(Vy[i-1][j]-Vy[i-1][j-1]);

                // x momentum
                U[i][j] -= (dt/dx)*((pow(Ux[i][j-1],2)/Hx[i][j-1] + g/2*pow(Hx[i][j-1],2)) -        \
                                    (pow(Ux[i-1][j-1],2)/Hx[i-1][j-1] + g/2*pow(Hx[i-1][j-1],2))) - \
                           (dt/dy)*((Vy[i-1][j] * Uy[i-1][j]/Hy[i-1][j]) -
                                    (Vy[i-1][j-1] * Uy[i-1][j-1]/Hy[i-1][j-1]));

                // y momentum    - score
                V[i][j] -= (dt/dx)*((Ux[i][j-1] * Vx[i][j-1]/Hx[i][j-1]) -                         \
                                    (Ux[i-1][j-1]*Vx[i-1][j-1]/Hx[i-1][j-1])) -                    \
                           (dt/dy)*((pow(Vy[i-1][j],2)/Hy[i-1][j] + g/2*pow(Hy[i-1][j],2)) -       \
                                    (pow(Vy[i-1][j-1],2)/Hy[i-1][j-1] + g/2*pow(Hy[i-1][j-1],2)));
            }
        }
    }

    /* NumPy implementation does not do this!?
    // res = numpy.add.reduce(numpy.add.reduce(H / n))
    double res = 0.0;
    #pragma omp parallel for collapse(2) reduction(+:res)
    for(int i=0;i<HEIGHT+2;i++) {
        for(int j=0;j<WIDTH+2;j++) {
            res+=H[i][j]/WIDTH;
        }
    }
    */

    bp.timer_stop();
    bp.print("shallow_water(cpp11_omp)");
}








Cpp11 Seq

// Adapted from: http://people.sc.fsu.edu/~jburkardt/m_src/shallow_water_2d/
// Saved images may be converted into an animated gif with:
// convert   -delay 20   -loop 0   swater*.png   swater.gif
#include <math.h>
#include <string.h>
#include <stdio.h>
#include <stdlib.h>
#include <bp_util.h>

#define WIDTH 5000
#define HEIGHT 5000

int main (int argc, char **argv)
{
    bp_util_type bp = bp_util_create(argc, argv, 3);
    if (bp.args.has_error) {
        return 1;
    }
    const int height    = bp.args.sizes[0];
    const int width     = bp.args.sizes[1];
    const int T         = bp.args.sizes[2];

    if (width != WIDTH) {
        fprintf(stderr, "Unsupported size, size must be %dx%d\n", WIDTH, HEIGHT);
        exit(0);
    }
    if (height != WIDTH) {
        fprintf(stderr, "Unsupported size, size must be %dx%d\n", WIDTH, HEIGHT);
        exit(0);
    }

    if (width != height) {
        fprintf(stderr, "Implementation only supports quadratic grid.\n");
        exit(0);
    }

    const double g   = 9.8;       // gravitational constant
    const double dt  = 0.02;      // hardwired timestep
    const double dx  = 1.0;
    const double dy  = 1.0;
    const int droploc = WIDTH/4;

    auto H = new double[WIDTH+2][WIDTH+2];
    auto U = new double[WIDTH+2][WIDTH+2];
    auto V = new double[WIDTH+2][WIDTH+2];

    auto Hx = new double[WIDTH+1][WIDTH+1];
    auto Ux = new double[WIDTH+1][WIDTH+1];
    auto Vx = new double[WIDTH+1][WIDTH+1];
    auto Hy = new double[WIDTH+1][WIDTH+1];
    auto Uy = new double[WIDTH+1][WIDTH+1];
    auto Vy = new double[WIDTH+1][WIDTH+1];

    for(int i=0; i<HEIGHT+2; i++) {
        for(int j=0; j<WIDTH+2; j++) {
          H[i][j]=0.1;
          U[i][j]=0.1;
          V[i][j]=0.1;
        }
    }


    for(int i=0; i<HEIGHT+1; i++) {
        for(int j=0; j<WIDTH+1; j++) {
          Hx[i][j]=0.1;
          Ux[i][j]=0.1;
          Vx[i][j]=0.1;

          Hy[i][j]=0.1;
          Uy[i][j]=0.1;
          Vy[i][j]=0.1;
        }
    }
    H[droploc][droploc] += 5.0;

    bp.timer_start();

    for(int iter=0; iter < T; iter++) {
        
        for(int i=0; i<WIDTH+2; i++) {  // Reflecting boundary conditions
            H[i][0] = H[i][1];
            U[i][0] = U[i][1];
            V[i][0] = -V[i][1];
            H[i][WIDTH+1] = H[i][WIDTH];
            U[i][WIDTH+1] = U[i][WIDTH];
            V[i][WIDTH+1] = -V[i][WIDTH];
            H[0][i] = H[1][i];
            U[0][i] = -U[1][i];
            V[0][i] = V[1][i];
            H[HEIGHT+1][i] = H[HEIGHT][i];
            U[HEIGHT+1][i] = -U[HEIGHT][i];
            V[HEIGHT+1][i] = V[HEIGHT][i];
        }

        //
        // First half step
        //

        for(int i=0; i<HEIGHT+1; i++) {
            for(int j=0; j<WIDTH; j++) {

                // height
                Hx[i][j] = (H[i+1][j+1]+H[i][j+1])/2 - dt/(2*dx)*(U[i+1][j+1]-U[i][j+1]);

                // x momentum
                Ux[i][j] = (U[i+1][j+1]+U[i][j+1])/2 -          \
                dt/(2*dx)*((pow(U[i+1][j+1],2)/H[i+1][j+1] +	\
                          g/2*pow(H[i+1][j+1],2)) -		\
                         (pow(U[i][j+1],2)/H[i][j+1] +	        \
                          g/2*pow(H[i][j+1],2)));

                // y momentum
                Vx[i][j] = (V[i+1][j+1]+V[i][j+1])/2 -          \
                      dt/(2*dx)*((U[i+1][j+1] *                 \
                                  V[i+1][j+1]/H[i+1][j+1]) -    \
                                 (U[i][j+1] *                   \
                                  V[i][j+1]/H[i][j+1]));
            }
        }

        for(int i=0; i<HEIGHT; i++) {
            for(int j=0; j<WIDTH+1; j++) {
                //height
                Hy[i][j] = (H[i+1][j+1]+H[i+1][j])/2 - dt/(2*dy)*(V[i+1][j+1]-V[i+1][j]);

                //x momentum
                Uy[i][j] = (U[i+1][j+1]+U[i+1][j])/2 -	   \
                dt/(2*dy)*((V[i+1][j+1] *                  \
                           U[i+1][j+1]/H[i+1][j+1]) -	   \
                                (V[i+1][j] *               \
                                 U[i+1][j]/H[i+1][j]));

                //y momentum
                Vy[i][j] = (V[i+1][j+1]+V[i+1][j])/2 -	\
                dt/(2*dy)*((pow(V[i+1][j+1],2)/H[i+1][j+1] +	\
                           g/2*pow(H[i+1][j+1],2)) -	\
                          (pow(V[i+1][j],2)/H[i+1][j] +	\
                           g/2*pow(H[i+1][j],2)));
            }
        }

        //
        // Second half step
        //

        for(int i=1; i<HEIGHT+1; i++) {
            for(int j=1; j<WIDTH+1; j++) {
                //height
                H[i][j] -= (dt/dx)*(Ux[i][j-1]-Ux[i-1][j-1]) - (dt/dy)*(Vy[i-1][j]-Vy[i-1][j-1]);

                // x momentum
                U[i][j] -= (dt/dx)*((pow(Ux[i][j-1],2)/Hx[i][j-1] + g/2*pow(Hx[i][j-1],2)) -        \
                                    (pow(Ux[i-1][j-1],2)/Hx[i-1][j-1] + g/2*pow(Hx[i-1][j-1],2))) - \
                           (dt/dy)*((Vy[i-1][j] * Uy[i-1][j]/Hy[i-1][j]) -
                                    (Vy[i-1][j-1] * Uy[i-1][j-1]/Hy[i-1][j-1]));

                // y momentum    - score
                V[i][j] -= (dt/dx)*((Ux[i][j-1] * Vx[i][j-1]/Hx[i][j-1]) -                         \
                                    (Ux[i-1][j-1]*Vx[i-1][j-1]/Hx[i-1][j-1])) -                    \
                           (dt/dy)*((pow(Vy[i-1][j],2)/Hy[i-1][j] + g/2*pow(Hy[i-1][j],2)) -       \
                                    (pow(Vy[i-1][j-1],2)/Hy[i-1][j-1] + g/2*pow(Hy[i-1][j-1],2)));

            }
        }
    }

    /* NumPy implementation does not do this!?
    // res = numpy.add.reduce(numpy.add.reduce(H / n))
    double res = 0.0;
    for(int i=0;i<HEIGHT+2;i++) {
        for(int j=0;j<WIDTH+2;j++) {
            res+=H[i][j]/WIDTH;
        }
    }
    */

    bp.timer_stop();
    bp.print("shallow_water(cpp11_seq)");
}








Csharp Numcil

#region Copyright
/*
This file is part of Bohrium and copyright (c) 2012 the Bohrium:
team <http://www.bh107.org>.

Bohrium is free software: you can redistribute it and/or modify
it under the terms of the GNU Lesser General Public License as
published by the Free Software Foundation, either version 3
of the License, or (at your option) any later version.

Bohrium is distributed in the hope that it will be useful,
but WITHOUT ANY WARRANTY; without even the implied warranty of
MERCHANTABILITY or FITNESS FOR A PARTICULAR PURPOSE.  See the
GNU General Public License for more details.

You should have received a copy of the
GNU Lesser General Public License along with Bohrium.

If not, see <http://www.gnu.org/licenses/>.
*/
#endregion

//Adapted from: http://people.sc.fsu.edu/~jburkardt/m_src/shallow_water_2d/

using System;
using System.Collections.Generic;
using System.Linq;
using System.Text;
using R = NumCIL.Range;
using NumCIL;

namespace shallow_water
{
    public static class ShallowWaterSolver
    {
        /// <summary>
        /// NumCIL equivalent to [:]
        /// </summary>
        public static readonly R ALL = R.All;
        /// <summary>
        /// NumCIL equivalent to [1:-1]
        /// </summary>
        public static readonly R INNER = R.Slice(1, -1);
        /// <summary>
        /// NumCIL equivalent to [0]
        /// </summary>
        public static readonly R FIRST = R.El(0);
        /// <summary>
        /// NumCIL equivalent to [1]
        /// </summary>
        public static readonly R SECOND = R.El(1);
        /// <summary>
        /// NumCIL equivalent to [-1]
        /// </summary>
        public static readonly R LAST = R.El(-1);
        /// <summary>
        /// NumCIL equivalent to [:-1]
        /// </summary>
        public static readonly R ZM1 = R.Slice(0, -1);
        /// <summary>
        /// NumCIL equivalent to [1:]
        /// </summary>
        public static readonly R SKIP1 = R.Slice(1, 0);


        public class DataDouble
        {
            public readonly long N;
            public readonly NumCIL.Double.NdArray H;
            public readonly NumCIL.Double.NdArray U;
            public readonly NumCIL.Double.NdArray V;
            public readonly NumCIL.Double.NdArray Hx;
            public readonly NumCIL.Double.NdArray Ux;
            public readonly NumCIL.Double.NdArray Vx;
            public readonly NumCIL.Double.NdArray Hy;
            public readonly NumCIL.Double.NdArray Uy;
            public readonly NumCIL.Double.NdArray Vy;

            public DataDouble(long n)
            {
                N = n;
                H = NumCIL.Double.Generate.Ones(n + 2, n + 2);
                U = NumCIL.Double.Generate.Ones(n + 2, n + 2);
                V = NumCIL.Double.Generate.Ones(n + 2, n + 2);
                Hx = NumCIL.Double.Generate.Ones(n + 1, n + 1);
                   Ux = NumCIL.Double.Generate.Ones(n + 1, n + 1);
                Vx = NumCIL.Double.Generate.Ones(n + 1, n + 1);
                   Hy = NumCIL.Double.Generate.Ones(n + 1, n + 1);
                Uy = NumCIL.Double.Generate.Ones(n + 1, n + 1);
                Vy = NumCIL.Double.Generate.Ones(n + 1, n + 1);
            }
        }


        public static System.Double SolveDouble(long timesteps, DataDouble data)
        {
            //Convenience indices
            R RN = R.El(data.N); //Same as [n]
            R RN1 = R.El(data.N + 1); //Same as [n+1]

            System.Double g = 9.8f;// gravitational constant
            System.Double dt = 0.02f; // hardwired timestep
            System.Double dx = 1.0f;
            System.Double dy = 1.0f;
            long droploc = data.N / 4;

            var H = data.H;
            var U = data.U;
            var V = data.V;
            var Hx = data.Hx;
            var Ux = data.Ux;
            var Vx = data.Vx;
            var Hy = data.Hy;
            var Uy = data.Uy;
            var Vy = data.Vy;

            //Splash!!!
            H[droploc, droploc] += 5.0f;

            for (int i = 0; i < timesteps; i++)
            {
                H.Flush();
                // Reflecting boundary conditions
                H[ALL, FIRST] = H[ALL, SECOND];
                U[ALL, FIRST] = U[ALL, SECOND];
                V[ALL, FIRST] = -V[ALL, SECOND];
                H[ALL, RN1] = H[ALL, RN];
                U[ALL, RN1] = U[ALL, RN];
                V[ALL, RN1] = -V[ALL, RN];
                H[FIRST, ALL] = H[SECOND, ALL];
                U[FIRST, ALL] = -U[SECOND, ALL];
                V[FIRST, ALL] = V[SECOND, ALL];
                H[RN1, ALL] = H[RN, ALL];
                U[RN1, ALL] = -U[RN, ALL];
                V[RN1, ALL] = V[RN, ALL];

                //First half-step

                //Height
                Hx[ALL, R.Slice(0, -1)] = (H[SKIP1,INNER]+H[ZM1,INNER])/2 -
                        dt/(2*dx)*(U[SKIP1,INNER]-U[ZM1,INNER]);

                //x momentum
                Ux[ALL, R.Slice(0, -1)] = (U[SKIP1,INNER]+U[ZM1,INNER])/2 -
                dt/(2*dx)*((U[SKIP1,INNER].Pow(2)/H[SKIP1,INNER] +
                            g/2*H[SKIP1,INNER].Pow(2)) -
                           (U[ZM1,INNER].Pow(2)/H[ZM1,INNER] +
                            g/2*H[ZM1,INNER].Pow(2)));

                // y momentum
                Vx[ALL, ZM1] = (V[SKIP1,INNER]+V[ZM1,INNER])/2 -
                            dt/(2*dx)*((U[SKIP1,INNER] *
                            V[SKIP1,INNER]/H[SKIP1, INNER]) -
                           (U[ZM1,INNER] *
                            V[ZM1,INNER]/H[ZM1,INNER]));



                // height
                Hy[ZM1,ALL] = (H[INNER,SKIP1]+H[INNER,ZM1])/2 -
                            dt/(2*dy)*(V[INNER,SKIP1]-V[INNER,ZM1]);

                // x momentum
                Uy[ZM1,ALL] = (U[INNER,SKIP1]+U[INNER,ZM1])/2 -
                            dt/(2*dy)*((V[INNER,SKIP1] *
                            U[INNER,SKIP1]/H[INNER,SKIP1]) -
                           (V[INNER,ZM1] *
                            U[INNER,ZM1]/H[INNER,ZM1]));
                // y momentum
                Vy[ZM1,ALL] = (V[INNER,SKIP1]+V[INNER,ZM1])/2 -
                            dt/(2*dy)*((V[INNER,SKIP1].Pow(2)/H[INNER,SKIP1] +
                            g/2*H[INNER,SKIP1].Pow(2)) -
                           (V[INNER,ZM1].Pow(2)/H[INNER,ZM1] +
                            g/2*H[INNER,ZM1].Pow(2)));

                // Second half step

                // height
                H[INNER, INNER] = H[INNER, INNER] -
                            (dt/dx)*(Ux[SKIP1,ZM1]-Ux[ZM1,ZM1]) -
                            (dt/dy)*(Vy[ZM1,SKIP1]-Vy[ZM1, ZM1]);

                // x momentum
                U[INNER, INNER] = U[INNER, INNER] -
                           (dt/dx)*((Ux[SKIP1,ZM1].Pow(2)/Hx[SKIP1,ZM1] +
                             g/2*Hx[SKIP1,ZM1].Pow(2)) -
                            (Ux[ZM1,ZM1].Pow(2)/Hx[ZM1,ZM1] +
                             g / 2 * Hx[ZM1, ZM1].Pow(2))) -
                             (dt/dy)*((Vy[ZM1,SKIP1] *
                                       Uy[ZM1,SKIP1]/Hy[ZM1,SKIP1]) -
                                        (Vy[ZM1,ZM1] *
                                         Uy[ZM1,ZM1]/Hy[ZM1,ZM1]));
                // y momentum
                V[R.Slice(1, -1),R.Slice(1, -1)] = V[R.Slice(1, -1),R.Slice(1, -1)] -
                               (dt/dx)*((Ux[SKIP1,ZM1] *
                                         Vx[SKIP1,ZM1]/Hx[SKIP1,ZM1]) -
                                        (Ux[ZM1,ZM1]*Vx[ZM1,ZM1]/Hx[ZM1,ZM1])) -
                                        (dt / dy) * ((Vy[ZM1, SKIP1].Pow(2) / Hy[ZM1, SKIP1] +
                                                  g / 2 * Hy[ZM1, SKIP1].Pow(2)) -
                                                 (Vy[ZM1, ZM1].Pow(2) / Hy[ZM1, ZM1] +
                                                  g / 2 * Hy[ZM1, ZM1].Pow(2)));
            }
            //Make sure we have the actual data and use it as a checksum
            return NumCIL.Double.Add.Reduce(NumCIL.Double.Add.Reduce(H / data.N)).Value[0];
        }
        public class DataFloat
        {
            public readonly long N;
            public readonly NumCIL.Float.NdArray H;
            public readonly NumCIL.Float.NdArray U;
            public readonly NumCIL.Float.NdArray V;
            public readonly NumCIL.Float.NdArray Hx;
            public readonly NumCIL.Float.NdArray Ux;
            public readonly NumCIL.Float.NdArray Vx;
            public readonly NumCIL.Float.NdArray Hy;
            public readonly NumCIL.Float.NdArray Uy;
            public readonly NumCIL.Float.NdArray Vy;

            public DataFloat(long n)
            {
                N = n;
                H = NumCIL.Float.Generate.Ones(n + 2, n + 2);
                U = NumCIL.Float.Generate.Ones(n + 2, n + 2);
                V = NumCIL.Float.Generate.Ones(n + 2, n + 2);
                Hx = NumCIL.Float.Generate.Ones(n + 1, n + 1);
                   Ux = NumCIL.Float.Generate.Ones(n + 1, n + 1);
                Vx = NumCIL.Float.Generate.Ones(n + 1, n + 1);
                   Hy = NumCIL.Float.Generate.Ones(n + 1, n + 1);
                Uy = NumCIL.Float.Generate.Ones(n + 1, n + 1);
                Vy = NumCIL.Float.Generate.Ones(n + 1, n + 1);
            }
        }


        public static System.Single SolveFloat(long timesteps, DataFloat data)
        {
            //Convenience indices
            R RN = R.El(data.N); //Same as [n]
            R RN1 = R.El(data.N + 1); //Same as [n+1]

            System.Single g = 9.8f;// gravitational constant
            System.Single dt = 0.02f; // hardwired timestep
            System.Single dx = 1.0f;
            System.Single dy = 1.0f;
            long droploc = data.N / 4;

            var H = data.H;
            var U = data.U;
            var V = data.V;
            var Hx = data.Hx;
            var Ux = data.Ux;
            var Vx = data.Vx;
            var Hy = data.Hy;
            var Uy = data.Uy;
            var Vy = data.Vy;

            //Splash!!!
            H[droploc, droploc] += 5.0f;

            for (int i = 0; i < timesteps; i++)
            {
                H.Flush();
                // Reflecting boundary conditions
                H[ALL, FIRST] = H[ALL, SECOND];
                U[ALL, FIRST] = U[ALL, SECOND];
                V[ALL, FIRST] = -V[ALL, SECOND];
                H[ALL, RN1] = H[ALL, RN];
                U[ALL, RN1] = U[ALL, RN];
                V[ALL, RN1] = -V[ALL, RN];
                H[FIRST, ALL] = H[SECOND, ALL];
                U[FIRST, ALL] = -U[SECOND, ALL];
                V[FIRST, ALL] = V[SECOND, ALL];
                H[RN1, ALL] = H[RN, ALL];
                U[RN1, ALL] = -U[RN, ALL];
                V[RN1, ALL] = V[RN, ALL];

                //First half-step

                //Height
                Hx[ALL, R.Slice(0, -1)] = (H[SKIP1,INNER]+H[ZM1,INNER])/2 -
                        dt/(2*dx)*(U[SKIP1,INNER]-U[ZM1,INNER]);

                //x momentum
                Ux[ALL, R.Slice(0, -1)] = (U[SKIP1,INNER]+U[ZM1,INNER])/2 -
                dt/(2*dx)*((U[SKIP1,INNER].Pow(2)/H[SKIP1,INNER] +
                            g/2*H[SKIP1,INNER].Pow(2)) -
                           (U[ZM1,INNER].Pow(2)/H[ZM1,INNER] +
                            g/2*H[ZM1,INNER].Pow(2)));

                // y momentum
                Vx[ALL, ZM1] = (V[SKIP1,INNER]+V[ZM1,INNER])/2 -
                            dt/(2*dx)*((U[SKIP1,INNER] *
                            V[SKIP1,INNER]/H[SKIP1, INNER]) -
                           (U[ZM1,INNER] *
                            V[ZM1,INNER]/H[ZM1,INNER]));



                // height
                Hy[ZM1,ALL] = (H[INNER,SKIP1]+H[INNER,ZM1])/2 -
                            dt/(2*dy)*(V[INNER,SKIP1]-V[INNER,ZM1]);

                // x momentum
                Uy[ZM1,ALL] = (U[INNER,SKIP1]+U[INNER,ZM1])/2 -
                            dt/(2*dy)*((V[INNER,SKIP1] *
                            U[INNER,SKIP1]/H[INNER,SKIP1]) -
                           (V[INNER,ZM1] *
                            U[INNER,ZM1]/H[INNER,ZM1]));
                // y momentum
                Vy[ZM1,ALL] = (V[INNER,SKIP1]+V[INNER,ZM1])/2 -
                            dt/(2*dy)*((V[INNER,SKIP1].Pow(2)/H[INNER,SKIP1] +
                            g/2*H[INNER,SKIP1].Pow(2)) -
                           (V[INNER,ZM1].Pow(2)/H[INNER,ZM1] +
                            g/2*H[INNER,ZM1].Pow(2)));

                // Second half step

                // height
                H[INNER, INNER] = H[INNER, INNER] -
                            (dt/dx)*(Ux[SKIP1,ZM1]-Ux[ZM1,ZM1]) -
                            (dt/dy)*(Vy[ZM1,SKIP1]-Vy[ZM1, ZM1]);

                // x momentum
                U[INNER, INNER] = U[INNER, INNER] -
                           (dt/dx)*((Ux[SKIP1,ZM1].Pow(2)/Hx[SKIP1,ZM1] +
                             g/2*Hx[SKIP1,ZM1].Pow(2)) -
                            (Ux[ZM1,ZM1].Pow(2)/Hx[ZM1,ZM1] +
                             g / 2 * Hx[ZM1, ZM1].Pow(2))) -
                             (dt/dy)*((Vy[ZM1,SKIP1] *
                                       Uy[ZM1,SKIP1]/Hy[ZM1,SKIP1]) -
                                        (Vy[ZM1,ZM1] *
                                         Uy[ZM1,ZM1]/Hy[ZM1,ZM1]));
                // y momentum
                V[R.Slice(1, -1),R.Slice(1, -1)] = V[R.Slice(1, -1),R.Slice(1, -1)] -
                               (dt/dx)*((Ux[SKIP1,ZM1] *
                                         Vx[SKIP1,ZM1]/Hx[SKIP1,ZM1]) -
                                        (Ux[ZM1,ZM1]*Vx[ZM1,ZM1]/Hx[ZM1,ZM1])) -
                                        (dt / dy) * ((Vy[ZM1, SKIP1].Pow(2) / Hy[ZM1, SKIP1] +
                                                  g / 2 * Hy[ZM1, SKIP1].Pow(2)) -
                                                 (Vy[ZM1, ZM1].Pow(2) / Hy[ZM1, ZM1] +
                                                  g / 2 * Hy[ZM1, ZM1].Pow(2)));
            }
            //Make sure we have the actual data and use it as a checksum
            return NumCIL.Float.Add.Reduce(NumCIL.Float.Add.Reduce(H / data.N)).Value[0];
        }
    }
}
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Snakes And Ladders

Snakes and Ladders, game analysis using stationary markov chains.
Params –size=something*something_else:

--size=3000*10






Python Numpy


Error

There are issues with the implementation.

Implementation seems broken when running with Bohrium, it looks like it does nothing but copy data back and forth between NumPy and Bohrium.



# By  Natalino Busa <https://gist.github.com/natalinobusa/4633275>
from __future__ import print_function
from benchpress import util
import numpy as np

"""
#
# These functions are not used unused...
#
def special(p, pos_start, pos_end):
    p[pos_start]= np.zeros(size+1)
    p[pos_start][pos_start]=1

    #make sure that p stays row stocastic
    #i.e the sum of each row must be always kept to 1
    for i in range(size+1):
        pp = p[i][pos_start]
        p[i][pos_start] = 0
        p[i][pos_end]   = p[i][pos_end] + pp

def snake(p, pos_start, pos_end=0):
    if (pos_end<pos_start):
        special(p, pos_start, pos_end)

def ladder(p, pos_start, pos_end=size):
    if (pos_end>pos_start):
        special(p, pos_start, pos_end)
"""

def nullgame(size, dtype):
    p=np.zeros((size+1,size+1), dtype=dtype)

    for i in xrange(size+1):
        for j in xrange(6):
            if (i+j<size):
                p[i][i+j+1]=1.0/6.0

    p[size][size]=1
    p[size-1][size]=6.0/6.0
    p[size-2][size]=5.0/6.0
    p[size-3][size]=4.0/6.0
    p[size-4][size]=3.0/6.0
    p[size-5][size]=2.0/6.0
    p[size-6][size]=1.0/6.0

    return p

def main():

    B           = util.Benchmark()
    size        = B.size[0]
    iterations  = B.size[1]

    if B.visualize:
        from matplotlib import pyplot

    if B.inputfn:
        arrays = B.load_arrays(B.inputfn)
        a = arrays['a']
        p = arrays['p']
    else:
        a = np.array(np.zeros(size+1, dtype=B.dtype))
        p = np.array(nullgame(size,   dtype=B.dtype))

    if B.dumpinput:
        B.dump_arrays("snakes_and_ladders", {"a": a, "p": p})

    m = p   # Initial matrix is p
    pr_end = np.array(np.zeros(iterations, dtype=B.dtype))

    B.start()
    for k in xrange(iterations):
        if B.visualize:
            # Plot the probability distribution at the k-th iteration
            pyplot.figure(1)
            pyplot.plot(m[0][0:size])

        # Store the probability of ending after the k-th iteration
        pr_end[k] = m[0][size]

        # Store/plot the accumulated marginal probability at the k-th iteration
        a = a + m[0]

        if util.Benchmark().bohrium:
            np.flush()

        if B.visualize:
            pyplot.figure(2)
            pyplot.plot(a[0:size])

        #calculate the stocastic matrix for iteration k+1
        if B.bohrium and B.no_extmethods:
            m = np.array(np.dot(m.copy2numpy(),p.copy2numpy()))
        else:
            m = np.dot(m, p)

    B.stop()
    B.pprint()

    #plot the probability of ending the game
    # after k iterations
    if B.visualize:
        pyplot.figure(3)
        pyplot.plot(pr_end[0:iterations-1])

        #show the three graphs
        pyplot.show()

    if B.verbose:
        print(pr_end)

    if B.outputfn:
        B.tofile(B.outputfn, {'res': pr_end})

if __name__ == "__main__":
    main()
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Sor

Sequential Over-Relaxation... params –size=Height*Width*Iterations:

--size=2500*2500*10






Python Numpy

"""
SOR
--------------

So what does this code example illustrate?

r0 b0 r0 b0 r0 b0
b1 r1 b1 r1 b1 r1
r0 b0 r0 b0 r0 b0
b1 r1 b1 r1 b1 r1
r0 b0 r0 b0 r0 b0
b1 r1 b1 r1 b1 r1
r0 b0 r0 b0 r0 b0
b1 r1 b1 r1 b1 r1

"""
from __future__ import print_function
from benchpress import util
import numpy as np

def freezetrap(height, width, dtype=np.float32):
    r0   = np.zeros(((height+2)/2,(width+2)/2), dtype=dtype)
    r1   = np.zeros(((height+2)/2,(width+2)/2), dtype=dtype)
    b0   = np.zeros(((height+2)/2,(width+2)/2), dtype=dtype)
    b1   = np.zeros(((height+2)/2,(width+2)/2), dtype=dtype)
    r0[0,:]  =   40.0  # Top
    b0[0,:]  =   40.0  # Top
    r1[-1,:] = -273.15 # Bottom
    b1[-1,:] = -273.15 # Bottom
    r0[:,0]  = -273.15 # Left
    b1[:,0]  = -273.15 # Left
    b0[:,-1] = -273.15 # Right
    r1[:,-1] = -273.15 # Right
    return (r0,r1,b0,b1)

def solve(grid, epsilon=0.005, max_iterations=None):
    r0 = grid[0]
    r1 = grid[1]
    b0 = grid[2]
    b1 = grid[3]
    delta = epsilon + 1
    iteration = 0
    while delta > epsilon:
        iteration += 1
        r1[:-1,:-1] = (r1[:-1,:-1] + b0[:-1,:-1] + b0[1:,:-1] + b1[:-1,:-1] + b1[:-1,1:])*0.2
        r0[1:,1:]   = (r0[1:,1:] + b1[:-1,1:] + b1[1:,1:] + b0[1:,:-1] + b0[1:,1:])*0.2
        b1[:-1,1:]  = (b1[:-1,1:] + r0[:-1,1:] + r0[1:,1:] + r1[:-1,:-1] + r1[:-1,1:])*0.2
        b0[1:,:-1]  = (b0[1:,:-1] + r1[:-1,:-1] + r1[1:,:-1] + r0[1:,:-1] + r0[1:,1:])*0.2
        delta = np.sum(np.absolute(r0[1:,1:]   - b0[1:,:-1])) + \
                np.sum(np.absolute(r1[:-1,:-1] - b1[:-1,1:])) + \
                np.sum(np.absolute(r0[1:,1:]   - b1[:-1,1:])) + \
                np.sum(np.absolute(b0[1:,:-1]  - r1[:-1,:-1]))
        if util.Benchmark().bohrium:
            np.flush()
        if max_iterations != None and max_iterations <= iteration:
            break
    return (r0,r1,b0,b1)

def iterate(grid, iterations):
    r0 = grid[0]
    r1 = grid[1]
    b0 = grid[2]
    b1 = grid[3]
    for i in xrange(iterations):
        r1[:-1,:-1] = (r1[:-1,:-1] + b0[:-1,:-1] + b0[1:,:-1] + b1[:-1,:-1] + b1[:-1,1:])*0.2
        r0[1:,1:]   = (r0[1:,1:] + b1[:-1,1:] + b1[1:,1:] + b0[1:,:-1] + b0[1:,1:])*0.2
        b1[:-1,1:]  = (b1[:-1,1:] + r0[:-1,1:] + r0[1:,1:] + r1[:-1,:-1] + r1[:-1,1:])*0.2
        b0[1:,:-1]  = (b0[1:,:-1] + r1[:-1,:-1] + r1[1:,:-1] + r0[1:,:-1] + r0[1:,1:])*0.2
        if util.Benchmark().bohrium:
            np.flush()
    return (r0,r1,b0,b1)

def main():
    B = util.Benchmark()
    H = B.size[0]
    W = B.size[1]
    I = B.size[2]

    ft = freezetrap(H, W, dtype=B.dtype)

    B.start()
    ft = solve(ft,max_iterations=I)
    R = ft[0] + ft[1] + ft[2] + ft[3]
    B.stop()

    B.pprint()
    if B.verbose:
        print(R)
    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})

if __name__ == "__main__":
    main()
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Synth

Creates three arrays of length N and adds them together I times.


–size=100000*100


Only the result from the last iteration is used, the runtime should detect this.


Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def main():
    B = util.Benchmark()
    N, I = B.size

    B.start()
    a = np.ones(N)
    b = np.ones(N)
    c = np.ones(N)

    for _ in xrange(I):
        R = a+b+c
        if util.Benchmark().bohrium:
            np.flush()

    B.stop()
    B.pprint()
    R[0]
    if B.verbose:
        print(R)
    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})

if __name__ == "__main__":
    main()
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Synth Index

Synthetic benchmark for comparing C/C++ array-indirection with Bohrium gather/scatter.


Cpp11 Bxx

#include <iostream>
#include <iomanip>
#include <bp_util.h>
#include <bxx/bohrium.hpp>

using namespace std;
using namespace bxx;

template <typename T>
void setup(multi_array<T>& out, multi_array<T>& in,
           multi_array<uint64_t>& index, multi_array<uint64_t>& index_z,
            uint64_t nelements)
{
    out = zeros<T>(nelements);
    in  = range<T>(nelements);
    index   = nelements - (range<uint64_t>(nelements) + (uint64_t)1);
    index_z = nelements - (range<uint64_t>(nelements/2) + (uint64_t)1);
}

template <typename T>
void bench_gather(multi_array<T>& out, multi_array<T>& in,
                  multi_array<uint64_t>& index, int iterations)
{
    for(int i=0; i<iterations; i++) {
        gather(out, in, index);
    }
}

template <typename T>
void bench_gatherz(multi_array<T>& out, multi_array<T>& in,
                  multi_array<uint64_t>& index, int iterations)
{
    for(int i=0; i<iterations; i++) {
        gatherz(out, in, index);
    }
}

template <typename T>
void bench_scatter(multi_array<T>& out, multi_array<T>& in,
                   multi_array<uint64_t>& index, int iterations)
{
    for(int i=0; i<iterations; i++) {
        scatter(out, in, index);
    }
}

template <typename T>
void bench_scatterz(multi_array<T>& out, multi_array<T>& in,
                   multi_array<uint64_t>& index, int iterations)
{
    for(int i=0; i<iterations; i++) {
        scatterz(out, in, index);
    }
}

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 3);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements     = bp.args.sizes[0];
    const int iterations    = bp.args.sizes[1];
    const int operation     = bp.args.sizes[2];

    multi_array<double> out, in;
    multi_array<uint64_t> index, index_z;

    setup(out, in, index, index_z, nelements);
    
    Runtime::instance().flush();
    bp.timer_start();                               // Start timer
    if (0 == operation) {
        bench_gather(out, in, index, iterations);
    } else if (1 == operation) {
        bench_gatherz(out, in, index_z, iterations);
    } else if (2 == operation) {
        bench_scatter(out, in, index, iterations);
    } else if (3 == operation) {
        bench_scatterz(out, in, index_z, iterations);
    } else {
        cout << "Unknown operation, should be 0=gather, 1=gatherz, 2=scatter, 3=scatterz." << endl;
    }
    Runtime::instance().flush();
    bp.timer_stop();                                // Stop timer

    bp.print("synth_index(cpp11_bxx)");
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "Iterations = " << iterations << endl;
        cout << "Result of" << endl;
        if (0==operation) {
            cout << "gather(" << endl;
        } else if (1==operation) {
            cout << "gatherz(" << endl;
        } else if (2==operation) {
            cout << "scatter(" << endl;
        } else if (3==operation) {
            cout << "scatterz(" << endl;
        }
        cout << "  out=" << out << "," << endl;
        cout << "  in=" << in << "," << endl;
        if ((0==operation) or (2==operation)) {
            cout << "  index=" << index << ");" << endl;
        } else {
            cout << "  index=" << index_z << ");" << endl;
        }
    }

    return 0;
}
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Synth Inplace

Updates and array in-place... kinda silly...


Python Numpy

from __future__ import print_function
from benchpress import util
import numpy as np

def model(N, dtype=np.float32):
    """Construct some synthetic data-set to work on."""
    
    return np.ones(N, dtype=dtype)

def computation(X, I):
    """Compute something..."""

    N = X                   # Pseudo-grid
    S = X
    E = X
    W = X
    C = X
    for i in xrange(0, I):  # Pseudo-relaxation
        X[:] = N - S + E - W + C

    return X

def main():
    B = util.Benchmark()
    (N, I) = B.size
    
    if B.inputfn:
        X = B.load_array()
    else:
        X = model(N, dtype=B.dtype)

    if B.dumpinput:
        B.dump_arrays("synth_inplace", {'input': X})

    B.start()
    R = computation(X, I)
    B.stop()
    B.pprint()
    if B.verbose:
        print(np.sum(R))

if __name__ == "__main__":
    main()
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Synth Interop

Synthetic benchmark for comparing C/C++ array-indirection with Bohrium gather/scatter.


Cpp11 Bxx

#include <iostream>
#include <iomanip>
#include <bp_util.h>
#include <bxx/bohrium.hpp>

using namespace std;
using namespace bxx;

int main(int argc, char* argv[])
{
    bp_util_type bp = bp_util_create(argc, argv, 2);// Grab arguments
    if (bp.args.has_error) {
        return 1;
    }
    const int nelements     = bp.args.sizes[0];
    const int iterations    = bp.args.sizes[1];

    multi_array<double> foo;
    foo = range<double>(nelements);
    
    Runtime::instance().flush();
    bp.timer_start();                               // Start timer
    double* data = foo.data_export();
    for(int i=0; i<nelements; ++i) {
        data[i] = data[i] + 2;
    }
    Runtime::instance().flush();
    bp.timer_stop();                                // Stop timer
    foo.data_import(data);

    bp.print("synth_index(cpp11_bxx)");
    if (bp.args.verbose) {                          // ..and value.
        cout << fixed << setprecision(11)
			 << "Iterations = " << iterations << endl;
        cout << "Result = " << foo << endl;
    }

    return 0;
}
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Synth Pow


Python Numpy

#!/usr/bin/env python
from __future__ import print_function
import sys
from benchpress import util
import numpy as np

def pow_this_01(n, k):
    return np.sum(n**k)

def pow_this_02(n, k):
    return np.sum(((n*n)**2)*n)

def pow_this_03(n, k):
    return np.sum(((n**2)**2)*n)

def main():
    B = util.Benchmark()
    if len(B.size) != 2:
        sys.exit("Invalid amount of arguments.")
        return
    N, K = B.size

    n = np.arange(0, 1, 1.0/N)

    B.start()
    #R = np.sum(**K)
    R = pow_this_01(n, K)
    #R = pow_this_02(n, k)
    #R = pow_this_03(n, k)

    B.stop()
    B.pprint()

    if B.verbose:
        print(R)

if __name__ == "__main__":
    main()
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Synth Stream

This synthetic benchmark constructs a streamable expression.

–size=N, I, S

N = Number of elements in the arrays.
I = Number of “trials” / “iterations” to run the expression
S = The generator used, 0 = ones, 1 = range, 2 = random.

Something like:

--size=10000000*10*0
--size=10000000*10*1
--size=10000000*10*2






Python Numpy

from __future__ import print_function
import sys
from benchpress import util
import numpy as np

def stream_this(generator, N):

    x = generator(N)
    y = generator(N)
    z = (x*x + y*y) / 4
    r = np.sum(z)

    return r

def main():
    B = util.Benchmark()
    if len(B.size) != 3:
        sys.exit("Invalid amount of arguments.")
        return
    N, I, S = B.size

    if S not in [0,1,2]:
        sys.exit("Invalid choice of generator [%d], should be: 0, 1, 2." % S)
        return

    generator = [
        np.ones,
        np.arange,
        np.random.random
    ]

    B.start()
    R = 0.0
    for _ in xrange(I):
        R += stream_this(generator[S], N)
    R /= I

    B.stop()
    B.pprint()

    if B.verbose:
        print(R)
    if B.outputfn:
        B.tofile(B.outputfn, {'res': R})

if __name__ == "__main__":
    main()
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Wireworld

Wireworld is a cellular automaton with some similarities to Conway’s Game of Life.
It is capable of doing sophisticated computations with appropriate programs (it is actually Turing complete), and is much simpler to program for.
A wireworld arena consists of a cartesian grid of cells, each of which can be in one of four states. All cell transitions happen simultaneously.

Params:

--size=250*10






Python Numpy


Error

There are issues with the implementation.

Fails when running with Bohrium, with the error:

AttributeError: 'module' object has no attribute 'tile'







from __future__ import print_function
from benchpress import util
import numpy as np
from bohrium.stdviews import D2P8, no_border

def wireworld_init(size):
    """TODO: Describe the data generated by this function."""

    data = np.zeros(
        (size*10+2, size*10+2),
        dtype   = np.uint8
    )
    data[1:-1,1:-1] = np.tile(np.array([
        [4,2,8,8,8,8,8,8,8,8],
        [8,0,0,0,8,0,0,0,0,0],
        [0,0,0,8,8,8,0,0,0,0],
        [8,0,0,0,8,0,0,0,0,0],
        [2,4,8,8,0,8,8,8,8,8],
        [4,2,8,8,8,8,8,8,8,8],
        [8,0,0,0,8,0,0,0,0,0],
        [0,0,0,8,8,8,0,0,0,0],
        [8,0,0,0,8,0,0,0,0,0],
        [2,4,8,8,0,8,8,8,8,8],
        ]),(size,size))

    return data

def wireworld(world, iterations):
    """TODO: Describe the benchmark."""

    sim     = no_border(world, 1)   # Active Machine
    stencil = D2P8(world)           # Stencil for counting heads
    for _ in xrange(iterations):
        NC = sum([v==2 for v in stencil]) # Count number of head neighbors
        # Mask conductor->head
        MASK = ((NC==1) & (sim==8)) | ((NC==2) & (sim==8))
        sim *= ~MASK    # New head pos->0
        sim += MASK * 1 # New head pos->1
        MASK = (sim==8) # Mask non conductors
        sim *= ~MASK    # conductors->0
        sim += MASK * 4 # conductors->4   
        sim *= 2        # Upgrade all to new state

        if util.Benchmark().bohrium:
            np.flush()

    return sim

def main():
    """
    Example parameter: --size=100*10.
    This will execute on a 1000x1000 dataset for 10 iterations.
    """
    B = util.Benchmark()
    (N, I) = B.size
    if B.inputfn:
        world = B.load_array()
    else:
        world = wireworld_init(N)

    if B.dumpinput:
        B.dump_arrays("wireworld", {"input": world})

    B.start()
    R = wireworld(world, I)
    B.stop()
    B.pprint()

    if B.outputfn:
        B.tofile(B.outputfn, {"res": R})

if __name__ == "__main__":
    main()
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